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Preface

After having mastered some high-level programming language and acquired
knowledge in basic mathematics, it is time for a shift of attention. Instead of
concentrating on the technical aspects of ~ow to instruct a computer to perform
a certain task, we switch to the more challenging question of what in fact should
be done to solve a given problem. The aim of this book on data structures is to
start acquainting the reader with the theoretical side of the art of writing com-
puter programs. This may be considered as a first step in getting familiar with a
series of similar fields, such as algorithms, complexity, and computability, that
should be learned in parallel to improve practical programming skills.

The book is the result of several decades of teaching experience in data
structures and algorithms. In particular, I have taught a course on Data Struc-
tures more than 30 times. The book is self-contained and does not assume any
prior knowledge of data structures, just a comprehension of basic programming
and mathematics tools generally learned at the very beginning of computer sci-
ence or other related studies. In my university, the course is given in the sec-
ond semester of the first year of the BSc program, with a prerequisite of Dis-
crete Mathematics and Introduction to Programming, which are first-semester
courses. The format is two hours of lecture plus two hours of exercises, led by
a teaching assistant, per week.

I have tried to reproduce my oral teaching style in writing. I believe in asso-
ciative learning, in which one topic leads to another, related one. Although this
may divert attention from the central, currently treated subject, it is the cumula-
tive impact of an entire section or chapter that matters. There was no intention
to produce a comprehensive compendium of all there is to know about data
structures but rather to provide a collection of what many could agree to be its
basic ingredients and major building blocks, on which subsequent courses on
algorithms could rely. In addition, many more advanced topics are mentioned.
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xii Preface

Each chapter comes with its own set of exercises, many of which have
appeared in written exams. Solutions to selected exercises appear in the
appendix. There are short inserts treating some background concepts: they are
slightly indented, set in another font, and separated from the main text by rules.
Though each chapter could be understood on its own, even if it has pointers to
earlier material, the book has been written with the intent of being read sequen-
tially.

There is of course a long list of people to whom I am indebted for this project,
and it is not possible to mention them all. Foremost, I owe all I know to the
continuous efforts of my late father to offer me, from childhood on, the best
possible education in every domain. This included also private lessons, and
I am grateful to my teacher R. Gedalya Stein, who interspersed his Talmud
lessons with short flashes to notions of grammar, history, and more, and thereby
planted the seeds of the associative learning techniques I adopted later. There
is no doubt that my high school mathematics teacher Fernand Biendel was one
of the best; he taught us rigor and deep understanding, and the fact that more
than half of our class ended up with a PhD in mathematics should be credited
to him.

I wish to thank all my teachers at the Hebrew University of Jerusalem and at
the Weizmann Institute of Science in Rehovot as well as my colleagues at Bar-
Ilan University and elsewhere. Many of them had an impact on my academic
career, especially the advisors for my theses, Eli Shamir and Aviezri Fraenkel.
Amihood Amir is directly responsible for this book because he asked me, when
he was department chair, to teach the course on Data Structures. Thanks also
to Franya Franek for providing a contact at Cambridge University Press.

Last, but not least, I wish to thank my spouse and children, to whom this
book is dedicated, for their ongoing encouragement and constructive comments
during the whole writing period. As to my grandchildren, they have no idea
what this is all about, so I thank them for just being there and lighting up my
days with their love.
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1

Why Data Structures?
A Motivating Example

To begin the study of data structures, I demonstrate the usefulness of even quite
simple structures by working through a detailed motivating example. We shall
afterward come back to the basics and build up our body of knowledge incre-
mentally.

The algorithm presented in this introduction is due to R. S. Boyer and J S.
Moore and solves the string matching problem in a surprisingly efficient way.
The techniques, although sophisticated, do not require any advanced mathe-
matical tools for their understanding. It is precisely because of this simplicity
that the algorithm is a good example of the usefulness of data structures, even
the simplest ones. In fact, all that is needed to make the algorithm work are two
small arrays storing integers.

There are two sorts of algorithms that, when first encountered, inspire both
perplexity and admiration. The first is an algorithm so complicated that one
can hardly imagine how its inventors came up with the idea, triggering a reac-
tion of the kind, “How could they think of that?” The other possibility is just
the opposite — some flash of ingeniousity that gives an utterly simple solution,
leaving us with the question, “How didn’t I think of that?” The Boyer—Moore
algorithm is of this second kind.

We encounter on a daily basis instances of the string matching problem,
defined generically as follows: given a text T = T[1]T[2]- - - T[n] of length n
characters and a string S = S[1]S[2] - - - S[m] of length m, find the (first, or all)
location(s) of S in T, if one appears there at all. In the example of Figure 1.1,
the string S = TRYME is indeed found in 7', starting at position 22.

To solve the problem, we imagine that the string is aligned underneath the
text, starting with both text and string left justified. One can then compare cor-
responding characters, until a mismatch is found, which enables us to move
the string forward to a new potential matching position. We call this the naive
approach. It should be emphasized that our discourse of moving the pattern

1
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2 1 Why Data Structures? A Motivating Example

T : [F[r[1]EN]D]S

S+ [1[r[¥]w[E]

[R[o[u]aln[s

[clofu[w]z[r]v]u[e]

: [L[E[w]o] [ule] -

) >

Figure 1.1. Schematic of the string matching problem.

along an imaginary sliding path is just for facilitating understanding. Actually,
text and string remain, of course, in the same location in memory during the
entire search process, and their moving is simulated by the changing values of
pointers. A pointer is a special kind of a variable, defined in many programming
languages, holding the address of some data item within computer memory. A
pointer may often be simulated by a simple integer variable representing an
index in an array.

The number of necessary character comparisons is obviously dependent on
the location of S in T, if it appears there at all, so to enable a unified discussion,
let us assume that we scan the entire text, searching for all occurrences of S. In
the worst case (that is, the worst possible choice of both text T and string §),
the naive approach requires approximately n x m comparisons, as can be seen
by considering a text of the form 7" = AAA - - - AB and a string of similar form
S = A .- AB, where the length of the string of As is 2n in the text 7 and n in the
string S; only after (n 4 1) comparisons will we find out that S occurs once in
T, as a suffix.

The truth is that, actually, this simple algorithm is not so bad under more
realistic assumptions, and the worst-case behavior of the previous paragraph
occurs just for a rather artificial input of the kind shown. On the average, the
number of comparisons in the naive approach will be approximately

c-n, (1.1)

where c is some constant larger than 1 but generally quite close to 1. It is larger
than 1, as every character of the text is compared at least once with some char-
acter of the string, and some characters are compared more than once.

In 1977, D. Knuth, J. H. Morris, and V. Pratt published an algorithm that
inspects every character of the text and the string exactly once, yielding a com-
plexity of n + m rather than n x m comparisons. The complexity of an algo-
rithm is the time or space it requires, as a function of the size of its input.
In particular, the Knuth—Morris—Pratt algorithm also yields ¢ = 1 in eq. (1.1).
We shall not give here the details of this algorithm, simply because in the same
year, Boyer and Moore found an even better algorithm, for which ¢ < 1! At first
sight, this might look impossible, as ¢ < 1 means that the number of characters
involved in comparisons is less than the length of the text, or in other words,
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1.1 Boyer and Moore’s Algorithm 3

the algorithm does not inspect all the characters. How could this be possible?
We shall see that it all derives from clever use of simple data structures.

1.1 Boyer and Moore’s Algorithm

A nice feature of the Boyer—Moore algorithm is that its main idea can be
expressed in just four words:

Start from the end.

By repeatedly applying these words as a mantra, we will see how they may help
to improve the search.

Let us first try to interpret them correctly. It should be clear that the intention
is not just to reverse the process and start by aligning the string S at the end of
the text 7', and then scanning both from right to left. That would be symmetric
to the more natural forward scan from left to right, and the expected search time
would be the same. We must therefore conclude that it is only for the string that
the scanning will start at the end and proceed right to left, whereas the text is
scanned in the usual way, from left to right, although with the required minor
adaptations.

Figure 1.2 depicts the initial positions of the pointers i and j, showing the
current indices in text and string, respectively, for an imaginary text 7 and the
name of my university S = BAR-ILAN as a running example for the string.
The pointer j is set to the end of the string, that is, j = m, 8 in our example, but
the initial position of the pointer i is quite unusual — it is neither at the leftmost
nor at the rightmost character but rather at that indexed m, corresponding to the
last character of the string S.

So what do we gain by this curious setting? The first comparison, in the
example of Figure 1.2, would be of character N in S against a Win 7, yielding
a mismatch. This disqualifies the current position of S, so the string has to be

1
!
v (LI L PP L]

5 : [BIARI-TEICIAN
T.
J

Figure 1.2. Initialization of the Boyer—Moore algorithm.
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4 1 Why Data Structures? A Motivating Example

l
T DLW LW L]
S B[a[R]-|1|L]A]x]

1

Figure 1.3. After first shift in the Boyer—-Moore algorithm.

moved. Does it make sense to move itby 1, 2, ..., 7 positions to the right? That
would still leave the W in position 8 of T over one of the characters of S and
necessarily lead to some mismatch, because W does not appear at all in S. We
may therefore move S at once beyond the W, that is, to be aligned with position 9.
Yet the next comparison, according to our mantra, will again be at the end of S,
corresponding now to position i = 16 in T, as in Figure 1.3. Note that we have
not looked at all at any of the first seven characters in T'; nevertheless, we can
be sure that no match of S in 7" has been missed.

The careful reader might feel cheated at this point. The previous paragraph
showed an example in which the string could be moved at a step of size m,
but this depended critically on the fact that W did not appear in S. The natural
question is, then, “How do we know that?” An evident approach would be to
check it, but this requires m comparisons, exactly counterbalancing the m com-
parisons we claimed to have saved! To answer these concerns, suppose that in
the position of the second comparison, indexed 16, there is again a W, as in Fig-
ure 1.3. Obviously, there is no need to check again if there is a Win S, if we can
remember what has already been checked.

1.2 The Bad-Character Heuristic

This leads to the idea of maintaining a Boolean table A, defining, for each
given string S, a function from X, the set of all the characters (called also the
alphabet), to {T, F}: Ao[x] =T, if and only if the character x appears in the
string S. The main step of the scanning algorithm, which increases the pointer
i into the text, is then

if Ao[T[i]]=F i <—i+m.

The time needed for the construction of Ay is just m 4 | 2|, which is indepen-
dent of the size n of the text.

Downloaded from http:/www.cambridge.org/core. Columbia University Libraries, on 31 Dec 2016 at 09:15:59, subject to the Cambridge Core terms
of use, available at http:/www.cambridge.org/core/terms. http://dx.doi.org/10.1017/CB0O9781316676226.002


http:/www.cambridge.org/core/terms
http://dx.doi.org/10.1017/CBO9781316676226.002
http:/www.cambridge.org/core

1.2 The Bad-Character Heuristic 5

! 4
ro (LT L LWL Ix]-
S [BJ[R|-[x[L]a]v]

[B[A[R]-|x[c[a]w]

Figure 1.4. Mismatching character appears in S.

And if the mismatching character does appear in S, as in Figure 1.4? Again,
one may argue that nothing can be gained from shifting the string one to four
positions, so we should, for the given example, shift it by five to align the two
Rs, as seen in the lower part of Figure 1.4. The next comparison, however, will
be at the end, as usual, indicated by the double arrow. The last ideas may be
unified if one redefines the auxiliary table to hold integers rather than Boolean
values and to store directly the size of the possible jump of the pointer. More
formally, define a table A, for a given string S, as a function from X to the
integers, A [x] = r, if the string can safely be moved by r positions forward in
the case of a mismatch at its last character. This reduces the main step of the
scanning algorithm to

i <— 14+ A T[] 1.2)

For our example string S = BAR-1LAN, the A, table is given in Figure 1.5.
It can be built by initializing each entry with m, 8 in our example, and then
processing the string left to right, setting

for j < 1tom A S]] < m—j.

This leaves the index for the rightmost appearance, should a character appear
more than once in S, like A in our example. The complexity is, as for A,
m+ | Z|.

- A B ¢ p E F ¢ H I J kK L M

8 8 8 8 8 8 3 8 8 2 8

o p @ R s T U Vv w X Y 2

o = |

8 8 8 b 8 8 8 8 8 8 8 8

Figure 1.5. Table A, forexample string S=BAR-1LANand ¥ = {A,B, ..., Z,-}.
The upper lines are the characters, and the lower lines are the corresponding A
values. The entries for characters not appearing in S are in smaller font.
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6 1 Why Data Structures? A Motivating Example

bl i
re [T EEL LT Wil LELE LTI

B[A]R[-[[L]a]w
B[A[R[-[x[t]a]w

Figure 1.6. Mismatch after a few matches.

n

So far, only the case of a mismatch at the last character of S has been dealt
with. Consider now the possibility of a match, as in Figure 1.6, where the single
arrow shows the position of the first comparison for the current location of S, as
usual, at the end. In that case, we decrement both i and j and repeat the process.
One possibility for exiting this loop is when j reaches zero, that is, the entire
string is matching and a success is declared:

if j=0 return i+ 1.

Another possibility is that, after k steps backward, we again encounter a mis-
match, as indicated by the double arrow in Figure 1.6, where the mismatch
occurs for k = 2. The string can then only be shifted beyond the current posi-
tion, by six positions in our example, and more generally, by A[T[{]] — k, as
in the lower part of Figure 1.6. But we are interested in moving the current
position of the pointer 7, not in shifting the string, and one has to remember that
i has been moved backward by k positions since we started comparing from the
end of the string. As the following comparison should again be according to
Jj = m, we have to compensate for the decrement by adding k back. The correct
updated value of i is therefore

i+ (AT = k) +k =i+ AT,

just as before, so that the assignment in line (1.2) is valid not only for the case
of a mismatch at the first trial (at the end of the string) but also for every value
of k > 0. In our example of Figure 1.6, the current position of i points to W,
which does not appear in S, hence i is incremented by A;[W] = 8, bringing us
to the position indicated by the dagger sign.

There is possibly a slight complication in the case when the mismatching
character of T appears in S to the right of the current position, as would be
the case if, in Figure 1.6, there would be an A or N instead of W at the position
indicated by the double arrow (there are two As in our example, but recall that
the value in A refers to the rightmost occurrence of a character in S). This is
the case in which A[T'[i]] < k, so to get an alignment, we would actually shift
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1.3 The Good-Suffix Heuristic 7

the string backward, which is useless, because we took care to move the string
only over positions for which one could be certain that no match is missed.
Incrementing i by k would bring us back to the beginning position of the cur-
rent iteration; therefore the minimal increment should be at least k + 1. The
corrected update is therefore

i <— i+ max(k+ 1, A([T[i]]). (1.3)

1.3 The Good-Suffix Heuristic

Actually, this idea of moving the pointer i into the text forward according only
to the mismatching character T[] is already efficient enough to be known as one
of the variants of the Boyer—Moore algorithm. But one can do better. Consider
the case in which the first mismatch occurs after k steps backward, for £ > 0,
as in Figures 1.6 and 1.7. Instead of concentrating on what went wrong, let us
rather insist on the fact that if the first mismatch is at the k + 1st trial, this means
that there was a success in the k first comparisons. But this implies that when
the mismatch occurs, we know what characters appear in the text at positions
i+ 1,...,i+ k: these must be the characters of the suffix of length k of S. We
can therefore check where there is a reoccurrence of this suffix in the string
S, if at all. In Figure 1.7, the suffix AN does not appear again in S, so we can
move the pattern beyond the position where the present iteration started, as
shown in the lower part of Figure 1.7. The next comparison is at the position
indicated by the dagger sign, so that i has been incremented from its current
position, indicated by the double arrow, by 10. Had we used A;[1], we could
have added only 3 to i.

As previously, we shall not search for another copy of the current suffix dur-
ing the scanning of the text. There are only m possible suffixes, and one can
prepare a table of the possible increments of index i for each of them, indepen-
dently of the text, in a preprocessing stage. The table A, will assign a value
to each of the possible positions j € {1, ..., m} in the string S: A,[j] will be
defined as the number of positions one can move the pointer i in the case where

bl f
v [ LU el PO

B[AlR[-[z][a]y]
B[AlR[-[z]L[a]y]

Figure 1.7. The good-suffix heuristic.

105)
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8 1 Why Data Structures? A Motivating Example

J 1 2 3 4 5 6 7 8
Syl B A R - I L A XN
shift 8 8 8 8 8 8§ 8 1
k 7 6 5 4 3 2 1 0
Aqfj] | 15 14 13 12 11 10 9 1

Figure 1.8. Table A, for example string S = BAR-T1LAN.

the first mismatch is at position j, still keeping in mind that we started the com-
parisons, as usual, from j = m.

The increment of i consists of two parts, the first being the number of steps
we moved the pointer backward for the current position of the string, the second
relating to repositioning the string itself. As we moved already k = m — j steps
to the left, i can be increased to point to the position corresponding to the end
of the string again, by adding & to i; then we should shift the string S, so as to
align the matching suffix with its earlier occurrence in S. A;[j] will be the sum
of k with this shift size.

So which heuristic is better, A; of the bad character or A, of the good
suffix? It depends, but because both are correct, we can just choose the maximal
increment at each step. The main command would thus become

i «— i+ max(k+ 1, A[T[i], Az2ljD), (1.4)

but A,[j] is k plus some shift, which has to be at least 1. Therefore, the com-
mand in line (1.4) is equivalent to

i <— i+ max(A([T[ill, A2L7D). (1.5)

Figure 1.8 depicts the A, table for our example string. For example, the
values in columns 7, 6, and 5 correspond to the first mismatch having occurred
with the characters, A, L, and I, which means that there has been a match for
N, AN, and LAN, respectively. But none of these suffixes appears again in S, so
in all these cases, S may be shifted by the full length of the string, which is
8. Adding the corresponding values of k, 1, 2, and 3, finally gives A, values
of 9, 10, and 11, respectively. Column 8 is a special case, corresponding to a
matching suffix that is empty and thus reoccurs everywhere. We can therefore
only shift by 1, but in fact it does not matter, as in this case, the A; value in
command (1.5) will be dominant.

The simple form of this table, with increasing values from right to left, is
misleading. Let us see what happens if the string changes slightly to S = BAN-
ILAN. The value in column 6 corresponds to a mismatch with L after having
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1.3 The Good-Suffix Heuristic 9

i 1 2 3 4 5 6 7 8
S[s] B A N - I L A N
shift 8 8 8 8 8§ 5 5 1
k 7 [§ 5 4 3 2 1 0
Aqj] | 15 14 13 12 11 7 6 1
7 1 2 3 4 5 6 7 8
S[7] B A N - I L A N
shift 8 8 8 8 8§ 5 8 1
k 7 6 5 4 3 2 1 0
Aq[j] | 15 14 13 12 11 7 9 1

Figure 1.9. Table A, for example string S = BAN-1LAN.

matched AN. This suffix appears again, starting in position 2 of S, so to align
the two occurrences, the string must be moved by five positions. For j =7,
the corresponding suffix is of length 1, just N, which seems also to trigger a
shift of five positions, like for column 6. For columns j < 6, we are looking
for LAN or longer suffixes of S, none of which reoccurs in S, thus the string
can be shifted by its full length, 8. This yields the table in the upper part of
Figure 1.9.

The value in column 7 should, however, be reconsidered. Applying A;[7]
as increment corresponds to a scenario in which there has been a match with N,
and a mismatch with the next, preceding, character. We thus know that there is
an N in the text, which is preceded by some character that is not A. Therefore,
when we look for another occurrence of N, the one found in position 3 does not
qualify, because it is also preceded by A; if this lead to a mismatch at the current
position, it will again yield a mismatch after the shift. Our strategy can therefore
be refined: for a given suffix " of the string S, we seek its previous occurrence in
S, if there is one, but with the additional constraint that this previous occurrence
should be preceded by a different character than the occurrence at the end of
S. For § = N in our example, there is no such re-occurrence, hence the correct
shift of the string is by the full length 8, and not just by 5, which yields the table
in the lower part of Figure 1.9. The other entries remain correct. For example,
for j = 6, we search for another appearance of the suffix AN that is not preceded
by L, and indeed, the previous AN is preceded by B, so one may shift the string
only by 5.

We are not yet done and there is need for a final slight amendment in certain
cases. Consider another small change of the given string to S = LAN-1LAN.
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J 1 2 3 4 5 6 7 8
S[7] L A N - I L A N
shift 8 8 8 8§ 5 8 8 1
k 7 6 5 4 3 2 1 0
Aqgfj] | 15 14 13 12 8 10 9 1
i 1 2 3 4 5 6 7 8
S[7] L A N - I L A N
shift 5 5 5 5 5 8 8 1
k 7 6 5 4 3 2 1 0
Aqfj] 112 11 10 9 8 10 9 1

Figure 1.10. Table A, for example string § = LAN-ILAN.

Treating this example in the way we have done earlier would produce the table
in the upper part of Figure 1.10. Though the suffixes N and AN appear earlier,
they are preceded by the same characters A and L, respectively, in both occur-
rences, and are therefore regarded as if they would not re-appear, yielding a
shift of 8. The suffix LAN, on the other hand, appears again as prefix of S, but
is not preceded there by I, so we can shift only by 5.

Refer now to Figure 1.11 and suppose the first mismatch is for j = 4, com-
paring the character W in the text with the dash character — in S, after having
matched already the suffix ILAN. Since this suffix does not re-occur, the upper
A, table of Figure 1.10 suggests to shift by 8, moving the pointer i by 12, from
the position indicated by the single arrow to that indicated by the double arrow.
But this could have resulted in a missed occurrence, as indicated by the brace
in the figure.

How could this happen? The answer is that our current string S has a spe-
cial property, namely, that it contains a suffix, LAN, that is also a prefix. This
allows different occurrences of S, or its suffixes, to overlap in the text. One

»L —_— U
r. T WEEA e LTI

L[a]n[-]x[r]a]v
L[AN[-]x[r]a]v

Figure 1.11. Example of a missed occurrence by the upper A, table of Figure
1.10.

n
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1.3 The Good-Suffix Heuristic 11

[
[T

Figure 1.12. Constructing the A, table.

therefore needs some special care in this particular case, refining the definition
of a plausible re-occurrence as follows:

for a given suffix §" of S, we are looking for a previous occurrence of S’ in S, not
preceded by the same character; if no such previous occurrence is found, we are
looking for an occurrence of some suffix §” of the suffix §’, but only if S” appears
as prefix of S.

This definition sounds admittedly terrible, but is nonetheless quite easy to
implement. Referring to the string S in Figure 1.12, we wish to locate a plausible
re-occurrence of the suffix §’ of S that appears in black. We thus imagine that
S’ is shifted by one, two, etc., positions to the left and we check whether there
is a match with the corresponding substring of S. In a first attempt, we would
shift a copy of S’ only until its left end is aligned with the beginning of S (first
two lines below S in Figure 1.12). To check also the variant with the suffix of
the suffix, all we need is to continue the shifting loop further, as long as there
is still some overlap between S’ and S (bottom two lines in the figure); for each
such position, only the darker gray cells have to be checked for a match, the
lighter gray cells are simply ignored.

Referring again to our example, if there is a mismatch at position j = 4,
after having matched already the suffix ' = ILAN, it is true that §" does not
reoccur in S. But the suffix §” = LAN of the suffix S’ does reoccur as prefix of
S, so the pattern can only be shifted by 5 and not by 8 positions. The same will
be true for mismatches at the other positions j with j < 4. This yields the table
in the lower part of Figure 1.10, in which the changes relative to the table in
the upper part are emphasized.

Summarizing: by starting the comparisons from the end of the string S, for
each potential matching position, we were able to scan the text T for an occur-
rence of S, inspecting only a fraction of the characters of 7. It is like sifting
the text characters with a comb or a rake, whose teeth are close enough so that
no occurrence of S can slip through, yet distant enough to imply only a partial
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12 1 Why Data Structures? A Motivating Example

scan of 7. The main tool was a clever use of two integer arrays as simple data
structures.

Boyer and Moore evaluated that the constant ¢ of eq. (1.1) is approximately
1/(m — 1), implying the surprising property that: the longer the string, the
faster one can locate it (or assert that it does not occur).

We shall see in the following chapters more examples of how various data
structures may enhance our ability to cope with algorithmic problems.

Exercises

1.1 Run the Boyer—-Moore algorithm on the example text and string that
appears in their original paper:
T =WHICH-FINALLY-HALTS.—AT-THAT-POINT-... and
S = AT-THAT.

1.2 Build the A, tables for the strings ABRACADABRA and AABAAABAABAA.

1.3 Complete the statement of the following (probably quite useless) theorem,
and prove it:

Given is a string S of length m. Let k be the length of the longest suffix of S
consisting of identical characters, 1 < k < m. The last k entries of the A,
array of S all contain the value . . ..

1.4 Suppose that instead of the corrected update of eq. (1.3) we would use
the original incrementing step of eq. (1.2), without the maximum function.
Build an example of a string of length 6 over the alphabet X = {A, B, C}
and a corresponding small text for which the Boyer—Moore algorithm,
using only A; and not A;, would then enter an infinite loop.

1.5 Suppose that by analyzing the performance of our algorithm, we realize
that for strings of length m > 50, the part of the A, table corresponding
to j < 45 is only rarely used. We therefore decided to keep only a partial
A, table, with indices j > 45, to save space. The algorithm is of course
adapted accordingly. Choose the correct statement of the following ones:

(a) The algorithm works and the time to find the string will be shorter.

(b) The algorithm works and the time to find the string will be longer.

(c) The algorithm works but we cannot know how the change will affect
the time to find the string.

(d) The algorithm does not work: it may not find all the occurrences of the
string.

(e) The algorithm does not work: it may announce wrong matches.
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Exercises 13

1.6 You have a nonsorted array A of n numbers. The task is to prepare a data
structure in time O(n) in a preprocessing stage, such that any subsequent
query of the form sum(i, j), for 1 <i < j < n, can be answered in con-
stant time, where sum(i, j) = f:l.A[r] is the sum of the elements in the
subarray from i to j.

1.7 The definition of A, included two corrections:

C,: We are looking for a reoccurrence of a suffix, but only if the preceding
characters are different;

C>: while searching for a reoccurrence of a suffix, we allow also only par-
tial overlaps between suffix and string.

Consider now the following variants of the algorithm:

V1. Use correction Cy, but not C,;

V5. use correction C,, but not Cy;

V3: do not use any of the corrections C or Cs;
V4: use A instead of max(Aq, A»).

Finally, we define the following assertions:

Ap: The algorithm is not correct;

Aj: the algorithm is correct, but will be slower;

Ajz: the algorithm is correct, its speed will not change, but more space will
be needed,;

Ay: the algorithm is correct, its speed will not change, and less space will
be needed.

Fill in the values yes or no in the entries of the following table, for
each of the possible (variant, assertion) pairs:

Vl V2 V3 V4

As
Az
Ay
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2

Linear Lists

2.1 Managing Data Storage

In our first steps as programmers, we often write short programs with a quite
limited number of variables. Very soon, however, the programming tasks get
more involved, and we need some advanced tools to manage efficiently the
increasing number of elements dealt with by our programs. This is the role of
what has become known as Data Structures, which are the subject of this book.

When coming to organize the data we are supposed to handle, we shall deal
with entities called records, like the one in Figure 2.1, representing, in this chap-
ter’s running example, the information about a given student at some university.
A record may be divided into fields, each standing for a data item relating to
the given student, like the name, given name, address, field of study, a list of
courses and their grades, etc. One of the fields is particular in that it will serve
to identify the records and to distinguish between them. It is emphasized in Fig-
ure 2.1, its content is called here ID number, and the assumption will be that
different records have different IDs.

Our task is to maintain a large collection of such records, allowing efficient
access and updates. Maintaining means here to store the records in such a way
that queries about any of their data fields may be processed quickly, but also
to facilitate subsequent changes, like insertions of new records, or deletion of
those that are not needed any more. Getting back to our example, a student
might ask what grade she got on a specific course, a new record has to be allo-
cated if a new student enrolls, and the records of students who finished their
studies should be erased from the current list and possibly transferred to another
collection, dealing with alumni.

The technical problem of processing records with variable length fields may
be overcome by storing the records wherever convenient, and keeping only a
list of fixed length (ID, pointer) pairs. We may then restrict our attention to

14
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2.1 Managing Data Storage 15

I Name I Given name I ID number I Address I Study field Icourse 1| gradellcourse2| grade2 I

Figure 2.1. A sample record and its subfields.

processing only the list of IDs, and shall henceforth narrow our discussion to
the handling of the identifying field alone.

An immediate question to be dealt with is how to store such a list. A straight-
forward solution would be to store the records sequentially, in the order they
appear in the system. More precisely, we might allocate a certain amount of
sequential memory cells, and store there new records on demand, one after
the other. This is called sequential allocation, and it is clearly advantageous
for allowing inserts, as long as the allocated space has not been exhausted, but
searches could force a scan of the entire list. To avoid such worst case behavior,
one could require the list to be kept in order, for example sorted by increasing
ID. This would then enable an improved lookup procedure, known as binary
search.

Background Concept: Binary Search
Binary search belongs to a family of algorithms called Divide and Con-
quer. The common feature of these algorithms is that they solve a prob-
lem by dividing it into several similar, but smaller, subproblems, which
can be solved recursively. For instance, when looking for an element x
within a sorted array A[1], ..., A[n], we start by comparing x to the mid-
dle element A[n/2]. If it is found there, we are done, but if not, we know
whether x is smaller or larger, and may restrict any further comparisons
to the lower or upper part of the array A accordingly. Continuing recur-
sively, the next comparison will be at the middle element of the subarray
we deal with, i.e., either A[n/4] if the array is A[1], ..., A[n/2], or A[3n/4]
if the array is A[n/2], ..., A[n]. The search procedure stops either when
x is found, or when the size of the array is reduced to 1 and one can say
with certainty that x is not in A.

If T'(n) denotes the number of comparisons (in the worst case) to find
an element x in an array of size n, we getthat T7(1) = 1, and forn > 1:

T(n)=14+T(n/2). 2.1
Applying equality (2.1) repeatedly yields
T(n) =i+ T(n/2", for i=1,2,.... (2.2)
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16 2 Linear Lists

To get rid of the T on the right-hand side of the equation, let us choose
i large enough to get to the boundary condition, that is n/2' = 1, so that
n=2 hencei= log, n. Substituting in (2.2), we get

T(n) =1+ log,n.

We conclude that having sorted the list of records allows us to reduce the
number of needed comparisons in the worst case from n to about log, 1, indeed
a major improvement.

Another problem, however, has now been created: updating the list is not
as simple as it used to be. If a new record has to be added, it cannot be simply
adjoined at the end, as this might violate the sorted order. Inserting or deleting
records may thus incur a cost of shifting a part, possibly as many as half, of
the records. Overall, the reduction of the search complexity from n to about
log n came at the cost of increasing the number of steps for an update from 1
to about n.

This problem may be solved by passing to a scheme known as linked allo-
cation, in which the records are not necessarily stored in contiguous locations,
but are rather linked together, in some order, by means of pointers. The inser-
tion or deletion of a record in a list can then be performed by a simple update
of a small number of pointers, without having to move any of the other records.
Regretfully, while there is an improvement for the update operations, it is again
the search time that is hurt: since we do not know where to find the middle ele-
ment in the list for the linked model, the use of binary search is not possible,
and we are back to a linear search with about n comparisons.

In fact, to get efficient performances for both searches and updates, more
sophisticated structures than the linear ones we consider here are needed, and
we shall get back to this problem in Chapter 4, dealing with Trees. Note also
that linked lists are not necessarily built by means of pointers, which are defined
in many programming languages. The left part of Figure 2.2 is a schematic
of a linked list consisting of 6 elements, and the right part of the figure is an
equivalent list, for which the pointers have been replaced by indices in a table.
As can be seen, the pointers or indices are incorporated as a part of the records.
The index -1 is an indicator of the end of the list, and is equivalent to the ground
sign, representing the NIL pointer.

2.2 Queues

Probably the most natural way of organizing a set of records into a structured
form is what we commonly call a queue. When approaching a bus stop, a bank
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1

2 fgh 7
R3| opq |-1
F 4 abc 8

5

6

2| ik |10

8 de 2

9

100 mMn 3

Figure 2.2. Example of a list in linked allocation.

counter or a supermarket cash register, one may assume that the requested ser-
vices will be provided on a first come, first serve basis, and if one has to wait,
a queue, also known as FIFO (First In, First Out), will be formed.

Two pointers are kept: one, R, to the Rear of the queue, where new incoming
records should be adjoined, the other, F, to the Front of the queue, indicating the
next element to be extracted, that is, the next to be “served.” Referring again
to Figure 2.2 and considering the list as a queue Q, if an element has to be
extracted from Q, it will be the one with value abc, denoted by egpc. In the
updated queue, F will then point to eqe, Which is the successor of egpc. Suppose
then that we wish to insert a new element, with value rstu. This should happen
at the rear of the queue, so a new element ey, is created, its successor is defined
as NIL, the current rear element, eqpq Will point to it, and R will also point to this
new element. Figure 2.3 gives the formal definitions of (a) inserting an element
with value x into a queue Q (at its rear), which shall be denoted by Q <= 1z,
and (b) extracting (the front) element of Q and storing its value in a variable x,
denoted by x <= Q. These operations are often called enqueue and dequeue,
respectively.

A queue can also be kept within an array in sequential allocation. This may
save the space for the pointers and simplify the update procedures, but one
needs then a good estimate for the maximal number of elements that will be
stored. If no reliable prediction of this size is possible, there is a risk of overflow.

Q < =z r <— @Q
allocate(node) x «— value(F)
value(node) < x;  succ(node) < NIL F — succ(F)
succ(R) < node; R« node

Figure 2.3. Insertion into and extraction from a queue in linked allocation.
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18 2 Linear Lists

|
0 v N " 0 N ¥ "

Figure 2.4. A queue in sequential allocation.

Suppose then that we decide that n elements should be enough, so we may
initialize an array Q[0], ..., Q[n — 1]. The pointers F and R will now be indices
in the array, F will be the index of the front of the queue and it will be convenient
to define R as the index of the element following the last one in the queue, that
is, the index where a new element should be inserted, as seen in the left part of
Figure 2.4, in which the elements of the queue appear in gray. The small arrows
indicate that updates are performed only at the extremities of the queue.

Extracting or inserting an element then involve increasing the pointers F or
R by 1. The queue will thus have a tendency to “move” to the right and will
eventually reach the last element indexed n — 1. We shall therefore consider
the array as if it were cyclic by simply performing all increments modulo n. At
some stage, the queue may thus look as depicted in the right side of Figure 2.4.
The formal update procedures are given in Figure 2.5.

2.2.1 Example: Optimal Prefix Code

We shall see several examples of the usefulness of queues later in this book, and
focus here on a possible solution to the following simple problem. We are given
a set of n numbers ay, ..., a,, and should repeatedly remove the two smallest
ones and add their sum as a new element, until only one element remains. This
is a part of the solution of the problem of finding an optimal prefix code, to be
studied in Chapter 11.

If the set is not ordered, then n — 1 comparisons are required to find and
remove the minimal element. The total number of required comparisons is thus

n—1 n—1
D+ G-1)= (221') —n. (2.3)
=2 i=1

Q <=z T <= Q
if R = F then overflow — STOP z — QIF]
Q[R] — z F— (F+1)modn
R« (R+1)modn if R = F then underflow

Figure 2.5. Insertion into and extraction from a queue in sequential allocation.
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2.2 Queues 19

Background Concept: Summing the m First Integers

It might be useful to remember the summation >";" | i on the right-hand
side of eq. (2.3), giving the sum of the first m integers, for some m > 1.
Imagine the numbers written in order in a line:

1 2 3 4 . m—1 m
Now consider another line with the same numbers, but in reversed order:
m m—1 m—2 m—3 cee 2 1

Adding by columns gives the sum m + 1 in every column, and since
there are m columns, this all adds up to (m + 1)m. But this is twice the
sum we are looking for, so

ii_(m—i—l)m
i=1 - 2 ’

Hence about n?> comparisons are needed if the set is not ordered, and we shall
see that the set can be sorted in only about n log n steps, and then be stored in
a linked list. Extracting the two smallest elements takes then constant time,
and the newly formed element has to be inserted in the proper place within the
ordered list. The total running time for the n — 1 iterations will be of the order
of n comparisons, if we start the search where to insert a new element at the
location of the previous insert.

Here is an alternative procedure, using two queues Q and Q, rather than
a linked list. The elements of Q; will be the original elements of the set, in
nondecreasing order. The second queue O, will initially be empty, and will
contain only elements that are created by the algorithm, that is, an element
whose value is the sum of two previously treated elements. In each iteration, the
two smallest numbers in the combined set Q; U Q», x and y, are extracted. These
are either the two first elements in Q1, or those in Q», or the first elements of both
Q1 and Q». The key observation is that there is no need to search where to insert
x + y: it cannot be smaller than any of the previously created combinations, so
its place in the queue O, must be at the rear end. The formal algorithm is given
in Figure 2.6, where first(Q) and second(Q) refer to the first two elements of
a queue Q.

The overall time to perform the task is thus linear in n, once the elements
have been sorted, or of the order of n log n if the sorting has also to be accounted
for.
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20 2 Linear Lists

if first(Q1) > second(Q2) then

T <= Q2 Y <= Q2
else if first(Q)2) > second(Q1) then
€T < Q1 Y <— Ql
else
€T < Q1 Y <— QQ
Q:—=uz+y

Figure 2.6. Iterative insertion of the sum of two smallest elements of a sorted list.

Background Concept: Asymptotic Notation

The following notation is widespread in Computer Science, and will
replace the vague phrases like of the order of used earlier. It is gener-
ally used to describe the complexity of some algorithm as a function of
the size n of its input. For two integer functions f and g, we write f € O(g),
which is read as f is in big-O of g, if there are constants ny and C > 0
such that

Vnz=no  |f(n)] =Clgn)l

Roughly speaking, this means that f is bounded above by g, but the strict-
ness of the bound is relaxed in two aspects:

(i) we are only interested in the asymptotic behavior of f, when its argu-
ment n tends to infinity, so the ratio of f(n) to g(n) for n smaller than
some predefined constant n is not relevant;

(ii) we do not require g itself to be larger than f — it suffices that some
constant C > 0 multiplied by g be larger than f.

For example, f(n) = n* + 10nlog, n + 1% € O(n*), as can be checked

using the constants ny = 24 and C = 3.

Though O(g) is defined as a set, a prevalent abuse of notation refers
to it as if it were a number, writing f(n) = O(g(n)). This is not really an
equality, in particular, it is not transitive, as you cannot infer from n? =
On?) and n? = O(n*) that O(n®) = O(n*).

There is a similar notation also for lower bounds: f € Q(g), which is
read as f is in big-omega of g, if there are constants ny and C > 0 such
that

Vnz=ng |f(n)] = Clgn)l.

For example, n> — n € Q(n?).
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2.3 Stacks 21

Finally, for a more precise evaluation, we may use a combination of the
bounds: f € 0(g), which is read as f is in theta of g, if both f € O(g) and
f € Q(g), obviously with different constants, that is, there are constants
ng, C; > 0 and C, > 0 such that

Vn=ny  Cilgm)| = [f(n)] =G lgn)].

For example, log n + cos(n) € 6(logn).
This symbolism can also be extended to the reals and to letting the
argument tend to some constant, often 0, rather than to co.

2.3 Stacks

The counterpart of the First-In-First-Out paradigm of queues is known as LIFO,
which stands for Last In, First Out. This might clash with our natural sense
of fairness when applied to waiting in line, but is nevertheless useful in other
scenarios. Possible examples are

¢ a pile of books, from which the elements can only be removed in the reverse
of the order by which they have been added;

¢ a narrow, dead-ended parking lot, accommodating several cars in its length,
but at most one in its width;

¢ luggage space in an airplane, so that the always late travelers arriving at the
last moment at the check-in counter, will be the first ones to get their suitcases
at destination. . .

Figure 2.7 is a schematic of a stack in both linked and sequential allocation.
Insertions and deletions are now performed at the same end of the stack, identi-
fied by a pointer or index T (Top). In the upper part of Figure 2.7, the elements
are numbered in order of their insertion into the stack. We shall use a similar
notation as for queues, S <= x standing for the insertion of an element with

—T>|4|H3|H2|H1|~IX

| | |
0 \ n

Figure 2.7. A stack in linked and sequential allocation.
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22 2 Linear Lists

S <= z (linked) z <= S (linked)
allocate(node) x «— value(T)
value(node) < x; succ(node) — T T « succ(T)

T < node

S <= =z (sequential) x <= S (sequential)

if T =mn then if T =0 then

overflow — STOP underflow — STOP
S[T] <=z T—T-1
T—T+1 z — S[T]

Figure 2.8. Insertion into and extraction from a stack in linked and sequential
allocation.

value x into the stack S, and x <= S for the removal of the top element from
the stack S and storing its value into x. These operations are often referred to
as push and pop, respectively, and are formally given in Figure 2.8.

2.3.1 Example: Arithmetic Expression

Consider an arithmetic expression like those any programmer encounters on a
daily basis, for example

443 x5.

While certain cheap pocket calculators still evaluate this to be 35 (when the x
key is pressed, the display already shows 7), the more advanced ones correctly
recognize that multiplication has priority over addition, so that the result should
rather be 19. If the intention was indeed to add 4 to 3 before multiplying, paren-
theses should have been used, as in

(4+3)x5.

In fact, arithmetic expression are written the way they are probably mainly
for historic reasons, as this way is not consistent with the customary form of
writing functions. We usually write, e.g., f(x) or logx, preceding the argu-
ment x by the function name f or log, with or without parentheses. When
several variables are involved, we write f(x, y) rather than x f y. Similarly,
we should have written the displayed expressions as add(4, multiply(3, 5)) or
multiply(add(4, 3), 5).

This way of writing expressions is called Polish notation. Note that the
parentheses are then redundant, so that the preceding expressions can be written

Downloaded from http:/www.cambridge.org/core. Columbia University Libraries, on 31 Dec 2016 at 09:18:19, subject to the Cambridge Core terms
of use, available at http:/www.cambridge.org/core/terms. http://dx.doi.org/10.1017/CB0O9781316676226.003


http:/www.cambridge.org/core/terms
http://dx.doi.org/10.1017/CBO9781316676226.003
http:/www.cambridge.org/core

2.3 Stacks 23

unambiguously as
4+ 4 x 35 or X + 4 3 5.

There exists also a Reversed Polish notation, in which the arguments precede
the function name instead of following it. This makes even more sense as once
the operation to be performed is revealed, its arguments are already known. The
preceding in reversed Polish notation would be

435 x + or 43 + 5 x.

Because of the positions of the operators, these notations are often referred to
as prefix or postfix, whereas the standard way of writing is infix.

The evaluation of a long arithmetic expression given in infix seems to be
quite involved: there are priorities, parentheses to change them if necessary,
and defaults, like a — b — ¢ standing for (a — b) — c; but using 1 for exponen-
tiation, a 1 b = a’, the default of a 1 b + cis a 1 (b 1 ¢), because (a 1 b) 1
¢ = (a*)" = a*. When the expression is given in postfix, on the other hand,
the following simple procedure can be used to evaluate it by means of a single
scan from left to right and using a stack S.

Operands are pushed into the stack in the order of appearance; when an
operator X is encountered, the two last elements, y and z are popped from the
stack, z X y is calculated (note that the order of the operands is reversed), and
its value is pushed again into S. At the end, the result is in the only element of
S. Formally,

while end of expression has not been reached
X <« next element of the expression (operator or operand)
if X ¢ {Operators}
S=X
else
y<&=3§; 73S
r <= compute(z X y)
S<r

Figure 2.9 shows the stack after having read an operator, as well as at the
end, when the expression to be evaluated, (4 + 3) (2 (14 -138)/ 2), has been
converted into its corresponding postfix form4 3 + 2 14 8 — 2/ 1 .

The question is therefore how to convert an expression from infix to postfix.
This is again done using a stack, which, in contrast to the stack in the example
of Figure 2.9, holds the operators rather than the operands. We also need a table
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56

Figure 2.9. Evaluating an arithmetic expression using a stack.

of priorities, and actually, two such tables, called STACK-PRIORITY and INPUT-
PRIORITY, Will be used to deal with the special cases. Parentheses have highest
priority in the input, since their purpose is to change the default priorities, but
once in the stack, their priority should be the lowest. The two tables also enable
the correct treatment of exponentiation, which associates to the right, as seen
earlier. A dummy element with lowest priority is inserted into the stack as sen-
tinel, to facilitate the treatment of boundary conditions.

The algorithm scans the infix expression left to right and transfers the
operands directly to the output, in the order of their appearance. Operators,
including left parentheses, are pushed into the stack, and are popped according
to the order imposed by their priorities. The priority tables and the formal algo-
rithm are given in Figure 2.10. The tables may be extended to deal also with

operator sentinel  ( + - */ 0 )
STACK-PRIORITY -1 1 2 3 4 -
INPUT-PRIORITY - 6 2 3 5 2

S <= sentinel

while end of expression has not been reached
X < next element of the expression
if end of input then  while Top # sentinel

y<=3=5; print y
else if X ¢ {Operators} then print X
else while STACK-PRIORITY(Top) > INPUT-PRIORITY (X))
y<=5; print y
if X is not right parenthesis ')’ then
S+ X

else dummy — S // pop matching left parenthesis

Figure 2.10. Priority tables and algorithm for conversion from infix to postfix.
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A: B: C: A:

I i=4 N N
- - i=i+ 3 -
—_— Call C() — e
call B() S call A()
— print i —
return return return return

Figure 2.11. Chain of function calls.

other operators defined by the given programming language, such as assign-
ments =, logical operations & | or shifts >>.

2.3.2 Example: Handling Recursion

It is good programming practice to partition a given task into several small log-
ical units, and large programs often consist of numerous procedures, creating
chains of functions fi, f2, f3, ..., where f is calling f>, which in turn calls f3,
etc. These functions are usually written by different programmers, and each
comes with its own set of parameters and local variables. The challenge is to
keep track of their correct values. Consider, for example, the function calls on
the left side of Figure 2.11, we would not like the increment i = i 4+ 3 in pro-
cedure C to affect the value of variable i in procedure B.

The problem is aggravated if the chain of calling functions includes more
than one copy of a given function. This is called recursion, where, in its simplest
form, a function calls itself, as depicted on the right-hand side of Figure 2.11.
The commands of the recursive function appear physically only once in the
memory of our computer, there is therefore a need to differentiate between the
values the same variable gets at different generations of the function calls. This
is done by means of a program stack.

Each entry of the program stack corresponds to a single function call and
holds a record consisting of the following fields: the input parameters, the local
variables, and an address from which to continue when returning after the exe-
cution of the current function call. The following actions are taken when a func-
tion call Call B( ) is encountered within a function A:

Call 1: Push a new entry into the stack.

Call 2: Update parameters and initialize local variables.

Call 3: In the return-address field, store the address of the command following
the function call in the calling routine A.

Call 4: Continue executing commands from the beginning of B.
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26 2 Linear Lists

When exiting a function, generally via a return command, the actions are:

Ret 1: Read the return address field of the Top element into a variable adr.
Ret 2: Discard the Top element by Pop.
Ret 3: Continue executing commands from adr.

As example, we show what happens when executing a Mergesort procedure
on a small input vector.

Background Concept: Mergesort

Mergesort is another example of the Divide and Conquer family. To sort
an array A[l], ..., A[n], we apply mergesort recursively on the left and
right halves of the array, thatis on A[1], ..., A[5] and A[5 + 1], ..., A[n],
and then use a function merge(i, k, j), which supposes that the subar-
rays Ali], ..., Alk] and A[k + 1], ..., A[j] are already sorted, to produce
amerged array A[i], ..., A[j]. The merging may be implemented with the
help of three pointers, two to the parts of the array that are to be merged,
and one to an auxiliary array B, holding temporarily the sorted output,
before it is moved back to the array A. The formal definition, in which the
element following the last is defined by A[j + 1] < oo to deal with the
boundary condition of one of the subarrays being exhausted, is given by:

merge(i, k, j)

p1 < P2 < k+1; p3 <1
if pp <kandA[p,] < A[p;] then

Blps] < Alp1]; P1++; p3++
else  Blps;] < Alp2]; pat+; p3t+t

Ali]---A[j] < B[i] - - - B[/]

The number of comparisons for the merge is clearly bounded by j — i.
The formal definition of mergesort(i, j), which sorts the subarray of A
from index i to, and including, index j, is then

mergesort(i, j)
if i < jthen
k< LG+ j)/2]
mergesort(i, k)
L1: mergesort(k + 1, j)
L2: merge(i, k, j)
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2.3 Stacks 27

The analysis is similar to the one we did earlier for binary search. Let
T (n) denote the number of comparisons needed to sort an array of size
n by mergesort, we get that 7(1) = 0, and forn > 1:

T(n)=2Tn/2)+n. 24
Applying equality (2.4) repeatedly yields
T(n)=2"T(n/2")+in, for i=1,2,.... (2.5)

To get rid of the T on the right-hand side of the equation, let us choose
i large enough to get to the boundary condition, that is n/2' = 1, so that
i = log, n. Substituting in (2.5), we get

T (n) = nlog, n.

Suppose our input vector A, indexed 1 to 5, contains the elements 9,2,1,5,3,
in the given order. Somewhere in the calling program, the sorting procedure is
invoked by

mergesort(1, 5)
L4: ---

When the call is executed, a new entry is created in the stack, as depicted
in the lowest line of part (a) in Figure 2.12. Initially, the line contains only the
parameters i and j, 1 and 5 in our case, and the return address L4 from which
the program execution will continue after having finished with mergesort. The
execution of the program continues from the beginning of the recursive func-
tion. Since i = 1 < 5 = j, the value 3 is assigned to &, and the value of & in the
entry in the stack will be updated only at this stage. The next command is again
a (recursive) call to mergesort. Hence a new entry is pushed onto the stack,
with parameters 1 and 3, and return address L1. The process repeats twice until
a fourth entry is created, with parameters 1 and 1, and return address L1.

At this point, no command is executed during the recursive call, and upon
exiting from mergesort, the top entry is popped and the execution flow con-
tinues from L1. The values of k and j, 1 and 2, are taken from the entry which
is now at the top of the stack. The next command is again a call to merge-
sort, and the program stack after this call is depicted in part (b) of Figure 2.12.
When the current top element is popped, one gets to label L2, which invokes
the merge procedure. This is the first access to the input vector A itself. In this
case, subvectors of size 1 are merged, which is equivalent to just reordering
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11 L1 2|2 L2
112|1|L1 112|1|L1 3|3 L2
1(3]|2](L1 1(3]|2](L1 1|3 L1
1|5|3|L4 1|5|3]|L4 1[5 L4
i ] Kk adr ] Kk adr I ] K adr
(@ (b) (©)

4| 4 L1 5|5 L2

41514 |L2 4|5 L2

1[5 L4 1|5 L4

I ] K adr i J Kk adr

(d) (e)

Figure 2.12. Mergesort: program stack when called on input vector 9, 2, 1, 5, 3.

the two elements involved. The vector A after the merge will thus contain the
elements 2, 9, 1, 5, 3, and we have reached the end of one of the function calls.
Execution thus continues at label L1, with the program stack containing the two
lowest lines of Figure 2.12(c).

After the following call to merge, with parameters (i, k, j) = (1, 2, 3), the
vector A will contain 1, 2, 9, 5, 3, the line 1,3,2,L1 will be popped and the stack
will contain only a single entry. The reader is encouraged to continue this sim-
ulation through parts (d) and (e) of the figure. The next merge, with parameters
(4, 4, 5), should transform the vector A into 1, 2,9, 3, 5, and then finally into
1,2,3,5,9.

2.4 Other Linear Lists

In the general family called linear lists, of which queues and stacks are spe-
cial cases, the records are ordered according to some criterion. This order is
given either implicitly by the position of the record in a sequential allocation,
or explicitly by means of pointers in a linked allocation. There are many more
linear lists and we shall mention only the following. Generally, the decision
whether to prefer one type over another will be guided by the details of the
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T

v
Jan|o—|—>|Feb|o—|—>|Mar|o—|—>---—>|Nov|o—|—>|Dec|
C D

Figure 2.13. Circular list.

specific application at hand. One can then adapt the choice of the data struc-
tures to the tradeoff between the resources which best fits their purpose.

2.4.1 Circular Lists

A circular list is a linear list in which the last element points to the first one,
thus exploiting the wasted space of the NIL pointer. This may be advantageous
for lists that are intrinsically periodic like the months of the year. If one wishes
to change the calendar year to the school or academic year, all one needs to do
is to move the pointer T in Figure 2.13 to September or October.

There are, however, also applications for which it would seem natural to use
a noncyclic linear list. Nevertheless, closing a cycle may permit the execution
of certain operations more efficiently, for example, having the possibility to
reach any record x by starting a linear search from any other record y. Another
feature of a circular list is that only one pointer is needed (to the last element),
which is useful to enable the efficient concatenation of lists.

The algorithms for inserting or deleting records from circular lists are
straightforward , but special care should be taken when dealing with an empty
list. A standard way, not only for circular lists, of facilitating the handling of
special cases such as empty lists is the use of a so-called sentinel element:
this is a record like the others of the given data structures, just that it does not
carry any information. For large enough structures, the waste caused by such
a dummy element can be tolerated and is generally outweighed by the benefits
of the simplified processing.

2.4.2 Doubly Linked Lists

Additional flexibility may be gained by adding also a link from each record to
its predecessor, in addition to the link to its successor. Whether the increased
overhead can be justified will depend on the intended application: navigating
through the list for searches will be facilitated, whereas updates when inserting
or deleting records are becoming more involved. Figure 2.14 shows a doubly
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Sentinel

@E:EI:LI E=NEE= I*t)

Figure 2.14. Doubly linked list with sentinel element.

linked list with three records and an additional sentinel element acting both as
the predecessor of the first element, and as the successor of the last one.

A typical application of a doubly linked list would be for the management
of dynamic allocations of memory space.

2.4.3 Deques

Unifying the properties of both queues and stacks, a deque allows inserts and
deletes at both ends of the list, which for symmetry reasons will now be called
Left and Right rather than Front and Rear. Like queues and stacks, deques can
be managed in sequential allocation, as shown in Figure 2.15, or in linked allo-
cation, usually as a special case of a doubly linked list.

Think of a deque as a model simulating the use of large elevators as found
in large public facilities like hospitals, where one may enter or exit on two
opposing sides. Similarly, certain airplanes may be boarded or left through front
or rear doors.

2.4.4 Higher Order Linear Lists

All these ideas can be generalized to d dimensions, withd > 2. Even though we
usually do not consider a two-dimensional matrix as a linear object, the linearity
we refer to in this chapter relates to the fact that records can be arranged in order,
in which each element has a well-defined successor and predecessor, and this
may be true for each dimension. The number of pointers included in each record
will increase with d, but this will often be compensated for by the more efficient
algorithms.

N /7
1] Rl |
0 / \ n

Figure 2.15. A deque in sequential allocation.
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Exercises 31

An example could be representing a sparse matrix (i.e., a matrix with a large
number of elements that are 0) by linked lists of records defined only for the
nonzero elements. The records will be linked together in both their rows and
columns (and further dimensions, if necessary). This leads to more efficient
handling of these and other special matrices, such as triangular.

Exercises

2.1 You have a linked list of n records, each consisting of a value field and a
next-pointer. The length n of the list is not known, but may be assumed to
be a multiple of 3. Show how to print the values of the records in the middle
third of the list using only two pointers and without using a counter.

Apply the same idea to solve the following problem: given is a list like
the preceding, show how to check in time O(n) whether the list contains a
cycle.

2.2 Let M be a matrix of dimension n X n, and assume that only O(n) of the
n’ elements of M are nonzero. Use a linked representation of the nonzero
elements of M to calculate the trace of M? in time O(n) (the trace of a
matrix A = (a;;) is the sum of the elements in its diagonal, ) _, a;).

2.3 Let A be an array of n numbers. You know that there exists some index k,
1 <k < n,suchthatA[l], ..., A[k] are all positive, and A[k + 1], ..., A[n]
are all negative. Show how to find :

(a) in time O(logn);
(b) in time O(min(logn, k));
(c) in time O(log k).

2.4 A column of n cars is approaching a highway from an access road. The
cars are numbered 1 to n, but not necessarily in order. We would like to
rearrange the cars so that they enter the highway by increasing order of
their indices. The problem is that the access road is so narrow that only
one car fits in its width. However, just before the road meets the highway,
there is a dead-ended parking lot, long enough to accommodate all cars, but
again not wide enough for two cars side by side. Can the task of rearranging
the cars be completed with the help of the parking lot, for every possible
input permutation? If so, prove it, if not, give a counter-example.

2.5 A known game chooses the winner among # children in the following way:
the children stand in a circle and transfer clockwise, at a regular pace, some
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32 2 Linear Lists

object from one to another. At irregular intervals, at the sound of some bell,
the child holding the object passes it to the next one and leaves the game, so
that the circle shrinks. The winner is the last child remaining in the circle.

To program the game, simulate the bell by generating a random integer
t between 1 and some given upper bound K; ¢ will be the number steps the
object will be forwarded until the next sound of the bell.

(a) What is the time complexity of the process until the winner is found,
as a function of n and K, if the players are represented as records in a
doubly linked cyclic deque?

(b) What is the time complexity of the process until the winner is found,
as a function of n and K, if the players are represented as elements of
an array?

(c) Compare the two methods, in particular for the case K > n.

2.6 Write the algorithms for inserting and deleting elements in circular doubly
linked lists with a sentinel element. Take care in particular how to deal with
the empty list.

2.7 Find constants ny and C to complete the examples given in the description
of the asymptotic notation, showing that

(@) n* —n e Qn?
(b) logn 4+ cos(n) € 6(logn).

2.8 The closed form for T'(n) defined by the recurrence relation of eq. (2.1)
was T (n) € O(logn).

(a) Show that if the recursion is T (n) = 1 + T'(y/n), with the same bound-
ary condition as earlier, then the closed form is 7'(n) € O(loglogn).

(b) What is the function f(n) for which the recurrence relation 7'(n) =
1 + T(f(n)), again with the same boundary condition, yields as closed
form T'(n) € O(logloglogn)?

(c) What is the closed form, if the recurrence is
T(n) =1+ T(logn)?
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Graphs

3.1 Extending the Relationships between Records

In a generalization of the linear lists of the previous chapter, we may allow the
connection between any two elements, without insisting on some specific order.
The resulting structure is known as a graph. This models quite naturally several
real life situations, like networks of communicating computers, or road systems
connecting the various locations of some neighborhood. We shall, however, see
that a graph may be a useful tool for many other applications, some of which
seeming a priori completely unconnected to a graph structure.

Mathematically, a graph G is defined as a pair of sets G = (V, E). There is
no restriction on the set V, called the vertices of the graph, and its elements are
usually denoted V = {vy, va, ..., v,}, or simply V = {1, 2, ..., n}. The set of
edges E satisfies E C V x V and actually describes whether some binary rela-
tion exists between certain pairs of vertices. Wemay have E = JorE =V x V,
in which cases the graph is called empty or full, respectively. Note that this
refers only to the number of edges, so a graph may be empty and yet have many
vertices. The complexities of algorithms involving graphs are often given as a
function of the sizes of V and E, for example O(|V| + |E|), but it has become
common practice to simplify this notation to O(V + E) when no confusion can
arise.

It is customary, and often very helpful as a visual aid, to represent a
graph by a drawing in which the vertices appear as dots or circles, and an
edge (a, b) as an arrow from the circle corresponding to a to that of b. Fig-
ure 3.1 is such a drawing for a graph with V. ={1,2,...,13,14} and E =
{(1,2),(1,3),(1,6),(2,2),...,(10,11), (12, 13)}, and will serve as a run-
ning example in this chapter. It should be emphasized that this drawing is not
the graph G itself, but rather one of its infinitely many possible representations.
Indeed, there are almost no restrictions on the layout of the drawing: the circles

33
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34 3 Graphs

Figure 3.1. An example graph G = (V, E) with V = {1,2,...,13,14} and E =
{(1,2),(1,3),(1,6),(2,2),(2,3),(2,4),(3,4), (3, 11), (4,5), (4, 6), (4, 10),
6,7),(6,8),(6,9),(7,8),(8,9), (9, 11), (10,9), (10, 11), (11, 6), (12, 13)}.

representing the vertices are generally scattered in any visually appealing way,
the edges may be straight lines or arcs or have any other form, they may cross
each other, etc. The formalism of not identifying a graph with its representation
is thus necessary, because one can easily get completely different drawings, yet
representing the same graph.

A graph in which we distinguish between edges (a, b) and (b, a) is called
directed, and its edges are usually drawn as arrows, like in Figure 3.1. In other
applications, only the fact whether there is a connection between the elements
a and b is relevant, but the direction of the edge (a, b) or (b, a) is not given
any importance; such graphs are called undirected and their edges are shown as
lines rather than arrows, as in Figure 3.2. Even though in a strictly mathematical
sense, we should then denote edges as sets {a, b} instead of ordered pairs (a, b),
itis common practice to use the pair notation (a, b) even for the undirected case.

An edge of the form (a, a), like the one emanating from and pointing to
vertex 2, is called a loop. A sequence of edges

(Um Ub), (Ubv vc)s (Ucv Ud)7 ceey (Uwv UX)1

in which the starting point of one edge is the endpoint of the preceding edge,
is called a path from v, to v,. For example, (2, 4), (4,6), (6,9), (9, 11) is
a path from 2 to 11. If v, = v,, that is, if the last edge of a path points
to the beginning of the first edge, the path is called a cycle. For example,
(8,9),(9,11), (11, 6), (6, 8) is a cycle. If there is a path from every vertex to
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3.1 Extending the Relationships between Records 35

Figure 3.2. A minimum spanning tree.

any other, the graph is connected. Our example graph is not connected, because,
e.g., vertex 13 cannot be reached from vertex 4.

The number of outgoing edges from a given vertex is called its out-degree
and the number of incoming edges is called its in-degree. In undirected graphs,
there is no such distinction and one simply defines the degree of a vertex v as
the number of edges touching v. Vertex 9 has in-degree 3 and out-degree 1, and
vertex 4 in Figure 3.2 has degree 5. A vertex with in-degree 0, like vertex 1, is
a source and a vertex with out-degree 0, like vertex 5, is a sink, and if there is
no edge touching the vertex at all, like for vertex 14, it is isolated.

An important special case is a tree, defined as a graph that is connected but
has no cycles. Our graph is not a tree, because it is not connected, but even
if we restrict the intention to the subgraph G’ induced by the vertices V' =
{1,2,..., 11}, that is, ignoring the vertices in V — V’ and the edges touching
them, as in Figure 3.2, the graph would still not be a tree, because it contains
cycles. On the other hand, the bold edges in Figure 3.2 form a tree.

Regretfully, there is another, quite different, notion in Computer Science that
is also called a tree, as we shall see already in the following chapter. There are
certain similarities between a tree as a data structure and a tree as a special kind
of a graph, but there are many differences and calling both by the same name
is a source of confusion. More details will be given in Chapter 4.

In many applications, it is convenient to assign a weight w(a, b) to each edge
(a, b) of a graph, as we did in Figure 3.1. The weight of a path will be defined
as the sum of the weights of the edges forming it. There are many possible
interpretations for these weights, and a few examples will be given in what
follows.
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36 3 Graphs

There are entire courses devoted to the study of graph related algorithms.
They are beyond the scope of this book, and we mention here only a few of the
well-known problems, without presenting possible solutions. What is relevant
to our topic of data structures is the way to transform a problem we might be
dealing with into a related one that can be solved by means of a known graph
algorithm. Such a transformation is known as a reduction, which is an essential
tool in the study and development of algorithms.

3.1.1 The Minimum Spanning Tree Problem

Suppose the vertices of the undirected graph G = (V, E) represent locations and
that we wish to construct an electricity network reaching each vertex v € V. The
weight w(a, b) may stand for the cost of building a high voltage transmission
line from location a to location b. For technical or topographical reasons, there
may be vertices that are not connected by an edge, so the graph is not necessarily
full. The problem is to find the cheapest layout of the network of transmission
lines. Alternatively, one could think of the vertices as computers in a network,
of the edges as wired communication lines and of the weights as the costs to
build the lines.

There must be a possibility to transfer electricity, or allow communication,
from every point to each other, therefore the graph G has to be connected. On
the other hand, we assume that there is no reason to build a network with more
than one possibility to get from a vertex a to a vertex b. This implies that the
sought network should not include any cycle, so what we are looking for is in
fact a tree. A tree touching all the vertices in V is called a spanning tree. The
challenge is that there might be many such trees.

The problem can thus be reformulated mathematically as: given an undi-
rected connected graph G = (V, E) with weights w(a, b) for each (a, b) € E,
find a subset T C E of the edges such that T is a spanning tree, and such that
Z(a, per W(a, b) is minimized over all possible choices of such trees T'. Fig-
ure 3.2 is an undirected version of the graph of Figure 3.1, restricted to the
vertices V' = {1, 2, ..., 11}, in which the edges of one of the possible Mini-
mum Spanning Trees, with weight 34, have been boldfaced.

3.1.2 The Shortest Path Problem

Returning to the directed version of the graph in Figure 3.1, imagine that the
vertices are locations and the edges represent roads connecting certain pairs of
them. The weight of an edge (a, b) could be the distance between its endpoints,
or the cost of getting from a to b, or the time it takes to do it, etc. Accordingly,
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3.1 Extending the Relationships between Records 37

Figure 3.3. A shortest path from 1 to 9.

the problem to deal with is to find the shortest, or cheapest, or fastest path from
a given point to another.

These seem at first sight as if they were different problems, but they are
all equivalent to the following formulation: given a directed graph G = (V, E)
with weights w(a, b) for each (a, b) € E, and given a source vertex s and a
target vertex ¢, find a path from s to 7 such that its weight is minimized over all
the (possibly many) paths from s to ¢.

Figure 3.3 shows, in boldface, one of the possible Shortest paths, with
weight 21, from source vertex 1 to target vertex 9.

3.1.3 The Maximum Flow Problem

In this application, the edges are considered as highways and their meeting
points, the vertices, are interchanges. We assume that there is some measure to
describe numerically the traffic load on a given highway at a certain moment.
The weight w(a, b) is the maximal possible traffic capacity on the highway
from a to b. The goal is to measure the maximal possible traffic flow from a
source interchange s to a target point ¢.

Alternatively, the edges could be pipelines and the weight w(a, b) would
represent the maximal quantity of some liquid that can traverse the edge (a, b)
in some given time interval. The problem is then to evaluate how much of the
liquid can be shipped from s to 7.

Figure 3.4 shows one of the possible Maximal Flows, with total weight 16,
from source vertex 1 to target vertex 9. Each edge is annotated with a pair a/c,
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Figure 3.4. A maximal flow network.

with a < ¢, where c is the capacity of the edge, and a is the actual value of the
flow assigned to it. Note that for certain edges @ = ¢, meaning that their capacity
is fully exploited, like on edge (11,6); for others, a = 0, that is, the edges are
not used at all, like edge (3.,4); finally, for certain edges, their capacity is only
partially used, like edge (10,9), using only 3 of the possible 18. Note also that
at each interchange, the incoming and outgoing flows must be the same, but
that the whole quantity may be reshuffled. For example, the three incoming
edges on vertex 6 contribute 7 4+ 0 4 6, which are redistributed into the three
outgoing edges as 0 + 1 + 12.

3.2 Graph Representations

One way to represent a graph G = (V, E) in a computer program is to define
a two dimensional matrix A = (a;;), with 1 < i, j < |V, called an adjacency
matrix, and setting
a~-—{1 if(i, j)e E
Y7o otherwise,

as can be seen in the upper part of Figure 3.5, corresponding to this chapter’s
running example. Outgoing edges from vertex i can then easily be checked
by inspecting the ith row, and incoming edges on vertex j are found in the
Jjth column. Instead of using a Boolean matrix that only shows whether a cer-
tain edge exists, one may define a general matrix for a weighted graph by
setting a;; = w(i, j) if (i, j) € E, but care has to be taken to reserve a special
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1234567891011121314
110110010000 0 00O
20110100000 0000
3/000100000010O0O0
410000110001 0000
5/0000000000O0O0O0O0
6 /000000111 0000O00O0
7/0000000100O0O0O0O0
8/ 000000001 0O0O0O0O0
9/00000000001O0O0O0
10/ 000000001 01000
110000010000 0O0O0O0
120000000000 O0O01O0
13/]0000000000O0O0O0O0
14/0000000000O0O0O0O0

Matrix

vertex | neighbors | weights
11 23,6 3,7,12
21234 1,2,5
3| 4,11 2,12
4 | 5,6,10 7,4,3
5

6 | 7,89 8,9,12
718 3
819 1
9 | 11 7
10 | 9,11 18,1
11| 6 6
12 | 13 8
13

14

List of neighbors

Figure 3.5. Graph representations.

value, which cannot be confused with a weight, to indicate the absence of an
edge.

The matrix representation may be wasteful, because algorithms requiring a
full scan of the graph will often imply the processing of all the V? elements
of the matrix, even if the number of edges is significantly lower. This leads
to the idea of representing the graph by an array of linked lists, as shown in
the lower part of Figure 3.5. The array is indexed by the vertices, and the ith
element of the array points to the list of the neighbors of i, which are in fact the
endpoints of the outgoing edges from i. Another linked list may be added giving
the weights on the edges in the same order, if necessary. For a full scan of the
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40 3 Graphs

BFS(G,v) DFS(G,v)
mark v mark v
Q< S<—w
while Q # 0 do while S # ) do
w <= Q w95
visit w visit w
for all = such that (w,z) € F for all z such that (w,z) € F
if x is not marked then if x is not marked then
mark mark
Q== S<—u=zx

Figure 3.6. BFS and DFS algorithms for a graph G, starting at vertex v.

graph, all these linked lists will be processed, but even for an undirected graph,
no edge appears more than twice in the union of the lists, so the algorithms may
be bounded by O(E), which may be lower than O(V?).

3.3 Graph Exploration

One of the motivations for passing from linear lists to the more general graphs
was to overcome the dependency on some order among the vertices, which is
often imposed artificially and cannot be justified. Nevertheless, even in appli-
cations for which a graph representation is most natural, the need often arises
to scan the vertices in some systematic way, processing each of them exactly
once.

The most popular scan orders are known as Breadth first search (BFS) and
Depth first search (DFS). This is most easily understood for a tree: in BFS,
starting at some chosen vertex v, the vertices are explored by layers, first the
direct neighbors of v, then the neighbors of the neighbors, etc.; in DFS, the order
is by branches, fully exploring one branch before starting another. However,
both algorithms can be applied to general graphs, not only to trees.

The formal algorithms for BFS and DFS are given in Figure 3.6. The
parameters are a graph G and a chosen vertex v from which the search
emanates. A function mark is used to avoid the processing of a vertex more
than once. The algorithms are in a generic form, concentrating on the order
in which the vertices are scanned, rather than specifying what exactly to do
with them. The actions to be performed with any given vertex v may differ
according to the application at hand, and they are globally referred to here as
“visiting” v.

The algorithms appear side by side to show their similarity. Indeed, the
only difference is the data structure in which newly encountered vertices are
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3.4 The Usefulness of Graphs 41

temporarily stored: BFS uses a queue Q, whose FIFO paradigm assures that the
vertices are processed by layers, whereas DFS stores the elements in a stack S.
Vertices are marked before being inserted into Q or S, and are visited imme-
diately after being extracted. The sequences produced by visiting our example
restricted graph G’ of Figure 3.1, starting at vertex 1, are

BFS(G,1):1,2,3,6,4,11,7,8,9,5, 10
DFS(G', 1):1,2,4,5,10,9,11,3,6,7, 8.

It should be noted that the order of visiting the vertices is not necessarily unique,
neither for BFS nor for DFS, and depends on the order in which the neighbors of
a given vertex are inserted into Q or S. In the preceding example, this insertion
order has been chosen by increasing indices for BFS, and by decreasing indices
for BFS, for example, the neighbors of vertex 4 have been inserted as 5,6,10
for BES and as 10,6,5 for DFS.

The complexity of both algorithms is O(V + E), because every edge is pro-
cessed once. There are applications for which BFS is preferable, like finding a
shortest path as in Section 3.1.2 when all weights are equal. For other applica-
tions, like dealing with a maze, DFS might be better. In many cases, however,
the exact order does not matter and all we want to assure is that no vertex is
skipped or processed twice, so BES or BFS can be applied indifferently.

3.4 The Usefulness of Graphs

This section presents several examples of problems, chosen from different
domains of Computer Science, that can be solved by means of a transformation
into related problems involving graphs.

3.4.1 Example: Compressing a Set of Correlated Bitmaps

A bitmap or bit-vector is a simple data structure often used to represent a set,
as we shall see later in Chapter 8. For example,

A = 000100110000000010000000

is a bitmap of length ¢ = 24 bits, of which m = 4 are ones and 20 are zeros. A
possible application could be to an Information Retrieval system, in which such
bitmaps may replace the index by acting as occurrence maps for the terms in the
different documents. The length £ of the maps will be the number of documents
in the system, and there will be a bitmap B, for each different term x. The ith bit
of B, will be set to 1 if and only if the term x appears in the document indexed i.
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In the example bitmap A, the corresponding term appears in documents 4, 7, 8,
and 17.

Most of the terms occur only in very few documents, thus in this applica-
tion, as well as in many others, most of the bitmaps used are sparse, with an
overwhelming majority of zeros. The maps can therefore be compressed effi-
ciently, and we shall assume that the size of a compressed form of a bitmap A is
an increasing function of N(A), which denotes the number of 1-bitsin A. A sim-
ple way to achieve this is by encoding the indices of the 1-bits, using [log, £]
bits for each. If indeed the bitmap is sparse, its compressed size m[log, ¢ will
be smaller than the original length £.

Suppose now that we are given a set of n bitmaps 5 = {By, ..., B,}, all
of the same length £. One may compress this set by processing each bitmap
individually. But certain bitmaps may be correlated and include similar bit-
patterns, simply because the corresponding terms appear mostly together. To
continue the example, consider a second bitmap

B = 010000110000000010000000.

Instead of compressing A and B, let us exploit their similarity to produce a new
map C by recording only the differences between A and B. This can be done by
defining C = A XOR B:

C = 010100000000000000000000.

The bitmap C will be sparser than both A or B, and thereby more compressible.
We may thus keep A and C instead of A and B. No information is lost, because
the bitmap B can be recovered by simply XoRring again: B = A XOR C.

Generalizing this idea to n bitmaps seems to be a difficult task. How can
one decide which bitmaps should be xored? There might be chains, like
A < B <~ C <« ---, meaning that one should keep A on its own, and B XOR A,
and C XOR B, etc. These chains should not contain any cycles otherwise the
decoding would not be possible. The problem is thus to find a partition of the set
of bitmaps B into two disjoint subsets: 53;, the bitmaps that will be compressed
individually, and B,, those that will be xOred before being compressed. In addi-
tion, we seek a function f from B, to B, assigning to each bitmap B € B, a
bitmap B’ € 5; U BB, with which it should be xored. The additional constraints
are:

(1) for all bitmaps A € B,, the sequence A, f(A), f(f(A)), ... should not con-
tain any cycle, as long as it is defined;
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(ii) the total number of 1-bits in the set of compressed bitmaps,

Y N(B)+ )  N(B x0r f(B)),

BeB; BeB,

should be minimized over all possible partitions and choices of f.

An exhaustive search over all possible partitions and functions f would have
a complexity that is exponential in n, which is clearly not feasible for larger sets
of bitmaps. Here is a faster solution.

Recall that given two equal length bitmaps A and B, their Hamming distance,
denoted by HD(A, B), is the number of indices at which the bitmaps differ, so
that

HD(A, B) = N(A XOR B).

In particular, the number of 1-bits in a bitmap A can be expressed in terms of
the Hamming distance as

N(A) = HD(A, ),

where Z is defined as a bitmap consisting only of zeros.
Define an undirected weighted graph G = (V, E), with

V=BUZ E=VxV—{(a,a)|acV}, w(a,b)=HD(a,b).

In other words, the vertices are the given bitmaps, to which the O-bitmap Z has
been adjoined. The edges are those of a full graph without loops, and the weight
on edge (a, b) is the number of 1-bits in a Xor b. We are looking for a subset
T C E of the edges that does not contain any cycles, touches all vertices while
minimizing the sum of weights on the edges in T'. This is a minimum spanning
tree of G.

The direct neighbors of Z in T are those bitmaps that are best compressed
individually, and for any other bitmap A, its best choice f(A) will be the succes-
sor of A in the unique directed path from A to Z in T'. For example, refer to the
minimum spanning tree of Figure 3.2 as if it were the result of this procedure,
and to vertex 6 as the one representing the bitmap Z. This induces a partition
into two trees, as shown in Figure 3.7. We get B; = {4, 7} and the directed edges
are (A, f(A)), i.e., each other bitmap should be compressed by XORring it first
with the bitmap it points to in Figure 3.7.
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O—0O
@—»a/
O—@—0

Figure 3.7. Optimal layout for compressing bitmaps.

3.4.2 Example: Optimal Parsing of a Text
by means of a Dictionary

Suppose we are given a text T = x1x; - - - X, of length n characters, which all
belong to some alphabet X. For example, T could be the text aaabccbaaaa of
length 11 and ¥ = {a, b, c}. To encode the text, we assume the existence of a
dictionary D. Unlike standard collections like the Oxford English Dictionary,
the elements of D are not restricted to be words in some language, and can also
be word fragments, of phrases, or in fact any string of characters of X. We shall
use as an example

D = {a, b, c, aa, aaaa, ab, baa, bccb, bccba}.

The goal is to encode the text 7 by means of the dictionary D, replacing
substrings of T by (shorter) pointers to elements of D, if indeed the replaced
substring is one of the elements of D. We do not deal here with the (diffi-
cult) problem of building such a dictionary according to some optimization
rules, and assume that D is given as a part of the description of the problem.
Formally, we wish to represent the text as a sequence 7 = ww; - - - wy, with
w; € D, and such that the number k of elements in this sequence is minimized.
The decomposition of a text into a sequence of dictionary elements is called a
parsing.

The problem is that because the elements of D might be overlapping, the
number of different possible parsings can be too large to allow an exhaustive
search over all possibilities. Simple solutions do not yield an optimal parsing.
For example, a greedy approach, trying to match the longest possible element
of D in a left to right scan would yield

greedy: aa—ab—c—c—baa—aa,
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Figure 3.8. Optimal parsing of a text by means of a dictionary.

a partition into 6 elements. A better solution would be to try to locate the longest
possible fragment w, and continue this heuristic recursively on the remaining
text preceding w and on that following w. This gives

longest fragment: aa —a — bccba —aa — a,

a partition of only 5 elements, which is still not optimal, since one can get a
sequence of only 4 elements as in

minimal number of elements: aa — a — bceb — aaaa.

However, the number of elements is only relevant if one assumes that the point-
ers to the dictionary will all be of the same length, which could be [log, |D|],
or 4 bits in our example. If D is encoded by some variable length code (see
Chapter 11), even if it is given and fixed in advance, the problem is even more
involved.

Suppose then that in addition to 7" and D, there is also a given encoding func-
tion A(w) defined for all w € D, producing binary strings of variable length.
The length (in bits) of the string encoding w is denoted by |A(w)|. The lengths
of the elements in our example could be, in order, 2,7,6,1,8,8,3,4,5. The gener-
alized problem is then to find a parsing T = wjw; - - - wy as earlier, minimiz-
ing the total length Zle [A(w;)| of the encoded text. For the given lengths, the
preceding three solution would yield encodings of length 25, 11, and 15 bits,
respectively, none of which is optimal.

To build the optimal solution, define a weighted directed graph G = (V, E).
The vertices V = {1, 2, ..., n,n + 1} correspond, in sequence, to the charac-
ters of the string, plus an additional vertex numbered n + 1. The edges corre-
spond to substrings of the text that are elements of the dictionary D, setting, for
all <i<j<n+1:

(i,j)e E if and only if XiXiy1 - Xj—1 € D.

The weight on edge (i, j) is defined as |A(xixit1 - - - xj—1)].

Figure 3.8 displays the graph corresponding to our running example. The
sought solution is the weight of the shortest path from vertex 1 to vertex n + 1.
The edges of such a path have been emphasized in the figure, and the weight
of this path, which is the length in bits of the optimal parsing of the text, is 9.
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Figure 3.9. Optimal matching.

3.4.3 Example: Generating an Optimal Set of Matches

The solution of the following problem is essential for the survival of the human
race. Given are two sets of the same size n, one of girls, X = {x;, x2, ..., x,},
and one of boys, Y = {y1, y2, ..., y»}. We further assume the existence of a
collection C of potential matches (x;, y;), thatis, C € X x Y, with (x;, y;) € C
expressing the fact that x; would be willing to marry y; and vice versa, with
complete symmetry between the sexes. So unlike the more tragic situation that
gave rise to much of the romantic literature, we assume here an idyllic world
without unrequited love, in which x wants to marry y if and only if y wants to
marry x. Moreover, the set of potential mates of x, {y; | (x, y;) € C}, as well as
the set of potential mates of y, {x; | (x;, y) € C}, are not ordered, so there are no
preferences, and each of the possibly many choices are equally acceptable for
all involved parties.

For example, set n=35 and C = {(x1,y1), (x1,y4), (x2, y2), (x2, ¥4),
(%3, ¥2), (X3, Y1), (x4, ¥3), (x4, y5), (x5, y4)}. The goal is to produce as many
marriages as possible. This is a problem, because there is still an additional
constraint of monogamy, allowing any girl or boy to have at most one spouse.

The solution is the construction of a weighted graph G = (V, E), with

V=XUYU/{s,t} E=CU{(s,x)|xeX}U{(,1)|yeY}

and the weights on all the edges being set to 1, as shown in Figure 3.9.
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Consider the edges as oriented from left to right in the figure, and interpret
the graph as a flow network with equal capacity on each edge. The maximal
matching is then the set of edges having nonzero flow in a maximum flow from
s tot. For the given example, only four couples can be formed, one of the several
possible solutions corresponds to the boldfaced edges, while x, and y; will stay
singles.

Exercises

3.1 One of the algorithms solving the shortest path problem of Section 3.1.2
is due to Edsger W. Dijkstra. Its correctness, however, depends on the
additional assumption that all the weights w(a, b) are nonnegative. This
might sound reasonable in many applications, but there are others in which
negative weights should also be supported. A natural suggestion is the fol-
lowing reduction.

Given a graph G = (V, E) with weights wg(a, b), some of which are
negative, let m = min{wg(a, b) | (a, b) € E} be the smallest weight in the
graph. By assumption, m is negative. Define a graph G’ = (V, E) with the
same vertices and edges as G, only with different weights, by setting, for
all (a,b) € E,

wg (a, b) = wg(a, b) — m.

All the weights in G’ are thus nonnegative, so we can apply Dijkstra’s algo-
rithm and deduce the shortest paths also for G.

Show that this reduction does not give a correct shortest path, that is,
give an example of a graph G and a shortest path in G which does not
correspond to a shortest path in G’. Note that there is no need to know the
details of Dijkstra’s algorithm to answer this and any of the subsequent
questions.

3.2 Suppose you are given a complete list of all the airports, and all the flights
and their exact schedules. For simplicity, assume that the schedule is peri-
odic, repeating itself every day. You may use the algorithm A which finds
the shortest path in a weighted graph, but you cannot change A. What can
be done to find:

(a) a cheapest path from a source s to a target ¢, under the constraint that
airport T should be avoided;

(b) a cheapest path from s to ¢, but preferring, whenever possible, the use
of airline X, because you are a frequent flyer there;
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48 3 Graphs

(c) a path from s to t minimizing the number of intermediate stops;

(d) a path from s to t minimizing the number of changes from one airline
to another;

(e) a path from s to ¢ minimizing the overall travel time from departure
from s to landing at ¢.

3.3 In a communication network connecting n computers, a message may be
sent from a source computer s to a target computer ¢ via several interme-
diate stations. The probability of a message to get from a to b without cor-
ruption is p(a, b). How can one choose a path from s to ¢ in the network, so
that the probability of receiving the correct message is maximized? Like in
exercise 3.2, you may use algorithm A, but you may not change it.

3.4 Cartographers have been struggling for long with the problem of how many
colors they need to be able to print any map according to the rules that

(a) there is no restriction on the number, shape or size of the countries in
a given map;

(b) countries having a common border (not just a single point, like Utah
and New Mexico) should be given different colors.

It has been shown in 1977 that four colors suffice: this is the famous 4-
color problem, which has been open for many years. Show how to translate
the problem of coloring a map using k colors into a graph-theoretic one,
and give an algorithm for k = 2.

Remark: No algorithm is needed for k = 4, since by the mentioned theo-
rem, every map is 4-colorable. Interestingly, for k = 3, the problem seems
to be very difficult, and so far, no reasonable algorithm is known.

3.5 A De Bruijn sequence of order k is a cyclic binary string of length 2* that
includes each of the 2% possible binary strings of length k exactly once as
a substring. For example, 11010001 is a De Bruijn sequence of order 3, as
each of the possible 8 strings of length 3, 000, 001, 010, 011, 100, 101,
110, 111, appears exactly once, namely, at positions 5, 6, 3, 7, 4,2, 1, and
8, respectively. Construct a De Bruijn sequence of order 4.
The following reduction may be used to solve the problem. Consider a
graph G = (V, E) defined as follows. The vertices correspond to the 2!
binary strings representing the integers

0,1,...,21 -1

in a standard binary encoding. There is an edge labeled b, for b € {0, 1},
emanating from a vertex corresponding to x;x,---x;—; to the vertex
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Figure 3.10. Graph for the construction of a De Bruijn sequence.

corresponding to x,x3 - - - xx—1 b, that is, if the suffix of length k — 2 of the
former is the prefix of the latter. Figure 3.10 displays this graph for k = 3.
Every vertex has exactly two outgoing and two incoming edges. It can
be shown that in this case, there exists a so-called Euler circuit, which
is a closed path traversing each of the edges exactly once. One possible
such path in our example is 01-11-11-10-01-10-00-00-01. Concatenating
the labels on the edges of such a path yields the De Bruijn sequence.
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Trees

4.1 Allowing Multiple Successors

The graphs of the previous chapter were a generalization of the linear lists to
structures without order. We now turn to another generalization, still keeping
some order, but a more relaxed one. The main motivation may be the fact that a
linear list is ultimately not able to support both efficient searches and updates.
To get the possibility to perform a binary search, the elements have to be stored
sequentially, but then inserts and deletes may require 2(r) steps. Using a linked
list, on the other hand, may reduce the update time to O(1), but at the price of
losing the ability to locate the middle elements needed for the binary search, so
the time complexity can be 2(n).

The problem is that the constraint of every record having only a single suc-
cessor, as depicted on the left-hand side of Figure 4.1, might be too restrictive.
This chapter explores the structures one obtains by allowing each element to
be directly followed by possibly more than one other element, as on the right-
hand side of Figure 4.1. Because of the repeated branching, such structures are
known as trees. Formally, the definition of a tree is general enough to encom-
pass a broad family of recursive structures, and we shall deal with several such
families in this and the following chapters.

Definition 4.1. A tree is a set of elements called nodes for which:

(i) there is a special element in the set, called the root;
(i1) the other elements can be partitioned into m subsets, each of which is a
tree.

Actually, almost any set can then be considered to be a tree. Refer for exam-
ple to the nodes in the left part of Figure 4.2, 5 might be chosen as the root, and
the others can be partitioned into m = 3 subsets, as shown. The convention is

50
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o<
O—0—0—0~
oS

Figure 4.1. Linear lists versus tree structure.

to draw such a tree in levels top down, the root being placed on the top in level
0, and the m subtrees following in some order below the root, starting with
the next level. This yields the equivalent tree on the right side of Figure 4.2.
Accordingly, the vocabulary of genealogic trees has been adopted, for exam-
ple, 3 is the parent of 4, and 3, 9, and 10 are siblings and the children of 5.
Nodes without children, like 9 or 7, are called leaves, and the others, like 8 or
5, are called internal nodes.

A tree will be the natural choice if one has to represent a set that is intrinsi-
cally hierarchic, like a book, which can be subpartitioned into parts, and then
into chapters, sections, sentences, etc.; or a university, partitioned into faculties,
departments, and so on. The interesting aspect, however, of using trees, is that
they might be the preferred choice even in other situations, which have a priori
nothing to do with a recursive structure. Nonetheless, the properties of trees we
shall see may turn them into the optimal solution for many problems.

Keeping the definition of a tree in its general form, with no limits imposed
on the number m of subtrees, may be appropriate in many situations, but the
processing is more complicated. As alternative, one defines a binary tree as
follows:

Figure 4.2. A tree structure.
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general tree binary tree

Figure 4.3. General and binary trees with two nodes.

Definition 4.2. A binary tree is a set of elements which is:

(i) either empty, or
(i1) consists of a special element, called the root, and two subsets that are them-
selves binary trees and are called left subtree and right subtree, respectively.

Note that a binary tree is therefore not a special case of a general tree. First,
a general tree is never empty as it contains at least a root. Second, the subtrees
of a general tree are not ordered, while we do differentiate between a left and a
right child of a node in a binary tree. In particular, there is only a single general
tree with two nodes, as shown in Figure 4.3, but there are two different binary
trees with two nodes: both have a root, but the second node can be either a left,
or a right child, and this will be reflected in our drawings.

4.2 General versus Binary Trees

Limiting the number of children of a node to at most 2 has the advantage of
using only two pointers for each node. General trees may be handled by trans-
forming them first into equivalent binary trees, as follows. Consider an ordered
forest F, which is a sequence of general trees; we shall construct an equiva-
lent binary tree 7, by using the same set of nodes, but reordering them differ-
ently, so that only two pointers, to a left and a right child, are needed for each
node.

The root of 7 will be the root of the leftmost tree in F. The left child of
anode in 7 will be the first (leftmost) child of that node in F, and the right
child of a node v in 7 will be the sibling immediately to the right of v in F, if
there is such a sibling at all. The roots of the trees in F are special cases, and
are considered as siblings, as if they were the children of some virtual global
root of the forest. This procedure yields the binary tree in the lower part of
Figure 4.4 if we start with the forest in the upper part of the figure.

This construction process is reversible, implying that the function relating
a given forest with its equivalent binary tree is a bijection. It follows that the
number of different such forests with n nodes is equal to the number of different
binary trees with n nodes.
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Forest of 3 general trees

Equivalent binary tree

Figure 4.4. Equivalence between binary trees and ordered forests of general trees.

Background Concept: Number of Binary Trees

To evaluate the number of such forests or binary trees, it is convenient
to use the following compact representation of trees, which is also useful
when the information describing a tree has to be stored or transmitted. A
tree T with root R and subtrees 71, T5, . . ., T;, will be represented by the
recursively defined sequence (R T T - - - T;.). For example, the sequence
corresponding to the tree of Figure 4.2 is

(5 (32) @) (9) (10 8 (7)))).
If one is only interested in the structure of the tree, and not in the values

of its nodes, the values can be eliminated and one is left with a sequence
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54 4 Trees

of opening and closing parentheses, as in the preceding example:

(CO OO CCO)))).

The sequence for a forest is just the concatenation of the sequences of
the corresponding trees, so () ( ) represents two trees, each consisting
of a single node. Notice that not every sequence of parentheses is appro-
priate. Since every opening parenthesis has a matching closing one, their
number must be equal. Denoting a sequence of x opening parentheses
and y closing parentheses as a (x, y)-sequence, the sequence corre-
sponding to a forest with n nodes has thus to be an (n, n)-sequence.

That this is not a sufficient condition can be seen when consider-
ing, e.g., the sequence S = ( () () ) ) ( (), which is not properly nested.
So the following nesting condition has to be added: when scanning the
sequence left to right, at each point, the number of opening parentheses
seen so far is not smaller than the number of closing parentheses. Let
us call good (n, n)-sequences those satisfying the nesting condition. To
evaluate their number, we consider the complementing set of bad (n, n)-
sequences.

In any bad (n, n)-sequence, the number of closing parentheses
exceeds the number of opening ones, so there must be a leftmost posi-
tion in a left to right scan at which this happens for the first time. In the
example of the sequence S, it is at position 7, and the violating clos-
ing parenthesis is emphasized. Consider then the function f transform-
ing such bad (n, n)-sequences by inverting all the parentheses follow-
ing this first occurrence. For our example, the resulting sequence would
be £(S)=(()())))) (,inwhich all inverted parentheses are empha-
sized. The resulting sequence will always be an (n — 1, n + 1)-sequence,
and since the function is reversible by applying it again, thatis, f~! = f,
the function f is a bijection, implying that the number of bad (n, n)-
sequences is equal to the total number of (n — 1, n + 1)-sequences,
which is (,*",). We can thus conclude that

number of number of total number number of
forests with = good (n,n)- = of(n,n)- — (n—1,n+1)-
n nodes sequences sequences sequences

_ 2n 2n _ 1 2n

“\n n—1) n+1\n/)
These numbers are known as Catalan numbers, the first of which are
1,2,5,14,42, .... Asymptotically, the nth Catalan number is O(n%).
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Returning to the equivalence between ordered forests and binary trees, it
seems that we can always restrict ourselves to deal with binary trees, which
are more convenient to handle, since a general tree can be transformed into an
equivalent binary one. Indeed, most of our discussion on trees will assume that
the trees are binary. It should however be noted that a certain price has been
payed for this convenience: some direct connections that existed in the general
tree have been replaced by more expensive alternatives. For example, in the
forest of Figure 4.4, only two links were needed to get from node K to node d,
whereas in the equivalent binary tree, this path is now of length 5.

4.3 Binary Trees: Properties and Examples

Similarly to what we saw for graphs in the previous chapter, there is a need to
explore all the nodes of a tree in a systematic way. We shall use the term visit
to describe such an exploration. Any visit consists of a well-defined order in
which all the nodes are processed, and of some action to be taken at each of the
nodes. In our examples, this action will be simply to print the value of the node.

By convention, given a binary tree, its left subtree is visited before the right
one, but there are three possibilities for the visit of the root: in a top down
processing, the root will be processed before dealing, recursively, with the sub-
trees, while in applications requiring a bottom up approach, the root will be
visited after the visit of the subtrees has been completed. An interesting third
alternative is to visit the root after the left subtree but before the right one. The
orders corresponding to these three visit strategies are known, respectively, as
pre-order, post-order, and in-order.

Consider the general binary tree depicted in the upper drawing of Figure 4.5.
The recursive visit procedures and the results produced by applying them on
this tree are given in Figure 4.6.

If every internal node has exactly two children, the tree is called complete,
as the one in the left lower part of Figure 4.5. The tree in the upper part of this
figure is not complete, because the internal nodes labeled B, C, G and E have
only a single child each. Instead of defining a complete tree as a special case of
a general binary tree, one could have given it a recursive definition of its own,
only slightly different from Definition 4.2:

Definition 4.3. A complete binary tree is a set of elements which is:

(1) either a single element, or

(i1) consists of a special element, called the root, and two subsets that are them-
selves complete binary trees and are called left subtree and right subtree,
respectively.
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Complete Full

Figure 4.5. General, complete, and full binary trees.

Since this is a recursive definition, it covers actually a broad range of simi-
lar structures. Consider, for instance, the definition of an arithmetic expression
including only binary operators, like +, —, x, /, 1, ... (as before, we use the
symbol 1 for exponentiation).

Definition 4.4. An arithmetic expression is a string of elements which is:

(i) either a single element, called an operand, or
(i1) consists of a special element, called the operator, and two substrings that
are themselves arithmetic expressions.

Pre-order(T") In-order(T') Post-order(T")
visit root(T') In-order(left(T)) Post-order(le ft(T"))
Pre-order(left(T)) visit root(T") Post-order(right(T))
Pre-order(right(T)) In-order(right(T)) visit root(T')
ABDFGICEH BFDGIACHE FIGDBHECA

Figure 4.6. Visiting a binary tree.
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Figure 4.7. Complete binary tree of an arithmetic expression.

In fact, the conclusion is that such an expression can be considered as a
complete binary tree, which may be useful for certain applications. As example,
refer to the expression

(a—b)xc?(d]e)

and to the corresponding binary tree given in Figure 4.7. Visiting this tree in
the orders discussed earlier yields

For pre-order For in-order For post-order
x—abtc/de ((a—b)x (ct(d]e)) ab—cde/ 1t x

which can be recognized as prefix, infix, and postfix notation, respectively, of
the given expression. These notations have been discussed in Section 2.3.1
about stacks. As mentioned, parentheses are needed for in-order to change the
operator priorities, when necessary.

We now turn to the problem of formally proving certain properties of trees.
The proof of many properties dealt with in discrete mathematics is often based
on induction. This works fine for mathematical identities, once they are known,
like )0 = (XL, i)z, but it is not trivial to extend this technique also to the
more involved structure of a binary tree. Indeed, there are several options on
which to base the induction: the number of nodes, the number of leaves, the
depth of the tree, etc. One also has to show that every possible tree is covered by
the inductive procedure. As alternative, one can exploit the recursive structure
of a tree to devise a type of proof called induction on the structure of the tree.
The following example will illustrate this approach.

The depth of a node in a tree is the level on which it appears, where the level
of the root is defined as 0. In many applications, our interest is focused on the
leaves of the tree rather than the internal nodes, and in particular on the depths
of these leaves. The exact shape of the tree might be less important, and a tree is
often characterized by the sequence of depths of its leaves. For example, these
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sequences would be 334, 124444, and 2222 for the three binary trees of
Figure 4.5, and each sequence is given in nondecreasing order, rather than in
the order of the leaves themselves.

We would like to recognize those sequences that correspond to complete
binary trees. A sequence may not correspond to any tree, like 111, since no
binary tree can have more than two leaves on level 1. Other sequences may
correspond to binary trees, but not to complete ones, like 3 3 4.

Theorem 4.1. Given is a complete binary tree with leaves on levels
£y, 4€s,...,1¢,, respectively. Then

2”:2_4. =1.
i=1

Proof by induction on the structure of the tree. For n = 1, the only leaf must
also be the root, so its depth is 0, and we have Y 7 274 =20 = 1.

For n > 1, the tree consists of a root and nonempty left and right subtrees.
Without loss of generality, we may assume that there is some k, 1 <k < n,
such that the leaves in the left subtree are indexed 1, ..., k, while those in the
right subtree are indexed k + 1, ..., n. Denote the depth of a leaf in one of the
subtrees by d;, we then have that £; = d; + 1. It follows that

n k n
Z p - Z 27t 4 Z 2t
i=1 i=1

i=k+1
k n
— Zz—(df+1> + Z 7—(di+1)
i=1 i=k+1
It L g 11
:5;2 +§i§12 =5+5=1

where we have used the inductive assumption for each of the two subtrees. i

4.4 Binary Search Trees

One of the main applications of binary trees is the processing of a set of records,
as explained in the previous chapters. Operations that need to be supported
are the efficient search for a given record in the set, as well as insertion and
deletion. This leads to the definition of binary search trees, in which every
record is assigned to one of the nodes of the tree, and can be identified by its
value stored in the node. For the simplicity of the discussion, we shall assume

Downloaded from http:/www.cambridge.org/core. Columbia University Libraries, on 31 Dec 2016 at 09:21:33, subject to the Cambridge Core terms
of use, available at http:/www.cambridge.org/core/terms. http://dx.doi.org/10.1017/CB0O9781316676226.005


http:/www.cambridge.org/core/terms
http://dx.doi.org/10.1017/CBO9781316676226.005
http:/www.cambridge.org/core

4.4 Binary Search Trees 59

Figure 4.8. Binary search tree.

that all the values in the tree are different from each other. The special property
of binary search trees is:

Definition 4.5. In a binary search tree, for every node x with value v,, the values
in the left subtree of x are smaller than v, and the values in the right subtree of
x are larger than v,.

Here and subsequently, we shall use the convention of denoting by v, the
node containing the value x. An example of a binary search tree can be seen
in Figure 4.8. Scanning the tree using inorder will list the elements ordered
by increasing values. This property can also be used to induce an order in any
binary tree. For example, if one considers the tree in the lower part of Figure 4.4
as a binary search tree, the implied order of its elements would be

34521eabcfgdhkBDCA.

4.4.1 Search

Searching for an element in a binary search tree always starts at the root. If the
element is not found there, we know already if it is smaller or larger than the
value stored in the root. In the former case, the search continues recursively in
the left subtree, and in the latter case in the right subtree.

For example, suppose one looks for an element with value 12 in the tree
of Figure 4.8. The value 12 is smaller than 19 stored in the root, so the next
comparison is with the root of the left subtree, storing 10; 12 is larger, hence
one continues to vy4; 12 is smaller than 14, so we should continue to the left
child of vy4, but there is no such left child. We conclude that vy, is not in the
tree.

The formal recursive procedure searching for an element v, in the subtree
rooted by T is given in Figure 4.9. It should be invoked by Search(root, x), and
it returns a triplet (indic, R, side). If a node v, with value x is in the tree, then
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60 4 Trees

Search(T, z)

v «—— wvalue(T)
if £ = v then return (found, 7', 0)
else if x <wv then

if left(T') = NIL then return (not-found, 7', left)
else Search(left(T), x)

else // herex > v
if right(T) = NIL then return (not-found, T, right)
else Search(right(T), x)

Figure 4.9. Recursive search for x in tree rooted by 7.

the indicator indic = found and R points to v, (the third element side is not used
in this case). Otherwise, indic = not-found, R is a pointer to a node w which
should be the parent of v,, and side = left or right, showing whether v, should
be a left or right child of w.

The number of comparisons and thus the complexity of the search procedure
is clearly dependent on the level in the tree at which vy, in case of a successful
search, or w, for an unsuccessful one, are found. We have, however, no control
over the depth of the tree or the level at which a certain node will appear. In the
worst case, for example, if the nodes are created by increasing order of their
values, the depth of the tree will be n — 1, which is clearly unacceptable. The
best scenario would be a full binary tree, defined as one having all its leaves
on the same level, like the right tree in the lower part of Figure 4.5. There is
regretfully no consensus about the use of the terms full and complete, and some
books invert their definitions.

In a full binary tree with n nodes, the depth of a node is at most |log, n],
and this will thus be the bound on the search time. We shall see in the following
chapters what actions can be taken to ensure that the depth of the binary search
tree will be logarithmic in n even for the worst case.

4.4.2 Insertion

To insert an element v, with value x into a tree rooted at 7', one has first to check
that there is no node with value x already in the tree. One may thus search for
x using the procedure of Figure 4.9, which returns a pointer to a node R that
should be the parent node of v,, and indicates whether v, is a left or right child
of R. The formal procedure is in Figure 4.10.

Note that any newly inserted element creates a new leaf in the tree. The com-
plexity of inserting an element depends on the depth at which the corresponding
leaf will be inserted, which is at most the depth of the tree. As for the search,
insertion might thus require €2(n) steps.
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4.4 Binary Search Trees 61

Insert(T, z)

(indic, R, side) «— Search(T,x)
if indic = not-found then
create node v,
value(vg) «—
left(vg) «— right(vy) «<— NIL
side(R) «— vg

Figure 4.10. Insertion of v, in tree rooted by T'.

4.4.3 Deletion

While insertion into and deletion from linear lists could be treated more or less
symmetrically, this is not the case when dealing with search trees. Indeed, a
node is always inserted as a leaf, whereas one might wish to delete any node in
the tree, possibly also an internal one.

The deletion procedure gets as parameters a pointer 7 to the root of the tree
and the value x of the element to be deleted. The process starts by checking
whether there is a node v, with value x in the tree, and where it is located. If such
an element is found, the process distinguishes between three cases, according
to the number of children N of v,:

(i) If N = 0, v, is a leaf, and it can be removed by changing the pointer to v,,
if it exists, into a NIL-pointer, without further action. If v, is the root, we
are in the special case of a tree with a single node, and this tree becomes
empty after the deletion.

(i) If N = 1, v, is deleted by directly connecting its parent node, if it exists, to
the only child of v,. If v, is the root, its only child becomes the new root.

(iii) If N = 2, we have to deal with the problem that there is a single incom-
ing pointer to vy, but there are two outgoing pointers. Simply eliminating
the node would thus disconnect the tree. To circumvent the problem, the
node v, will not be deleted, only the value x it contains will be erased and
replaced by some other value y that does not disturb any possible subse-
quent searching process. This value y should be the value of one of the
nodes v, of the tree, and the only possible candidates for y are thus the
immediate predecessor or successor of x in the ordered sequence of all
the elements stored in the tree. Let us choose the successor. After replac-
ing x by y, the node v, should be deleted, which can be done recursively.

The successor vy, of a node v, which has a right child is found as follows: it
has to be in the right subtree of v,, since this subtree includes the elements with
smallest values that are larger than x, and it has to be the element with smallest
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Deleting 52

Deleting 4 and 17

Deleting 10 and 19

Figure 4.11. Deletion from a binary search tree.
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4.4 Binary Search Trees 63

Delete(T', x)

(indic, R, dum) «— Search(T, )
if indic = found then

case 0: R is a leaf, then // just erase the leaf
if R is the root then erase it // case of empty tree

else if R is a left child then left(parent(R)) «— NIL

else right(parent(R)) «— NIL
case 1: R has 1 child, then // bypass the node, then erase

if left(R) = NIL then child «—— right(R)

else child — left(R)

if R is the root then root «— child

else if R is a left child then left(parent(R)) «— child

else right(parent(R)) «— child

case 2: R has 2 children, then // search for successor C' to replace R
C «— right(R)
while left(C') # NIL C — left(C)
value(R) «—— wvalue(C)
Delete(C, value(C))

Figure 4.12. Deletion of v, from tree rooted by 7.

value within this subtree. The way to get from v, to v, is thus to take one step
to the right, and then repeatedly steps to the left, as long as possible. Refer, for
example, to the tree in the lower part of Figure 4.4, assuming that the order of
its elements’ values is indeed given by an inorder traversal, then the successor
of ve in this order is v,, and the successor of vy is vg. Note that the successor is
not necessarily a leaf, as can be seen in the latter example, but it cannot have a
left child. This is the reason that deleting v, instead of v, will not cause a loop
of recursive calls, since it is invoked in the case N = 2, but the deletion of the
successor involves one of the cases N =0or N = 1.

Figure 4.11 brings examples of all the cases for the deletion process. For
each of them, the starting point is the tree of Figure 4.8. In the upper example
in Figure 4.11, the element to be deleted is the one with value 52, which is
a leaf. The examples in the middle part of Figure 4.11 correspond to N = 1:
deleting vy is a case in which two left pointers are combined, while the deletion
of vy7 replaces a right and a left pointer by a single right pointer. Finally, the
tree in the lower part of Figure 4.11 shows two instances of the case N = 2: the
successor of vy is the root vy4 of its right subtree, and v4 itself has only one
child; and the successor of v;g is vsp, which is a leaf.

The formal algorithm for deleting an element v, from a tree rooted at T is
given in Figure 4.12. A technical remark: one could save the special treatment
involving the root by the addition of a sentinel element carrying no value, as
already mentioned earlier in Sections 2.4.1 and 2.4.2. Instead of reserving a
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64 4 Trees

root pointer to access the tree, there would be a root node v,,,, Without value,
but having the entire tree as, say, its right subtree. For large enough trees, the
relative overhead of such an element would be negligible, and the processing
of all the cases would then be uniform.

The complexity of deleting an element v, from a binary search tree is thus not
bounded by the level at which v, appears in the tree, since it might involve the
successor of v, at alower level. However, even in the worst case, the complexity
is still bounded by the depth of the tree.

Exercises

4.1 Draw the 5 different forests as well as the 5 different binary trees with 3
nodes, and show how they correspond using the equivalence displayed in
Figure 4.4.

4.2 Draw the binary tree whose in-order and post-order traversals are, respec-
tivelyy BGLFIKACNHJEMDandLFGKCNAIJDMEH
B. What is the pre-order traversal of this tree? Is it possible to determine
the tree on the basis of its pre-order and post-order traversals alone? Show
how to do it, or give a counterexample.

4.3 A complete ternary tree is a tree in which each internal node has exactly
3 children. Show by induction on the structure of the tree that a complete
ternary tree with n leaves has (n — 1)/2 internal nodes.

4.4 Given is a sequence of n ordered integer sequences Ay, ..., A,, of lengths
Ly, ..., 4L, respectively. We wish to merge all the sequences into a sin-
gle ordered sequence, allowing only pairs of adjacent already ordered
sequences to be merged. The number of steps needed to merge a ele-
ments with b elements is a + b. If n =2, there is only one possibil-
ity to merge A; with A,, but for n = 3, one could merge A;(A>A3) or
(A1A3)As3. The corresponding times would be (£ 4+ £3) + (€1 + £ + £3)
or ({1 + £2) + (€1 + €2 + £3). For n = 4, there are 5 possibilities.

Find a connection between the different possibilities to merge n
sequences under the given constraint and binary trees. How many possi-
bilities are there to merge ten sequences?

4.5 Given are two binary search trees with k and ¢ nodes, respectively, such
that k + € = 2" — 1 for some n > 2. All the 2" — 1 elements are different.
Describe an algorithm running in O(k + £) time, that merges the two trees
into one full binary search tree.

Downloaded from http:/www.cambridge.org/core. Columbia University Libraries, on 31 Dec 2016 at 09:21:33, subject to the Cambridge Core terms
of use, available at http:/www.cambridge.org/core/terms. http://dx.doi.org/10.1017/CB0O9781316676226.005


http:/www.cambridge.org/core/terms
http://dx.doi.org/10.1017/CBO9781316676226.005
http:/www.cambridge.org/core

5
AVL Trees

5.1 Bounding the Depth of Trees

We saw earlier that binary search trees are a good compromise between sequen-
tially allocated arrays, which allow direct access, but are not updated easily,
and linked lists, that support inserts and deletes in constant time, but cannot be
searched efficiently. There is, however, still a major challenge left to be dealt
with: the shape of the tree, and in particular its depth, on which ultimately all
update complexities depend, is a function of the order in which the elements
are processed. The same set of elements, when given in different orders, may
produce completely different trees (see Figure 5.1).

Yet, we have generally no influence on the order the elements are presented,
so we might get the worst case scenario, in which the depth of the tree is Q2(n).
This is unacceptable, as it would also imply search and update times of the same
order. Nothing has then be gained by passing from a linear linked list to a tree
structure. What we would like is a tree structure for n elements in which the
update times are guaranteed to be as close as possible to the optimal, which is
log, n. Imposing, however, that the tree should be completely balanced, which
yields the log, n bound on the depth, seems to be too restrictive: it would require
reshaping the tree constantly.

An elegant tradeoff has been suggested by Georgy Adelson-Velsky and
Evgenii Landis and is known by the acronym of its inventors as AVL trees. The
idea is to define a condition that on one hand is easily enforceable, but on the
other hand yields trees that are almost balanced. Let us recall some definitions.

Background Concept: Depth of a Tree
The depth of a tree, sometimes also called its height, is the number of
edges one has to traverse on the path from the root to a most distant

65
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() @) )
@ () ()
@ O

@ 4-2-7 (b) 2-4-7 € 2-7-4

Figure 5.1. Binary search trees for the set {2, 4, 7}. The different shapes corre-
spond to different input orders.

leaf. The depths of the trees in Figure 5.1 are 1, 2 and 2, respectively.
It is the number of levels minus 1, hence a tree consisting of a single
node (the root is a leaf) has depth 0, and it is convenient to define the
depth of an empty tree as —1. We shall denote the depth of a tree T by
d(T). For any node v of a tree T, denote by T, the subtree of T rooted
at v, and by L(v) and R(v) the left child, respectively right child, of v, if it
exists.

Definition 5.1. A tree T is an AVL tree (also called height-balanced tree) if it
is a binary search tree and for each node v of T, the difference of the depths of
the subtrees of v is at most 1. Formally,

VveT |d(Tyv)) — d(Trwy)| < 1. (5.1

For example, the shape of the upper four trees of Figure 5.2 comply with
the constraint of eq. (5.1), the tree in Figure 5.1(a) is also AVL, but the tree in
Figure 5.2(e) is not, because of the black node: its left subtree is of depth 2 and
its right one of depth 0.

What remains to be done is the following:

¢ show that the constraint of eq. (5.1) implies a logarithmic depth;
e show how, at low cost, the tree can be maintained complying with the con-
dition after insertions and deletions.

5.2 Depth of AVL Trees

One can get a surprisingly exact lower bound on the depth of the tree in our
special case.
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’ O\) &
(@) (b) (c) (d)

© OO
© © ©
(e)
Figure 5.2. (a)—(d) Minimal AVL trees of depths 0-3, respectively. (e) A non-AVL

tree.

Theorem 5.1. The depth of an AVL tree 7' with n nodes is at most logarithmic
in n, and more precisely

d(T) < 1.44041og,(n + 1) — 1.33. (-2)

How can one prove such a statement? A first thought might be to try induc-
tion on the number of nodes 7, since this is the parameter of Theorem 5.1. But
the depth of a tree must be an integer, and log, # is not, for most values of n.
For example, for n = 1000 and n = 1001, the theorem yields the upper bounds
12.155 and 12.157, which have both to be rounded to the same integer 12. There
seems thus to be a technical problem with the inductive step. To overcome the
difficulty in this and similar cases, in particular when stating properties of trees,
we shall formulate an alternative, equivalent, theorem, that is easier to prove,
by changing our point of view.

Theorem 5.1'. The number of nodes n of an AVL tree with depth k is at least
exponential in &, thatis n > a* for some constant a > 1.

Background Concept: Proving Properties of Trees
One may wonder how the inequality suddenly changed direction. Theo-
rem 5.1 asserts a relationship between two properties of a tree, as can
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68 5 AVL Trees

nodes depth
T af —
f —1
Figure 5.3. Schematic of the relation between the number of nodes of a tree and

its depth.

be seen in the upper part of Figure 5.3. Given is a parameter n, the num-
ber of nodes in a tree, and the theorem reveals information about f(n),
the depth of the tree, stating that

f(n) <log,n, for some constanta > 1. (5.3)

One gets to the alternative formulation of Theorem 5.1" by inverting the
roles of the properties: assume now that the depth of the tree is given,
denote it by &, and let the new theorem convey information about the cor-
responding number of nodes, as depicted in the lower part of Figure 5.3.
If the function from the nodes to the depth is f, its inverse is usually
denoted by f~!. But f is not injective, that is, trees with different numbers
of nodes may have the same depth, and therefore f~! is not necessar-
ily a function. This mathematical difficulty can be overcome if we restrict
our attention to minimal AVL trees, defined as those AVL trees having a
minimal number of nodes for their depth. For example, the trees in Fig-
ure 5.2(a)—(d) are minimal, but the tree in Figure 5.1(a) is not.

To get to the alternative theorem, we apply the function f~! to both
sides of the inequality in eq. (5.3), getting

7 (fm) < f7! (log, n) (54

where the inequality did not change direction, because f, and thus also
f~!, are nondecreasing functions. Substituting k for log, n and conse-
quently a* for n, we get

d < (k). (5.5)

The inequality did not change, but the main function of the theorem
now appears on the right-hand side. It is customary to rewrite such an
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5.2 Depth of AVL Trees 69

inequality as f~!(k) > a*, which yields Theorem 5.1’. This is similar to
interpreting x < y both as “x is smaller than y” and as “y is larger than
X, two quite different statements, but obviously equivalent. Nonetheless,
there is a different nuance: reading left to right gives information about x,
namely that it is smaller than y, where y is assumed to be known in this
context; reading from right to left assumes that x is known and that the
statement adds information about y.

Theorem 5.1’ is easier to handle, because it calls for induction on the param-
eter k and all the values involved are integers. Note also that restricting the
attention to minimal AVL trees did not do any harm, since if the theorem is
true for minimal trees, it is a fortiori true for the nonminimal ones.

Proof by induction on the depth k. Define N(k) as the number of nodes in a
minimal AVL tree of depth k and let us try to evaluate it. For k = 0, there is
only one tree with depth O (Figure 5.2(a)) and it contains a single node, thus
N(0) = 1. To get a tree of depth 1, one needs at least one node in level 0 and
in level 1, as in Figure 5.2(b). The tree in Figure 5.1(a) is also of depth 1, but it
is not minimal. We conclude N(1) = 2. For k = 2, one could consider a tree as
in Figure 5.1(b), but it is not AVL, because its root is unbalanced. Adding one
more node yields a tree as in Figure 5.2(c), and we get N(2) = 4.

So far, the sequence is 1, 2, 4, which might suggest that the general term
is of the form N (k) = 2%, but this guess fails already at the next step. Indeed,
Figure 5.2(d) shows that N(3) = 7, and not 8 as we could have expected.

For the general step, consider a minimal AVL tree T of depth k > 2. At least
one of its subtrees has to be of depth k — 1, but must itself be an AVL tree, and
minimal, thus with N(k — 1) nodes. The depth of the other subtree cannot be
larger than k — 1 (otherwise, 7 is of depth larger than k), nor smaller than k — 2
(otherwise the root wouldn’t be balanced). It could also be of depth k — 1 from
the AVL point of view, but then it would not be minimal. Therefore, it must
have depth k — 2. Adding the root, we can conclude that

Nk) =Nk —-1)4+ Nk —-2)+ 1. (5.6)

As example, consider the tree in Figure 5.2(d); its subtrees appear in Figure
5.2(b) and (c).

The recurrence relation of eq. (5.6) should remind us the definition of the
famous Fibonacci sequence.
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70 5 AVL Trees

Background Concept: Fibonacci Sequence
The Fibonacci sequence 0, 1, 1, 2, 3, 5, 8, 13, 21, ... is defined by

F0)=0,F(1)=1 F@i)=FGi—1)+FGi—-2)fori>2, (5.7)

and its properties have been investigated for centuries. The elements
of the sequence can be represented as linear combinations with fixed
coefficients of the powers of the roots of the polynomial x> — x — 1. These

roots are
1 5 ~ 1 —=4/5
¢ = +2f =1.618 and o= zf =—0.618, (5.8)
the first of which is known as the golden ratio. The Fibonacci sequence
is given by
F(i) l@iéﬁ for i>0 (5.9)
l) = —= — l . .
7 >

Note that the absolute value of ¢ is smaller than 1, so ¢’ quickly becomes
negligible with increasing i, and one gets a good approximation for F'(i)
by taking just the first term of the right-hand side of eq. (5.9): F (i) ~ \Lfsqﬁ".
Actually, F(i) is %qﬁ", rounded to the nearest integer, for all elements of
the sequence.

Comparing the sequences N(k) and F(k), one gets

k o1 2 3 4 5 6 7 8 9 10
Nky 1 2 4 7 12 20 33 54 88 143 232
Fky 0 1 1 2 3 5 8 13 21 34 55

suggesting that N(k) = F(k + 3) — 1. Indeed, this is true for k € {0, 1}, and for
larger k, by induction,

Nk)=Nk—-1)+Nk-2)+1
=Fk+2)— D)+ Fk+1D)—DH+1=Fk*k+3)—1.
Putting it all together, it follows that n, the number of nodes in an AVL tree of

depth k satisfies

L¢k+3 -1,

V5

n>Nk) =Fk+3)—1x
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5.3 Insertions into AVL Trees 71

giving the required exponential bound for Theorem 5.1’, from which the bound
on the depth k for Theorem 5.1 can be derived:

log, (V301 + 1)) = k+3,

which is equivalent to eq. (5.2). [ |

We conclude that even in the worst possible case, the depth of an AVL tree
is at most 44% larger than in the best possible scenario. The average depth can
be shown to be only about 1.04 log, n, implying that accessing and searching
AVL trees is very efficient.

5.3 Insertions into AVL Trees

Once it is known that the AVL constraints indeed imply logarithmic depth for
the trees, we have to take care of how to maintain the validity of the constraints
during possible tree updates. Recall that an AVL tree T is a search tree, so if
we want to insert a new node with value x, the exact location of this new node
is determined by T, and there is no freedom of choice. A new insert might thus
well cause the tree to become unbalanced.

To avoid constantly recalculating the depths of subtrees, we add a new field
to each node v, called its Balance Factor, defined by

BF (v) = d(Tr)) — d(Tp))- (5.10)

By definition, each node v of an AVL tree satisfies BF (v) € {—1, 0, 1}, which
we shall indicate as —, 0, 4 in the diagrams. Figure 5.4 depicts an example AVL

Figure 5.4. Example of AVL tree.
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72 5 AVL Trees

tree, with the BF fields appearing next to each node. BF can also be defined for
non-AVL trees, as the one in Figure 5.2(e), where the nodes display their BF,
except for the black node, which is unbalanced (its BF would be -2). A node
with BF = 0 will be called balanced, otherwise unbalanced.

We shall assume that AVL trees are built incrementally from scratch, so there
is no need to deal with how to turn an arbitrary tree into an AVL tree, and we
may restrict our attention on how the balancing condition can be maintained
during insertions and deletions.

To avoid a confusion between a node and the value it contains, we shall con-
tinue with the convention introduced earlier of denoting by v, a node containing
a value x.

To insert an element with value x into an existing AVL tree T, we proceed,
in a first stage, according to the rules of binary search trees, ignoring for the
moment the additional balancing constraints, and leaving the balance factors
unchanged. After having inserted the new node (it forms a new leaf v,), we
check whether all the nodes of T still meet the conditions, take appropriate
action if not, and finally update the BF fields.

Define the insertion path of x as the sequence of nodes, starting with the
root of 7', whose values are compared with x during the insertion. For exam-
ple, if we were to insert the value 31 into the tree of Figure 5.4, the insertion
path would consist of the elements with values 20, 52, 39, and 27. Consider a
node w not belonging to the insertion path. The subtrees of w are not affected
by the insertion of v,, so their depths, and consequently also BF (w), do not
change. In other words, the only elements that have to be checked are those
on the insertion path. Since these elements have to be processed bottom up,
and there is usually no pointer from a node to its parent in a tree, it is con-
venient to store the elements of the insertion path in a stack S. In addition,
we also store with each element a flag indicating whether the next element on
the path is a left or right child of the current one. For our example of insert-
ing the value 31, the stack would consist of: S = [(vy, R), (vs2, L), (v39, L),
(v27, B)].

The inserted node v, is always a leaf. If its parent node z has BF (z) = 0, it
must have been a leaf prior to the insertion, but now BF(z) has to be changed
to + if vy is a right child of z, and to — if it is a left child. This, however,
changes the depth of T, the subtree rooted at z, one therefore has to continue to
the next higher level. For example, when inserting the value 15 into the tree of
Figure 5.4, BF (vy7) is changed to —, and BF (v);) is changed to +. The update
procedure thus climbs up the tree along the insertion path, by means of the
elements stored in the stack S, as long as the BF of the current node is 0, and
changes this value to + or —.
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5.3 Insertions into AVL Trees 73

This loop is terminated in one of the following three cases:

(i) When the root is reached. In this case, the depth of the entire tree T

increases by 1, but the tree itself still complies with the AVL definition.

(i1) When an unbalanced node is reached from the side which corrects the
imbalance. That is, the update algorithm reaches a node w with BF (w) =
— and we come from a right child (in other words, the element in the stack
is (w, R)), or BF (w) = + and we come from a left child (in other words,
the element in the stack is (w, L)). In both cases, BF (w) is changed to
0, and the iteration can stop, since the tree rooted at w did not change
its depth, hence the BF fields of the ancestors of w are not affected. To
continue the example of inserting the value 15, after changing BF (v;») to
+, one reaches the root, vyg. Its BF is + and we come from the left, so we
set BF (vy9) = 0.

(iii)) When an unbalanced node is reached, but from the side which aggra-
vates the imbalance. That is, the update algorithm reaches a node w with
BF (w) = — and we come from a left child, or BF (w) = + and we come
from a right child. The BF of w is thus temporarily +2, which violates the
AVL rules. Returning to the example of inserting 31, BF (vy7) = 0 and is
changed to +, but the next node is vsg, its BF is — and we come from the
left: there is thus a violation at v3g.

Figure 5.5(a) displays a generic view of this last case schematically. The
node v, is the first node with BF # 0 on the path from the newly inserted
node v, to the root of the tree. In this figure, BF (v,) = +, and the case for
BF (v,) = — is symmetrical. The left subtree of v, is «, of depth &, and the
right subtree of v, is §, of depth & + 1, with & > —1. The new element v, is
inserted as a leaf in 8, increasing its depth to & + 2. The challenge is now to
rebalance the tree rooted at v,.

It turns out that the actions to be taken for the rebalancing are different
according to which of the subtrees of § contains the new node v,. We there-
fore have to take a closer look, given in Figure 5.5(b), which zooms in on §: the
root of § is v, and its subtrees are denoted 8 and y. Note that both are of depth
h, as we know that BF (v,) = 0, because v, is the first node we extract from the
stack S for which BF # 0. The tree in Figure 5.5(b) gives enough information
for the case that v, is inserted into y, the right subtree of vy

In the other case, when v, is inserted into 8, the left subtree of v, one needs
to zoom in even further. Different actions are then required, and the update
procedure separates the subtrees of . This leads to the tree in Figure 5.5(c),
where the tree § is given in more detail: if B is not empty, i.e., 2 > 0, then
its root is v., and the subtrees are 8; and f,, both of the same depth 4 — 1, as
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Figure 5.5. AVL insertion: the need for rebalancing.
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Figure 5.6. AVL insertion: single rotation.

explained earlier for 8 and y. The inserted node v, can now be either in S;,
as in the figure, or in §;. This will not change the update commands, only the
balance factors. If 8 is empty, the inserted node v, is identified with the node
v, in Figure 5.5(c). The good news is that no further zooming in is required,
and these are all the cases to be dealt with.

The rebalancing is achieved by performing what has become known as rota-
tions. The subtree rooted at the node v,, where the imbalance has occurred, is
rearranged by changing some of the connections between its components. Fig-
ure 5.6(a) redraws the first case presented in Figure 5.5(b) (v, inserted in y),
showing the structure before the rotation, whereas Figure 5.6(b) is the result-
ing subtree consisting of the same nodes, but after the rotation. The root of the
subtree is now vy, and v, is its new left child. This does not violate the rules of
search trees, since v, was previously the right child of v,, implying that b > a;
the new connection means that a < b, and we mentioned already earlier that
these are of course equivalent. The left subtree of v, remained o and the right
subtree of v, remained y, and only f changed its position from being previ-
ously the left subtree of v, to become now the right subtree of v,. Again, both
layouts define the range of all the values y stored in 8 to be a <y < b. We
conclude that also after the rotation, the tree remains a search tree.

The depth of the entire subtree after the rotation is 4 + 2, just as was the
subtree prior to the insertion of v, and the BF fields are indicated in the figure.
We have thus succeeded in adding a new node without changing the depth of
this subtree, meaning that the insertion process can stop after the rotation.

Note that though the extent of the necessary update steps seems frightening
at first sight, possibly encompassing a substantial part or even the entire tree,
the actually needed programming commands are very simple: only the three
pointers indicated as boldfaced edges in Figure 5.6(b) have to be changed. It
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(a) (b)

Figure 5.7. AVL insertion: double rotation.

is particularly noticeable that this small number of steps is independent of #,
and might be performed quite far from the node v, which triggered the whole
update process. Nevertheless, after having located the exact position to perform
the correcting steps, this can be done in O(1).

A closer look also reveals why this is not a solution in the case v, is inserted
in B. In that case, the tree in Figure 5.6(b) would not be AVL, because the
right and left subtrees of v, would be of depths 4 and h + 2, respectively. This
explains the need for a different rebalancing procedure.

If v, is inserted in B, the corresponding rotations are shown in the two parts
of Figure 5.7. The new root of the subtree is v, and the three nodes v,, vy, and
v, are rearranged; they satisfy before and after the rotation a < ¢ < b. The sub-
trees o and y remain in place, but the subtrees 8, and B, of v, are separated
and moved to become the left subtree of v, and the right subtree of vy, respec-
tively. The defining conditions for the values y of the elements of §; are, before
and after the update: a < y < c and for 8,: ¢ <y < b. If v, would have been
inserted into 3, the rotation would be the same, but we would have BF (v,) = 0
and BF (vp) = +.

In both cases, the depth of the entire subtree after the rotation is 4 + 2, just
as was the subtree prior to the insertion of v,. The number of necessary pointer
updates is now five, and they are indicated, as earlier, by boldfaced edges.
Referring to the nodes v, and v, in Figure 5.6 and to the nodes v,, vp, and v, in
Figure 5.7, the first update is called a single and the second a double rotation.

One question still remains: how do we know which of the rotations to apply?
The answer is to refer to the last two steps of the iteration using the stack to
process the elements of the insertion path bottom up. Each node on this path
has been stored together with a direction indicator, so the four possibilities for
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5.4 Deletions from AVL Trees 77

the directions of the last two steps are LL, LR, RL, and RR. If these steps are in
the same direction, LL or RR, a single rotation is needed,; if they are of opposite
directions, LR or RL, we perform a double rotation. The edges corresponding
to these last two steps appear in dashed boldface in Figures 5.6(a) and 5.7(a).

Summarizing the insertion, we ascend the tree, starting at the newly inserted
leaf and passing from one node to its parent node, as long as we see BF = 0,
changing it to 4 or — as appropriate. If a node w is reached with BF (w) # 0,
then if we come from the “good” side, BF (w) is set to 0 and the process stops;
if we come from the “bad” side, the subtree rooted at w is rebalanced by means
of a single or double rotation, and the process stops. In any case, there is only
O(1) of work per treated node, thus the entire insertion does not require more
than O(log n).

5.4 Deletions from AVL Trees

As already mentioned in the previous chapter dealing with trees in general,
insertions and deletions in search trees are not always symmetrical tasks. An
insertion always adds the new element as a leaf, but we might want to delete
any element, not necessarily a leaf.

When dealing with the deletion of a node v, from an AVL tree, we may
nevertheless restrict the attention to deleting a leaf. Indeed, if v, has one child,
this child must be a leaf, otherwise v, would be unbalanced; and deleting a
parent of a leaf can be considered as replacing its value with that of its child
and then deleting the leaf. For example, in Figure 5.4, from the point of view
of the layout of the nodes in the tree, deleting the node with value 74 results in
exactly the same operations as if we were deleting the leaf with value 83. And
if v, has two children, we actually delete the successor of v,, which is either a
leaf or has only one child.

Assume then that we wish to delete a leaf v,. Just as for the insertion, we start
by storing in a stack the elements compared with x in its insertion path (which,
formally, should rather be called now deletion path). Proceed then along this
path from v, toward the root, as long as the encountered nodes have BF #
0, and coming from the good side. More precisely, if the current node w has
BF (w) = + and we come from the right subtree, or if BF (w) = — and we
come from the left subtree, we set BF (w) = 0 and continue: the subtree rooted
at w, T,,, was not balanced and now it is, but its depth is reduced by 1, hence
one has to check also above w.

If a node w with BF (w) = 0 is encountered, this is changed to + (resp., —) if
we come from the left (resp., right). This is the case in which T,, was balanced,
and the deletion of v, made it unbalanced, but without violating the AVL con-
straint. The depth of T, though, did not change, thus the update process stops.
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h+2 h+2

(a) (b)

Figure 5.8. AVL deletion: BF (b) = 0.

If we get to an unbalanced node w, but from the bad side, thatis, BF (w) = +
and we come from the left, or BF (w) = — and we come from the right, the
subtree T;, has to be rebalanced. Fortunately, the single and double rotations
we saw earlier are all that is needed also in this case, just the conditions when
to apply which kind of rotation differ. We shall treat, as before, only the case
in which v, is deleted from a left subtree « of a node v, with BF (v,) = +, see
Figure 5.8(a), as the complementing case, with BF (v,) = —, is symmetric.

The depth of the subtrees «, 8, and y is h, and the constraint on A is now
h > 0, because « contains at least the node v, and thus cannot be empty. Let v,
be the root of the right subtree of v,. We need to know the balance factor of v,
to correctly draw its subtrees, but how can we know it? In the case of insertion,
the node v, was a part of the insertion path of x, so we knew from the algorithm
that BF (v,) had to be 0. But for deletion, we assume that v, is deleted from
o, whereas v;, belongs to the other subtree of v,. We thus have no information
about BF (vp) and indeed, all three possibilities, +, — or 0, are plausible. These
three possibilities give rise to the three cases to be treated for the deletion of
an element from an AVL tree; the balance factor BF (vj,) appears in boldface in
the corresponding diagrams in Figures 5.8(a), 5.9(a), and 5.10(a).

Figure 5.8 assumes BF (v,) = 0. The subtrees 8 and y are then both of the
same depth & as «, and when v, is removed, the node v, violates the AVL
constraint. The solution, given in part (b) of the figure, is a single rotation. We
denote by ', of depth i — 1, the tree obtained by deleting v, from «. After the
rotation, the new subtree T, is of the same depth & + 2 as was T,,, prior to the
rotation; the update process may thus stop.

For the second case, given in Figure 5.9, assume BF (v,) = +. The only
difference with the previous case is that 8 is now shorter, but the solution seems
at first sight to be the same: a single rotation. However, the tree in part (b) of
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Figure 5.9. AVL deletion: BF (b) = +.

the figure has now depth only /4 + 1, which means that there might be more
updates needed. This is the first example we see, in which the depth of the tree is
changed during a rotation. It may thus happen that during our continuing ascent
in the tree, more nodes are encountered that violate the AVL rules, triggering
more rotations. Still, since only O(1) operations are needed for rotating, the
overall update time stays bounded by O(log n).

The third case is depicted in Figure 5.10, with BF (v,) = —, implying that
the left subtree of v, is now deeper. The solution here is a double rotation, but
as before, we ignore the balance factor of v.. The figure assumes BF (v.) = 0,
with the subtrees 8, and B, both of depth & — 1, but the same solution is also
valid if BF (v.) = + and the depth of 8; is only & — 2 (as indicated by the dotted
line in B;), or if BF (v.) = — and itis B, that has depth 4 — 2. As in the second

h+2

Figure 5.10. AVL deletion: BF (b) = —.
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80 5 AVL Trees

case, the double rotation results in a tree of depth 4 + 1, and one has to continue
upward with the update process.

Summarizing the deletion, we ascend the tree, starting at the deleted leaf v,
and passing from one node to its parent node, as long as we see BF = + or —
and we come from the good side, changing the BF to 0. If a node w is reached
with BF (w) = 0, it is changed to + or — as appropriate and the process stops.
If BF (w) = + or — and we come from the bad side, the subtree rooted at w is
rebalanced by means of a single or double rotation, depending on the BF of the
child u of w belonging to the other side, not that of v,. Only in case BF (u) = 0
does the process stop, otherwise it continues to the next higher level. The entire
deletion thus requires at most O(log n).

5.5 Alternatives

AVL trees are not the only possibility to enforce logarithmic update times.
Many other balanced structures have been suggested, and we mention only trees
that have become known as red-black trees, and B-trees that are treated in the
next chapter, though the latter have different application areas.

The general mechanism, however, remains the same. One first defines a set
of rules defining the trees. Then one has to show that these rules imply a bound
on the depth. Finally, algorithms have to be devised that enable the constraints
to be maintained, even when elements are adjoined or removed.

Exercises

5.1 Insert the elements of the following sequence, in order, into an initially
empty AVL tree, taking care of rebalancing the tree after every insertion,
if needed:

3,14,15,9,2,6,5, 35.

Now delete these elements, one by one, in the same order as they have been
inserted.

5.2 We saw that the number of nodes N (k) in an AVL tree of depth £ is at least
N(k— 1)+ N(k —2) + 1, which lead to a tight bound connected to the
Fibonacci sequence. One can get a logarithmic bound for the depth more
easily, by using the fact that N(k — 1) > N(k — 2). What is the resulting
bound on N(k)?
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Exercises 81

5.3 Define AVL2 trees as binary search trees, in which for each node v,
|[d(Tr(v)) — d(Trew))| < 2.

(a) Derive a bound on the depth on AVL?2 trees.
(b) What are the advantages and disadvantages of AVL2 trees relative to
AVL trees?

5.4 We defined four kinds of rotations in the rebalancing of AVL trees: simple
and double, to the left or right.

(a) Show that when given two binary search trees 77 and 75, not necessarily
AVL, with the same set of values, one can transform the one into the
other by a sequence of simple rotations. Hint: Show first how to deal
with the root, then with the subtrees.

(b) Show that the number of rotations is O(n?).

5.5 Given is a connected, undirected, unweighed graph G = (V, E) and a pair
of vertices u, v € V. Let d(u, v) denote the length of a shortest path from
u to v (in terms of number of edges). The diameter of the graph is defined
as

D(G) = max d(u, v).
u,veV

We wish to study the diameter of a binary tree, considering it as a special
case of a graph rather than as a data structure.

(a) Show why the following claim is wrong for a binary tree 7. Claim:
If the diameter of the tree is D, then there must be a path of length D
passing through its root; therefore the diameter of a tree is simply the
sum of the depths of its left and right subtrees, + 2.

(b) Is the claim true for AVL trees?

(c) Write an algorithm getting an AVL tree as input and returning its
diameter.

5.6 Denote the Fibonacci numbers by F; for i > 0. Beside the direct way to
compute F; by eq. (5.9), one can obviously do itin time O(n) using eq. (5.7).
Let us show that one can do better. We assume that any multiplication, also
of matrices 2 x 2, requires time O(1).

(a) Define the matrix A = (} é) We then have (Fi) =A (F*;)

Derive from it a formula for ( FF " ) ,as a function of A and (;‘} ) = (1)) .
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82 5 AVL Trees

(b) We thus would like to calculate A¥ in time less than O(k). Suppose A® is
already known. Do we really need 8 more multiplications to calculate
A'®? Show how to do it in a single operation.

(c) Using the same principle, how many operations are needed for the eval-
uation of A%? Generalize to A* when k is a power of 2.

(d) How do we calculate A (note that 5 is not a power of 2)? And A'??
Generalize to any power A¥, where k is any integer.

(e) Summarizing: given any k, how many matrix multiplications are
needed to calculate A¥? Deduce from it a bound for the evaluation of
the nth Fibonacci number.

5.7 Build an example of an AVL tree with a minimal number of nodes, such that
the deletion of one of the nodes requires two rotations. Hint: The number
of nodes in such a tree is 12.
Generalize to find an AVL tree with a minimal number of nodes, for
which the deletion of one of the nodes requires & rotations, for k > 1.
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6
B-Trees

6.1 Higher-Order Search Trees

A simple way to generalize the binary search trees seen in previous chapters is
to define m-ary search trees, for m > 2, in which any node may have up to m
children and store up to m — 1 numbers. Binary search trees are the special case
m = 2. Just as the only element x in a node v, of a binary search tree partitions
the elements stored in the subtrees of v, into those that are smaller than x and
stored in the left subtree, and those that are larger than x and stored in the right
subtree, there are k — 1 elements x1, X2, . . ., X, stored in anode vy, x,, . x._, Of
an m-ary search tree, with k < m, and they partition the elements in the subtrees
of this node into k disjoint sets of numbers, each corresponding to one of the
subtrees.

The partition is done generalizing the ordering induced by binary search
trees:

e The first (leftmost) subtree contains elements that are smaller than x;.

¢ The ith subtree, for 2 < i < k contains elements that are larger than x;_; but
smaller than x;.

e The kth (rightmost) subtree contains elements that are larger than x;_.

Figure 6.1 displays an example search tree for m = 4. The number of ele-
ments stored in each node is thus between 1 and 3. For instance, the root stores
two elements, and partitions the rest of the elements into three subtrees, one for
elements smaller than 23, one for elements between 23 and 56, and one for ele-
ments larger than 56. Arrows not leading to other nodes represent NIL-pointers.

One of the applications of these higher-order search trees is to files so large
that they do not fit any more into the available memory. They have therefore to
be split into pages, most of which are stored on some secondary storage device.
The assumption is then that an access to such a page has to be done by a read
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A

30 39 53

(8190)

Figure 6.1. Example of a 4-ary search tree.

operation, which is much more time consuming than any processing within a
given page, once it is loaded into the main memory. The idea is to choose the
order m of the search tree so that a node, whose size depends on the given data,
will roughly correspond to a page, whose size depends on the hardware used.
Typical page sizes may be 4-8 KB, and typical values of m may be 200-400.
To explain the algorithms and give manageable examples, we shall use small
values of m, like m = 4, but one shall bear in mind that these structures are
especially efficient for much larger values, like m = 300.

When coming to evaluate the processing time, one can thus restrict the atten-
tion to the number of nodes that have to be accessed; the work done within a
node, be it by binary or by sequential search, will be deemed as negligible rel-
ative to the expensive read operations.

6.1.1 Searching in m-ary Search Trees

As in the binary case, the search for a number y always starts at the root
U, 2., Of the tree, only that several comparisons are needed to check
whether y is stored there. If not, one continues recursively with the first pointer
if y < x1, with the ith pointer if x;_; <y < x;, for 2 <1i < k, or with the last
pointer if y > x;_;. Reaching a NIL-pointer means that an element with value
y is not in the tree. As for m = 2, the number of required steps is at most the
depth of the tree.

Referring to Figure 6.1 and searching for y = 29, we see that y is not in the
root, but that 23 < y < 56, so we follow the second pointer; y is not in v3p 39 53
and y < 30, so the first pointer is chosen, leading to vy4 2g; ¥ is larger than 28,
but the last pointer is NIL — we conclude that 29 is not in the tree.

To continue the similar treatment given here to higher-order search trees,
we should now turn to how to insert or delete elements. We shall, however,
skip over these details, because m-ary search trees without further constraints
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10 150 700

(45 7) (50 60 100 120 > (200 450 600 ) (704 822)

Figure 6.2. Example of a B-tree of order m = 5.

suffer from the same deficiencies as did their binary counterparts: in the worst
case, the depth of the tree, on which the complexities of all required operations
depend, may be 2(n). We saw AVL trees in the previous chapter as a possible
solution to this problem in the binary case. The alternative suggested in the next
section presents a completely different approach.

6.2 Definition of B-Trees

As earlier, the solution will be some additional constraints, strong enough to
imply a logarithmic depth of the tree, yet weak enough to be maintained effi-
ciently when the tree is updated by insertions and deletions.

Definition 6.1. A B-tree of order m, with m > 2, is an m-ary search tree with
the following additional constraints:

(1) Every node, except the root, stores at least [%] — 1 elements, and the root
stores at least one element.
(ii) NIL-pointers emanate only from nodes on the lowest level.

The second condition implies that all the leaves of a B-tree are on the same
level; this shows that the search tree in Figure 6.1 is not a B-tree. The first con-
dition, together with the definition of m-ary search trees, bounds the number of
children of an internal node, which is not the root, in a B-tree to be between [ 5]
and m, and accordingly, the number of stored elements to be between [5] — 1
and m — 1.

Because any newly allocated node would anyway reserve space for at least
m — 1 elements and m pointers, imposing the lower bound of the first condition
helps to avoid a waste of space. Requiring that any node should at least be about
half full implies that the space utilized by the data structure is exploited at least
to 50%.

Figure 6.2 shows a B-tree of order m = 5, so that any node may have
between 3 and 5 children and contain between 2 and 4 elements. In this exam-
ple, all the leaves are on level 1.
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86 6 B-Trees

To evaluate the depth of a B-tree or order m, consider the lower bound on
the number of elements stored at each level. At level 0, the root may contain
a single element. At level 1, there are at least two nodes, each with roughly
elements. At level 2, there are at least 2% nodes, with about 2 (%)2 elements.

-1 .
For the general case, at level ¢, there are at least 2 (%)t nodes, with about

2 (%)t elements. If one considers a B-tree of order m storing N elements, N

must be larger than the number of elements stored in the leaves, thus

2 (™Y
N > (—) ,
2
from which one can derive that
N log,N—1
t <lo _—= =
gm/2 2 logzm— 1

To give a numerical example, suppose a huge file of half a billion items is to be
handled. The depth of a completely balanced (full) binary tree would be 29 and
that of an AVL tree at most 42, while a B-tree of order m = 256 would reach at
most level # = 4. We conclude that typical B-trees are extremely flat structures
with very little depth, even for very large files.

What has to be discussed next is how to perform the basic operations on B-
trees. Search has already been discussed for general m-ary search trees, which
leaves insertions and deletions. They are dealt with in the following sections.

6.3 Insertion into B-Trees

To insert a new value y into a B-tree, one first has to verify that y is not yet
in the tree, which can be done by searching for y. An unsuccessful search is
detected when a NIL-pointer is encountered, which in our case means that a
leaf vy, ,....x_, on the lowest level has been reached. If k < m, that is, the node
has not yet reached its full capacity, the number y is just inserted at the proper
place in the sequence x;, X3, . . ., Xg—1.

For example, to insert the value 9 into the tree of Figure 6.2, one reaches
the leaf v4 5 7; it contains only three values but could accommodate four, so the
value 9 is added to form the sequence 4, 5, 7, 9, and no further action needs to
be taken.

Suppose we want now to insert the value 55. The corresponding leaf is
Vs0.60.100,110, but it is already filled to capacity. This is the case k = m, for which
the content of the node cannot be further extended. The solution in this case is
applied in several steps. In a first step, the new element is inserted into its proper
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10 150 700

(a579) (505560100110 > (200 450 600 )

Figure 6.3. After inserting 9 and 55.

704 822

position in the node, disregarding the overflow it causes. Figure 6.3 shows the
tree at this stage.

To rectify the situation, the violating node with m elements will be split
into two nodes, each containing about half of the elements, that is, the list S =
i, ..., I'n of elements stored in this node is split into

SL=r1,...,r|'m/2"_1 and SR=r"m/2"+1,...,rm,

the node vs is split into vs, and vsg, and the middle element rr,, /27, which has
not been included in either SL or SR, will be inserted, recursively, into their
parent node. To understand this operation, notice that when a node v is split
into two, this is equivalent to inserting a new node w as an immediate brother
of v, that is, as an additional child of p(v), the parent node of v. But if p(v) has
an additional child, it needs an additional pointer to it, and thus, by the rules
of search trees, an additional value to separate the corresponding subtrees. The
most convenient choice for this value is one of the middle of the list of values
originally stored in v.

To continue our running example, (%1 = 3, the node vs0 55.60,100,110 18 split
into vsg 55 and vigo,110, and the middle element, 60, is inserted into the parent
node, which is the root. There is enough space in the root for an additional
element, so the insertion of 55 is thereby completed. The resulting tree is given
in Figure 6.4.

The following is an example in which the insertion of a new element triggers
a chain reaction. Let us insert the value 3, so the first step is to store it in v4 57,9,
and this leads to an overflow, as shown in Figure 6.5.

The second step of the insertion of 3 is therefore splitting the node v3 4579
into v3 4 and v7,9, and inserting the middle element 5 into the parent node, which
is the root. This is shown in Figure 6.6.

10 60 150 700

Figure 6.4. Example of splitting a node.
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10 60 150 700

T~
(34579) (5055) (100110) (200450 600 ) (704 822 )

Figure 6.5. After inserting 3.

The problem is that the insertion of 5 into the root causes again an overflow,
and the node vs 10,60.150,700 has also to be split. Since this is not a leaf, the
splitting process has also to take the corresponding pointers into account. In the

general case, a node containing the m values ry, ..., r,, and the corresponding
m + 1 pointers py, pi, - . ., Pm, Will be split into
Tim/21
Ty ooy Fimj21-1 Fim/2141s <+ -5 Fm )
Pos P1s -+ s PIm/21—1 Prm/21s +++ s Pm—15 Pm

where the top line shows the middle element inserted into the parent node, and
the left and right parts show the contents of the new nodes, namely the values
and the corresponding pointers. Note that while the set of m values has been
distributed over three nodes, the whole set of m + 1 pointers is accounted for
in the two new nodes.

The insertion of 7,21 may in turn cause an overflow, and this chain reaction
may continue for several steps. It may terminate either by reaching a node that
can still absorb the element to be inserted without exceeding its limits, or when
getting to the root, as in our example.

When the root has to be split, there exists no parent node into which rr,, 2
could be inserted, so a new node is created for this purpose, and this will be the
new root. The only element stored in it will be 7,21, and its two pointers will
lead to the two halves created from the root that has been split, as shown in Fig-
ure 6.7. This special case was the reason for formulating a different condition
for the root than for the other nodes in the definition of a B-tree.

As a result of splitting the root, the B-tree has thus increased its depth by
1, and this is the only possibility for a B-tree to grow in height. Contrary to
binary search trees, for which each inserted element creates a new leaf, the
growth process of B-trees proceeds “backwards,” and therefore, no special care

5 10 60 150 700

L~

—
(34) (79) (5055) (100110) (200450 600 ) (704 822 )

Figure 6.6. After splitting a node.
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5 10 ) ( 150 700

NN
(34) (79) (5055) (100 110) (200450 600 ) (704 822)

Figure 6.7. After a second split.

is needed during insertions to maintain the condition that all the leaves have to
be on the same level.

Returning to our example, the new root contains only the value 60, and its
two pointers are to the nodes vs 10 and v;50 700. This ends the insertion process
for 3, which involved two node splits and changed the shape and depth of the
tree.

In the worst case, the number of node splits for a single insertion may thus
be as the depth of the tree. Even though the depth is generally small, this might
still seem a heavy price to pay. Fortunately, the picture is not as dark as it seems
when considering the worst case. This is a good example for an application in
which a more interesting evaluation can be given using amortized analysis:
rather than concentrating on the pessimistically worst choice for an insertion
operation, let us consider the total cost of inserting many elements into a B-tree.

Suppose N elements are inserted into an initially empty B-tree of order m.
The total number of node splits caused by the N insertions is exactly equal to the

number of nodes in the tree, since each split adds a single node. If we assume
4N
) 3m
nodes, and the amortized number of node splits per inserted element is 5. For

that roughly each node contains about %m elements, then there are about

example, if m = 400, the overwhelming majority of insertions will not result
in any split at all; only about one of 300 insertions will cause a single split and
a double split like in our second example will occur only for one of 90,000
insertions.

The readers might want to check their understanding by inserting, in order,
the elements 25, 43, and 32 into the tree of the running example, given in Figure
6.7. This affects the left subtree, which should look like the one in Figure 6.8.

5 10 43 150 700

(34)(7 9)(2532)(5055) (110 ) (200 450 600 ) (704 822)

Figure 6.8. Replacing 60 by 100 and deleting 100 from its leaf.

Downloaded from http:/www.cambridge.org/core. Columbia University Libraries, on 31 Dec 2016 at 09:25:00, subject to the Cambridge Core terms
of use, available at http:/www.cambridge.org/core/terms. http://dx.doi.org/10.1017/CB0O9781316676226.007


http:/www.cambridge.org/core/terms
http://dx.doi.org/10.1017/CBO9781316676226.007
http:/www.cambridge.org/core

90 6 B-Trees

6.4 Deletions from B-Trees

As in the previous chapters, we may restrict our discussion to the deletion of
an element stored in one of the leaves. If one of the other elements should
be deleted, it will be replaced by its successor so that the overall structure of
the tree is maintained, and the successor will be erased. This has already been
discussed for general binary trees and for AVL trees in particular. In the special
case of a B-tree, the successor of an element x stored in an internal node is
always in a leaf, and can be found as follows.

(1) Locate the node v that contains the value x, and follow the pointer imme-
diately to its right.
(i) While the current node is not a leaf, follow its leftmost pointer.
(>iii) The successor of x is the leftmost element in the leaf that has been reached.

For example, in Figure 6.7, the successor of 700 is 704 and the successor of 60
is 100.

The simplest case of deleting an element x from a leaf is when it stores more
than the minimum required [m/2] — 1 numbers. In that case, x can simply be
erased. This would be the case, for example, if we wanted to erase any of the
elements of the leaf vyn9 450,600 in the tree of Figure 6.7.

Suppose then that the element to be deleted is the one stored in the root, 60.
It is replaced by its successor 100, which itself has now to be erased from its
leaf vj00,110. This leads to an underflow, because the node now contains less
than the minimum number of elements, which is 2. Figure 6.8 shows the tree
of our running example at this stage.

If the remedy to an overflowing node was its splitting into two parts, one
might have expected that the answer to an underflow is a merge. But it takes
two to tango! While the possibility to split a node depends only on the node
itself, a merge will only be possible if there is an appropriate partner node. The
only possible candidates are therefore the immediate neighbors.

In our example, the underflowing leaf v, has only one neighbor, v209, 450,600,
but merging the two is not immediately possible. Recall that when a node was
split for an insertion, a pointer, and therefore also a new value, had to be added
to the parent node. Similarly, the fusion of two nodes reduces the number of
children of their parent node, so the number of elements stored in it needs also
to be decreased. We would thus like the merged node to contain the values 110,
150, 200, 450, and 600, but this is more than permitted.

The solution in this case is a step called balancing. In its general form, sup-
pose a node gets below the limit, storing the elements 7y, ..., Ffn/21—2, but its
neighbor, say, the right one, stores the elements sy, . . ., sg, withk > [m/2], that
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(34)(7 9)(2532)(5055) (110 150 ) (450 600 ) (704 822)

Figure 6.9. Example of a balancing step.

is, the neighbor has a surplus, above the minimum number of elements. Sup-
pose that the separating value in their parent node is ¢, so that 7,212 <t < s1.
All these elements will then be rearranged into two sequences of roughly equal
length. Specifically, the total number of elements is £ = ([m/2] —2) + 1 + &,
and after renaming them uy, . . ., uy, the left node will hold u, . . ., up¢/21—1, the
right node will hold uf¢/2141, . .., u¢, and the separating element in the parent
node will be u;/2. Figure 6.9 shows how the nodes v19 and vap0,450,600, With
separating element 150, have been rebalanced into vy, 150 and vaso 600, With
separating element 200.

If we wish now to delete the element 600, then no balancing is possible, since
both neighbors of v4s0 600 are at their lowest permitted levels. In this case, when
one of the nodes is at its lowest limit and the other is even one below it after the
deletion of one of its elements, the two nodes may be merged, absorbing also
the separating element.

Merging vaso with, say, its right neighbor gives v4s0,700,704,822, as can be seen
in Figure 6.10. The value 700 has to be erased, recursively, from the parent
node, which again results in an underflow. Here again, balancing can be applied.
Note that since this is not performed on the lowest level, one also has to take
care of the pointers in a way that is symmetrical to the treatment for insertions.

As can be seen in Figure 6.11, the nodes vs 10,43 and v, With separating
element 100 are rebalanced into vs 19 and vigo 200, With separating element 43;
the leaf vspss has not been touched, but it belongs now to another subtree.

(34)(7 9)(2532)(5055) (110 150 ) (450 700 704 822 )

Figure 6.10. First step for the deletion of 600.
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(34)(7 9)(2532) ((5055) (110 150 ) (450 700 704 822 D

Figure 6.11. Balancing of internal nodes.

This concludes the deletion of 600, which involved a merging followed by a
balancing step.

As alast example, let us delete the value 55. No balancing is possible, hence
there will be a merging step at the leaf level, resulting in the tree of Figure 6.12.

As in Figure 6.10, the node vy is below minimal capacity, but unlike the
previous example, no balancing is possible. The two nodes vs 19 and v, should
thus be fusioned, and the united node should also include the separating value
43, which has to be deleted, recursively, from the parent node. We are, however,
in the special case for which 43 is the only element in its node, which is only
possible if this node is the root. The old root will thus be erased and the newly
merged node will be the new root, as shown in Figure 6.13.

This example shows the only possibility for a B-tree to shrink in height:
when a chain of node mergers, triggered by the deletion of a single value,
extends all the way up to the root, and the only value stored in the root has
to be erased.

6.5 Variants

The basic definitions of B-trees have meanwhile been extended in many ways
and we shall mention only a few of these variants. A first improvement may be
obtained at almost no price, as in the following example.

(34)(7 9)(2532) (50100 110 150 > (450 700 704 822 )

Figure 6.12. First step of the deletion of 55.
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5 10 43 200

o\
34)(79) (2532) (50 100 110 150 ) (450 700 704 822 D

Figure 6.13. Erasing the root.

Suppose we wish to reinsert the element 55 into the tree of Figure 6.13. This
would cause an overflow in the leaf vsg ss.100.110,150, Which would be split into
vs0.55 and vyjo,150, with the middle element 100 being inserted into the parent
node; this provokes a second split, this time of the root, and we get in fact back
to the tree of Figure 6.11. The increase in height could however be avoided, by
applying a balancing step with vss 3, the left neighbor of the overflowing leaf
50.55,100,110,150- Lhe resulting tree is in Figure 6.14.

There is an essential difference for the use of balancing between insertions
and deletions. For deletions, the balancing step prior to a merge is mandatory:
if the neighboring node, with which the underflowing node should be merged,
is not at its lowest permitted capacity, no merging is possible, so there is no
other choice than balancing. On the other hand, for insertions, an overflowing
node can be split without taking the status of its neighbors into consideration. A
balancing step is therefore only optional. Since the balancing procedure needs
to be written for deletion, and the same procedure can be used for insertion as
well, it might be advantageous to try balancing also for insertion, as it might
help reducing the height of the tree.

6.5.1 B*-Trees

A useful feature for some applications is the ability to scan the entire file
sequentially in order in an efficient way. For larger values of m, like those used
in practice, almost the whole file resides in the leaf nodes, and less than, say,
1%, in the other levels. Yet the values stored in these internal nodes disrupt the
scanning order, so it could be preferable to have all the values in the leaves.

5 10 50 200 \
34)(79)(253243)( 55100 110 150 ) (450 700 704 822 )

Figure 6.14. Using balancing for insertion.
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(4 5 7 9 )»(10 50 55 »(60 100 110 > 150 200 450 600 »»( 700 704 822)

Figure 6.15. A BT -tree.

This can be achieved with some small adaptations to the original B-trees.
The resulting structure is known as a B*-tree. The difference is that in a B*-
tree, all the data is stored in the leaves, hence they can be connected by means
of pointers to form a linked list; the values in the internal nodes of the tree serve
only as a guide to enable a faster access to the actual data.

Insertion

First, the leaf v into which the new element should be inserted is located. If it
can accommodate another element, we are done. If the leaf overflows, it has to
be split (unless balancing is applied, if possible), just that instead of moving
the middle element  up to the parent node p(v), it is a copy of r that will be
inserted into p(v). All the elements remain therefore at the leaf level, and the
elements in the nodes above them are all copies of a part of these values.

A B-tree with the same elements as the B-tree of Figure 6.4 may look like
the one in Figure 6.15. Pointers have been added to show how the leaves could
form here a linked list.

When the insertion of the copy of the middle element into the parent node
leads there too to an overflow, the insertion algorithm continues with further
node splits, but like the algorithm for B-trees. That is, only on the lowest (leaf)
level do we keep all of the elements and insert a copy of one of them into the
parent node; when an internal node is split, we proceed as before, moving the
middle element itself, and not just a copy of it. The reason for this asymmetric
behavior is that one would need an additional pointer emanating from one of
the newly created nodes. For the lowest level, there is no such problem, since
all the pointers are NIL.

For example, insert the element 172 into the tree of Figure 6.15. The node
V150,....600 18 split into vysp, 172 and vag.450,600 (including the element 200), and
a copy of 200 is inserted into the root, yielding in a first stage v10,60.150,200.700-
Since this is again an overflow, the node is split, but in the regular B-tree way.
The result can be seen in Figure 6.16. If the element 150 had been kept also
in one of the nodes on level 1, as in, say, v150,200,700, this would require four
outgoing pointers from this node, and thus four corresponding leaves. But the
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(4 5 7 9 )>(10 50 55 )»(60 100 110 »(150 172 (200 450 600 Y700 704 822)

Figure 6.16. Insertion of 172.

total number of leaves in the tree is only six, not seven. The awkward distinc-
tion, applying a different split algorithm on the lowest (leaf) level than for the
levels above, is therefore necessary.

Deletion

Since all the elements are in the leaves, one has only to deal with deletions at
the leaf level. At first sight, it may seem that one has to check whether there
is a copy of the element to be deleted in the upper part of the tree, so that the
copy may also be removed. But in fact, such a check is not needed, for even if
the value x is not any more in one of the leaves, it may still work perfectly well
as a separator.

If the node from which an element has been removed underflows, the bal-
ancing procedure must be applied, taking care of replacing also the separat-
ing element. For example, if we remove the element 150 from the tree in Fig-
ure 6.16, the root containing a copy of 150 will not be touched, the nodes vy7,
and 09,450,600 Will be re-balanced into vi72,200 and vasg 600, and their parent
node vyp0,700 Will be changed into wvssp700. If no balancing is possible, two
nodes will be merged, and their separating element will simply be discarded. If
deleting the separating element causes another underflow, we continue like for
B-trees, similarly to what we have seen for the insertion.

Search

The only difference between the searches in B-trees or BT -trees is that for the
latter, the search has always to continue until the leaf level is reached. The
reason is that even if the value is found in one of the internal nodes, this does
not imply that the corresponding element is still in the tree; it might have been
deleted.

Summarizing, the processing of B™-trees is only slightly more involved, the
time complexity is about the same and the space is only marginally increased. In
many situations, this will seem as a reasonable tradeoff for getting the improved
sequential scan.
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10 60 150 >
[N\ T
(579 ) (125055) (7593 110 132 ) (200 450 600 )

Figure 6.17. Example of a B*-tree with m = 6.

6.5.2 B*-Trees

Another extension of the basic B-tree concentrates on reducing the wasted
space within the nodes, which can reach about 50%. This is improved in the
variant called B*-trees to about % The exact definition is as follows:

Definition 6.2. A B*-tree of order m, with m > 2 and m being a multiple of 3,
is an m-ary search tree with the following additional constraints:

(i) Every node, except the root, stores at least 27’" — 1 elements.
(i) The root stores at least one and at most 47’" — 2 elements.
(iii) NIL-pointers emanate only from nodes on the lowest level.

The restriction to orders that are divisible by 3 is for convenience only, as it
simplifies the presentation. For the large values of m used in practice, it has no
importance. Figure 6.17 is an example of a B*-tree, with m = 6. All the nodes
store at least three elements.

Since more data than for B-trees is stored in each node, the number of nodes
will tend to be smaller, and hence also the depth of the tree may be reduced. The
search algorithm for B*-trees, which is the same as for B-tree, may be expected
to work faster. The question is, of course, how to maintain the stricter bounds
on the number of elements per node during updates.

Insertion

Unlike B-trees, for which a balancing step in case of an overflow was optional,
an overfull node v in a B*-tree requires a balancing attempt, to assure that
one of the neighbors w of v has reached full capacity. The reason is that the
splitting process is applied to two neighboring nodes simultaneously, of which
one should be with a maximum number of elements m — 1, and the other even
beyond, storing, temporarily, m elements. If one adds the element separating v
and w, this gives 2m elements, that should be redistributed into three nodes.

It will be easier to work through an example and infer from it the general
case. Assume m = 99, so that any node has between 66 and 99 outgoing point-
ers and thus stores between 65 and 98 values. Suppose a new value is added to
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a node v, causing an overflow, that the right neighbor w of v is full, and that
the separating value between v and w is a, ro9 < a < rypp. The situation can be
described schematically like earlier as

a
i, ..., 199 1005 - - -5 1197
Pos P1s -+ -5 P99 499, 41005 - - - » 4197

Splitting the two nodes into three yields

66 r132
Ity ..., Fes T67, -+ 5799, A, T'1005 - - -5 1131 7133, - .., 1197
Po, P15 - -5 P65 P66 D675 - - -5 P995 499, 41005 - - - » 4131 q1325 -+ -5 4197

Note that the middle node contains one more element than the minimal allowed.

The insertion of r¢¢ and r;3; instead of a into the parent node may again
cause an overflow, which is handled recursively, like for B-trees.

If v does not have any neighbor, it must be the root, which has to be split
on its own. But if the upper bound on the number of elements in the root had
been m — 1 like for the other nodes, the result of the split would be two nodes
that contain only about m/2 elements, violating the lower bound. This is cir-
cumvented by defining, only for the root, which anyway already gets a special
treatment, an upper bound of about %m, by % larger than for the other nodes.
More precisely, on our example, the root may hold up to 130 values. Suppose
then that it overflows and denote the values by 7, ..., rj3; and the pointers by
Do, - - -, p131. This gives, after the split,

T66
Ty ...sT65 re7, -+ -5 1131
Pos> P1s -+ D65 D665 D675 « - -5 P131-

Deletion

As for BT -trees, we deal only with the deletion of an element in a leaf node v.
If this induces an underflow, balancing should be attempted, but this time with
both left and right neighbors of v, if they exist at all. If no balancing is possible,
this is the situation where v has one element short of the minimum, and its two
neighbors are exactly at minimum capacity, as in

a b
Iy ... 765 STy ---5 S64 Iy, ..., tes
Po, P1s -+ P65 q0, 41, - - -, qe4 Y0s Y15 - -+ Y65-
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12 75 150 O
N
(5910 ) (5055 60) (C 93 110 132 ) (200 450 600 )

Figure 6.18. Example of extended balancing.

The three nodes will then be merged into two as shown:

533
Flyooos 765,05 Sy .0y 832 $34, .., 864, by 11, .. B6s
P0s P15 -5 D655 405 q15 - - -5 432 q33, 434, - - -5 64, Y0, Y15+ + - » Y65+

Note that the right node contains one less element than the maximum allowed.

There is a slight complication in this case, relating to nodes that are leftmost
or rightmost children of their parent nodes: they do not have two immediate
neighbors, like, e.g., the node vs 7 ¢ in Figure 6.17. But for the merging to work
properly, three nodes have to be handled together. The solution for this partic-
ular case is to allow extended balancing, not just with the immediate neighbor,
but even with the neighbor’s neighbor. Returning to Figure 6.17, if the element
7 is deleted, extended balancing would involve the three leftmost leaves and
transform the tree into the one shown in Figure 6.18.

If even extended balancing cannot be performed, the three nodes that will
be merged into two will be v, its neighbor and the neighbor’s neighbor.

And what if there is no further neighbor to the neighbor? This can only
happen if there is only a single value in the parent node of v; this parent must
therefore be the root. The starting situation is thus

a
Tiy ...y T6s S1y .« -5 564
Do, D15 -+ -5 P65 q0, 91, - - - q64-

and the nodes will be merged to form a new root with maximum load

Flyeves 765, A, 815 ..., S64
Pos P15 -5 P65,40,915 - -+ go4.

6.5.3 2-3-Trees

A special case of a B-tree that deserves being mentioned is for m = 3. Any
node then contains one or two elements, and may have two or three children
if it is not a leaf. Actually, 2-3-trees have been invented earlier than the more
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general B-trees. The application area is also different, since B-trees are often
used with large values of m, as mentioned previously. Therefore 2-3-trees can
be seen as an alternative to AVL-trees for controlling the depth of a search tree
with n elements, which will be bounded by O(log n).

Exercises
6.1 Given is a B-tree of order 5 with four levels.

(a) A new element x is inserted, and immediately afterward, x is deleted. Is
the B-tree after these two operations necessarily identical to that before
the operations?

(b) What if the order of the operations is inverted: first, an element x is
deleted, and then it is re-inserted?

6.2 Consider two B-trees A and B, both of order m. Denote the number of their
elements by a and b, respectively, and assume @ > b. Assume also that all
the elements in A are smaller than any element in B. Show how to merge
A and B in time O(h) into a single B-tree of order m, where / is the height
of A.

6.3 Given is the B-tree of order 5 in the following figure. Draw the tree after
having removed the element 40 in the following cases:

C 8 15 ) (4 52 ) ( 8 103 ) (122 130 256 )

(a) merging with the left neighbor;
(b) merging with the right neighbor;
(c) merging three elements into two;
(d) using extended balancing;

(e) assuming the order of the tree is 4.

6.4 Show how the B-tree of Exercise 6.3 changes if you insert, in order, the
elements 104, 105, 106, 107, 108, using balancing, if necessary. Then insert
1009, splitting the two rightmost leaves into three. Finally, insert 140, 150,
and 158.
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100 6 B-Trees

6.5 To increase the space exploitation of the nodes even further, one may define
aB-tree variant in which every node, except the root, stores between %" -
and m — 1 elements.

(a) How should the number of elements in the root be defined?
(b) Show how to adapt the insertion and deletion procedures to comply
with the new constraints.
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Heaps

7.1 Priority Queues

One of the first data structures we encountered in Chapter 2 was a queue. The
idea of dealing with some records on a FIFO —first in, first out — basis seems to
be a reasonable choice and enjoys widespread acceptance. Nonetheless, there
are situations in which the order should be different. A case in point would be
the emergency room of any hospital: there is a constant influx of new potential
patients, all waiting to being taken care of. However, they will be treated by
order of medical urgency (which some professional has to assess) rather than
by arrival time. Similarly, we all have many items on our to-do lists, but some
of these items may be given a higher priority than others.

Translating the problem into mathematical terms, we are looking for a data
structure we shall call a priority queue, storing a collection of records, each of
which has been assigned a value considered as its priority. We wish to be able
to perform updates, as inserting new elements, deleting others, or changing the
priority of some. In addition, there should be fast access to the element with
highest priority.

A simple solution could be a list that has been sorted by nonincreasing pri-
ority. The element with highest priority would then be the first, but updates
might require 2(n) time for a list of n records. Another option would be to use
a search tree, which takes Q2(n logn) time to be built, as we shall see in Chap-
ter 10, but then updating and extracting the maximum element can be done in
time O(log n).

This chapter presents a better alternative. It uses a special form of a binary
tree, called a heap and achieves O(log n) time updates and access to the maxi-
mum element in O(1). The time to build a heap of n elements is only O(n).

The name comes possibly from the fact that beside the rules given in the
definition, there is little order between the elements of a heap, which conveys

101
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102 7 Heaps

Figure 7.1. Example of a heap.

the impression of a disordered pile or elements that have been thrown one on
another. It might remind many card games, in which the players throw cards in
turn onto some pile, and only the top card is considered as being accessible.

7.2 Definition and Updates

Definition 7.1. A heap is a binary tree for which the value stored in any node
is larger or equal to the values stored in its children, if they exist.

An immediate consequence of this definition is that the largest element of a
heap is always stored in the root, as can also be seen in the sample heap shown
in Figure 7.1.

The elements along any path from the root to a leaf appear in non-increasing
order, but there is no specific order if one scans the elements by layers.

To remove the maximal element, or in fact any other node, one proceeds
similarly to what we saw for binary search trees: only the value of the node is
erased, and it has to be replaced. In the case of a heap, the value of a node v to
be deleted should be replaced by the larger of the values of the children of v, if
they exist. This process continues top-down until a leaf is reached, which can
be removed without causing problems. For example, removing the root vgs of
the heap in Figure 7.1 is done by replacing it with vg4, which in turn is replaced
by vy7; the latter is then simply removed from the tree.

For the insertion of a new element, there is a certain degree of freedom: the
new node should first be inserted in time O(1) as a leaf, but there is no restriction
on which of the potential leaves to choose. Obviously, this might violate the
heap property, so a series of comparisons is performed, this time bottom-up,
until the modified tree is a heap again. For example, one could choose to insert
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7.2 Definition and Updates 103

Figure 7.2. Inserting into and deleting from a heap.

first the node vs; as the right child of the leaf vs3 in Figure 7.1. Since 52 > 33,
the values of the leaf vs, and its parent node vs; are swapped; but 52 is also
larger than 35, so there is another exchange between vs; and vss. Now 52 < 64
and the update is done. Figure 7.2 shows the heap of Figure 7.1 after the deletion
of the root and insertion of the value 52.

The number of operations for such updates is thus again dependent on the
depth of the tree, and similarly to what we saw for binary search trees, this
depth may be as large as €2(n). The way to overcome such worst case behavior
is by imposing some additional constraints, as done previously for AVL-trees
and B-trees.

The best possible performance of updates in binary trees like heaps or search
trees is attained by full binary trees with n = 2¢ — 1 nodes, which have all their
leaves on the same level of depth d — 1. For search trees, such a constraint was
too restrictive and led to a more relaxed one, that of AVL-trees. For heaps, on
the other hand, requiring the shape of a full tree may be efficiently supported,
and we shall henceforth assume that a heap is a full binary tree. The definition
of a full binary tree has to be extended for any number of nodes n, not just those
of form 2¢ — 1 for some d:

Definition 7.2. A full binary tree with n nodes is a binary tree in which all the
leaves are on the same level d — 1, ifn = 29 — 1, or, when 2¢ < n < 24%! the
leaves are on adjacent levels, with n — 24 4 1 leaves left justified on level d,
for some d > 1.

For example, the structure of the tree in Figure 7.3 is that of a full binary
tree, with n = 12 nodes. Accordingly, there is one leaf on level d — 1 = 2, and
there are n — 2¢ + 1 = 5 leaves that are left justified on the lowest level d = 3.
The values in the nodes show that the tree is a heap.
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Figure 7.3. A heap as a full binary tree.

We saw earlier that to insert a new element, one has to create a new leaf,
but that there is much freedom of where this leaf should be in the tree. Now
the choice is more restricted. In fact, to maintain the shape of a full binary
tree, a new element is first inserted as a leaf at the only location not violating
the constraint: continuing the sequence of left justified leaves on the lowest
level, or, if this level is already filled, as the leftmost leaf of the next level. For
our example tree, this location is indicated in broken lines in Figure 7.3. In a
second stage, the inserted element is then propagated bottom up if necessary,
to its proper place in the order imposed by the heap.

Similarly, the only leaf that can be removed without losing the shape of a
full binary tree is the rightmost one on the lowest level, which, in the example
of Figure 7.3, is emphasized and contains the value 15. Denote this extreme
element by v,. Therefore, the procedure given earlier for the removal of the
maximum element, or any other node w, has to be modified. We cannot simply
erase the value of a node and move repeatedly the larger of its children’s values
to the higher level, because that could create a gap on the lowest level. So we
start the deletion process by replacing the value of the node w to be removed
by the value of v,, and by removing the leaf v, from the heap. Then the new
value of w is percolated top down, if necessary, swapping its value with the
larger of its children’s values, until the heap property is restored. All the update
operations can thus be performed in time O(log n).

The upper tree in Figure 7.4 is the result of deleting the largest value 83
from the heap of Figure 7.3. The root vg; is replaced by the leaf v;5, which
is swapped twice with its left child. The lower tree in Figure 7.4 is obtained
by inserting the value 42 into the heap of Figure 7.3. The new leaf vy is
inserted as the 13th node of the heap, and is then swapped twice with its parent
node.
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7.3 Array Implementation of Heaps 105

Figure 7.4. Deleting 83 from and inserting 42 into the tree of Figure 7.3.

7.3 Array Implementation of Heaps

There remains a small technical problem. In the trees we have seen so far, there
were only pointers from a node to its children, not to its parent, but here we
need the ability to navigate both downward and upward in the tree. This was
true also for the updates in the AVL trees of Chapter 5, but there no upward
pointers were needed, because one could save all the necessary nodes, those on
the path from the root to a leaf, in a stack.

Fortunately, the fact that heaps are restricted to have the form of a full binary
tree enables a much simpler implementation, without any pointers at all. Any
full binary tree with n nodes can be implemented as an array of size n, indexed
by the numbers 1 to n. To build the correspondence between nodes of the tree
and array cells, just number the nodes sequentially top down, and in each level
from left to right. For example, this numbering appears in the heap of Figure 7.3,
just underneath the nodes. The heap can therefore be represented in an array as

1 2 3 4 5 6 7 8 9 10 11 12

83164 | 35|51 |31 (29| 33|14 8 6 | 24| 15

Denote by v(i) the node indexed by i in the heap. The simple rules are that
the left child of the node v(7) is v(2i) and the right child of v(i) is v(2i + 1), for
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106 7 Heaps

1 <i < |n/2], and hence the parent node of v(j) is v(|j/2]), for 2 < j < mn.
This explains why it is important to start the indexing with 1, and not with 0, as
would be set by default in the C/C++ languages. There is thus no need for any
pointers, and one can pass from one node to the next or previous level just by
multiplying or dividing the index by 2. These operations are, moreover, easily
implemented, since all one has to consider is the standard binary representation
of the index. If i is represented by by - - - byb1 by, with b; € {0, 1}, that is i =
Zﬁ:o b;27, then the parent of v(i) is indexed by by - - - baby, the grand-parent
by by - - - b3b,, and so on. The left child of v (i) will be indexed by by, - - - byb1b(0,
and its right child by by, - - - bobby1.

For example, the following is a list of indices of nodes, given in both deci-
mal and binary, starting with the node v(25), and passing from one node to its
parent, up to the root v(1):

25 11001
12 1100
6 110
3 1

1 1

Going from v(25) to its two children yields

25 11001
50 110010
51 110011

Any element to be deleted will first be replaced by the one in the last entry of
the array, indexed n, and any new element is first inserted in the next available
spot, which should be indexed n 4 1. The time complexity of all the updates
clearly remains O(log n).

7.4 Construction of Heaps

A heap can obviously be constructed by inserting its elements in any order into
an initially empty tree or array. This could take about Y, logi = Q(nlogn)
time. The question is whether it can be done faster when the whole set of records
is given at once. One could sort the array by non-increasing values, since a
sorted array is a particular form of a heap, but sorting will also require at least
Q(nlogn) time, as we shall see in Chapter 10. The order imposed by a heap is
less restrictive than strictly sorted order, so there is hope for the complexity of
the construction of a heap to be less than the lower bound for sorting.
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Figure 7.5. Schematic of the input of Heapify.

As a first step, consider a function called Heapify(i, j), working on the sub-
array between and including the indices i and j. More precisely, Heapify(i, j)
works on the subtree T,; rooted at the node v(i), but excluding all nodes with
indices larger than j. The usefulness of the second argument j will become clear
later. One has to remember that the array is only a convenient way to represent
the heap, which is still defined as a tree. Therefore, the subarray [i, j] processed
by Heapify(i, j) does not really refer to all the elements in the range, but only
to those belonging to the subtree rooted at v(7). For example, Heapify(2, 10)
deals only with the grayed entries in

1 2 3 4 5 6 7 8 9 10 11 12

which is most easily understood when comparing the array with the correspond-
ing tree form in Figure 7.3: the elements 3, 6, 7, and 12 remain white because
they are not in the subtree rooted by 2, and element 11 is excluded because it
is not in the given range [2, 10].

The purpose is to transform the subrange of the array given as parameter, or
rather the corresponding subtree T,;), into a heap. The definition of Heapify will
be simplified by the additional assumption that the two subtrees of T,,;), which
are T,,(2; and T,2;11) are already heaps, as given schematically in Figure 7.5.

Therefore, denoting the given array by A, if the value at the root v(7) is not
smaller than the values of its children, that is, if

Ali] > A[2i] and Ali] = A[2i 4 1],

then the entire subtree is already a heap, and no further action is needed. Oth-
erwise, let us swap the values of v(i) and the larger of its children, for example
v(2i). But then we are again in a situation in which a subtree is given that is
almost a heap: its own subtrees, Ty;) and T,4;4+1) are heaps, and only the root
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108 7 Heaps

Heapify(s, j)
maxind «— 1
if 2¢ < j and A[2i] > A[maxind] then
maxind «— 21
if 20 +1 < jand A[2i 4+ 1] > A[maxind] then
maxind «— 21 + 1

if mazind # i then
Ali] «— A[mazind)
Heapify(maxind, j)

Figure 7.6. Heapify transforms a tree into a heap, assuming its subtrees are heaps.

v(2i) may violate the heap condition. This may therefore be treated recursively.
Figure 7.6 shows the formal definition of Heapify(i, j).

After the first two if statements, the variable maxind will be the index of
the largest element among {A[i], A[2i], A[2i 4 1]}, which are the root and its
two children. The fact that they are in the given range at all is checked by the
conditions 2i < jand 2i 4+ 1 < j. If at this stage maxind = i, the tree is a heap
and we are done; otherwise the value of the larger of the two children is swapped
with the value of the root (this action is symbolized by the two-sided arrow
<), and Heapify is invoked recursively for the subtree.

Background Concept: Swapping Two Elements

The swap of two elements used here is a frequent action that appears in
many algorithms and therefore deserves some comments. The simplest
and possibly also the best way to swap the values of two variables x and
y is by means of a third, auxiliary, variable T

swap1(x,y)
T «<—x
X <—Yy
y<«—T

An alternative, using also only three assignment, but no extra space
for a temporary variable, exploits the properties of the Boolean bit-wise
XOR operation, denoted by x & y:

swap2(x, y)
XxX<—x®y
y<—x®y
X<—x®y
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7.4 Construction of Heaps 109

This elegant procedure, consisting of three copies of almost the same
command, uses the fact that xor is both associative and commutative.
At the end of the execution of the second line, one gets

Yy=x@y=x®y)®y=xd(ydy)=xd0=1x
And after the third line, one gets:

x=x@y=@@y)Bx=00x)Bx=ydxdx)=y®0=y.

To evaluate the time complexity of the procedure, note that invoking
Heapify(i, j) generates a sequence of recursive calls to Heapify, and that the
number of commands between consecutive calls is bounded by a constant. On
the other hand, since i > 1 and j < n, the number of calls is bounded by the
number of times i can be doubled until it exceeds j, which is at most log, n.

The question is now how to employ the Heapify procedure to build a heap
from scratch. The answer lies in the simple idea of processing a given input
array backward, or in terms of the corresponding binary tree, building the heap
bottom-up. A full binary tree with n nodes has [5] leaves, each of them being a
heap, as the heap condition is trivially fulfilled for nodes without children. The
trees rooted by the parent nodes of these leaves, in our example of Figure 7.3,
the nodes indexed 6, 5, 4 and 3, satisfy then the condition that their own subtrees
are heaps, so Heapify can be applied on them. This paves the way to apply
subsequently Heapify to the trees rooted by the grand-parents (2 and 1 in the
example), etc. This yields the simple construction routine:

Buildheap(n)
fori <— |5] bystep —1tol
Heapify(i, n)

An immediate upper bound on the complexity, given that Heapify takes
O(logn) time and that there are about n/2 iterations, is O(nlogn). This turns
out to be overly pessimistic. A tighter bound can be achieved if one realizes
that only the entire tree has depth log, n — 1, and that the subtrees on which the
recursive calls of Heapify act are shallower.

To simplify the notation, assume that n = 2k+1 _ 1, that is, we consider a
full tree of depth k having all its % leaves on the same level k. In Buildheap,
there is a single call to Heapify with a tree of depth £, there are two such calls

with trees of depth k — 1, and more generally, there are 2 calls to Heapify with
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110 7 Heaps

trees of depth k — i, for 0 < i < k. The total number N of calls is therefore
k-1
N=1-k+2k—1D)+2%*k—-=2)+---4+2F". 1= sz(k—i).
i=0

Such a summation can be dealt with by writing it out explicitly line by line,
starting with the last index k — 1 and going backward, and then summing by
columns:

N= 2!
+ 2k—2 + 2k—2
+ 2k—3 + 2k—3 + 2k—3
4
A N P AL

The first column is the geometric series Zi:ol 2', well known to sum up to
2k _ 1. The second column is similar, but the last index is kA— 2, so the sum is
k=1, apd in general, we get that the jth column is Zf:g 2! summing up to
S(j) = 2%+t —1,for 1 < j < k. Summing the summations, we finally get

k k k
N=>S(h=> @ -1=) 2 —k=20%"-2-k<n
j=1 j=1 i=1

The overall complexity of building a heap of n elements is thus only O(n).

7.5 Heapsort

We conclude this chapter on heaps by preponing the description of a sorting
method that should in fact be dealt with only in Chapter 10. It is, however,
strongly connected to the current subject and a good example of an important
application of heaps.

Suppose that an array of n numbers is given and that it has already been
transformed into a heap. The array can then be sorted by repeatedly extracting
the largest number. Since on one hand the extracted numbers have to be stored
somewhere, and on the other hand, the shrinking heap should form a contiguous
block in the array including the first element, it is natural to store the extracted
elements at the end of the array. The sorted sequence is thus constructed back-
ward using the cells that are vacated, so that no additional space is needed for
the sort.
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7.5 Heapsort 111

1 2 3 4 5 6 7 8 9 10 11 12

35(31|33[15|24(29| 6 [14| 8 §51 |64 |83

33(31|129|15(24| 8 | 6 |1435|51 64|83

312412915 |14| 8 | 6 §33|35|51|64|83

Figure 7.7. Partially sorted array during Heapsort.

More precisely, at the end of iteration j, 1 < j <wn, the elements
A[1]---A[n — j] form a heap and the rest of the elements, those in A[n — j +
1]- - - A[n], store the j largest numbers of the original array in increasing order.
The initial stage is considered here as the end of iteration 0. Figure 7.7 shows
the array corresponding to the heap of Figure 7.3 at the end of iterations 3, 4,
and 5. The heap is to the left of the black bar, the partially sorted array to its
right.

In iteration j, the largest element of the heap, the one stored in position 1, is
swapped with the last one in the current heap. This places the extracted element
into its final position in the sorted array. Then the heap has to be updated, but
we are in the special case in which all the elements satisfy the heap property,
except possibly the root. The heap can thus be repaired, in time O(log j), by
a single application of Heapify, in which the second argument is used to limit
the scope of the current heap. Overall, the updates will take

n n
Zlogj < Zlogn = O(nlogn),

j=1 j=1
and the formal algorithm is given by

Heapsort(n)
Buildheap(n)
for j «— nbystep —1to2
A[l] «— A[/J]
Heapify(1, j — 1)

In fact, Heapsort consists of two quite similar loops. The first builds the
heap and the second retrieves repeatedly the largest element remaining in the
heap. An easy way to remember the varying parameters of Heapify is the rhom-
bus shaped diagram in Figure 7.8. It shows in its upper part, corresponding to
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112 7 Heaps

Figure 7.8. Schematic of the parameters of Heapsort.

Buildheap, that i passes from /2 to 1 while j stays fixed at n; in the lower part,
i remains equal to 1, but j decreases from 7 to 2.

As a final note it should be mentioned that though the definition of a heap
given herein places the largest element at the root, one could clearly also define
a min-heap with the smallest element on top and with the obvious adaptations
to the earlier procedures. What we have defined as a heap is therefore often
referred to in the literature as a max-heap.

Exercises

7.1 Given are two heaps A of size m and B of size n. The heaps are given
explicitly as binary trees, not as arrays. Assume that all m + n elements
are different, that m = 2% — 1 for some integer k and that m/2 < n < m.
The task is to build a heap C consisting of the elements of A U B.

(a) What is the depth of the tree A, and what is the depth of the tree B?

(b) What will be the depth of the tree C?

(c) Suggest an efficient algorithm for the construction of C. What is its
complexity?

7.2 What happens to the correctness and efficiency of the Buildheap procedure,
if one changes the control of the main loop from

for j <— 5] by step —1to 1 to

(a) forj «—nbystep—-1tol ?
(b) for j«— 1ton ?

If the procedure does not work, show a counterexample with smallest pos-
sible n.
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Exercises 113

7.3 A possible generalization of a heap is a ternary heap, which is a full ternary
tree (each internal node has 3 children). The procedure Heapify is gener-
alized accordingly to Heapify3.

(a) A full ternary tree can also be represented as an array. How does one
pass from a node to its three children? How from a node to its parent?

(b) To remove the maximum element and then restore the heap, how many
calls to Heapify3 and how many comparisons on each level of the tree
are needed?

(c) What may be concluded in comparison with binary heaps?

7.4 Let T be a binary tree in which each node is annotated by a pair of integers
(s, h). T is a search-heap if it is a search tree according to s and a heap
according to A.

(a) Given is the following set of (s, k) pairs: {(26, 16), (17, 8), (5, 1),
(24, 34), (12, 5), (41, 12), (49, 3), (52,9), (54, 29), (34, 2), (38, 14),
(10, 6)}. Build the search-min-heap and the search-max-heap for this
set.

(b) Assuming that all s-values are different, and all h-values are different,
show that there is exactly one search-heap (more precisely, one for min,
one for max) for any set of pairs.

(c) For a given such set of (s, 1) pairs, write an algorithm for the construc-
tion of the corresponding search-heap.

7.5 Suggest a data structure supporting the following operations in the given
time complexities:

(a) Build in time O(n) for a set of n elements.

(b) Insert(x), inserting a new element x into the structure in time O(log n).

(c) min and max, finding minimum and maximum elements in time O(1).

(d) delete-min and delete-max. removing the minimum and maximum
elements in time O(log n).

7.6 Apply Heapsort with a max-heap to sort an array of length n into increasing
order. How many comparisons and swaps are executed if the array

(a) is already given in increasing order?
(b) is given in decreasing order?
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Sets

8.1 Representing a Set by a Bitmap

The topic of this chapter is different from that of the previous ones, in that a
set is not a data structure, but rather a mathematical entity that appears fre-
quently enough in our programs to raise the question of how to implement it
efficiently. Generally, a set S = {ay, ay, . .., a,} of n elements is defined, and
one is interested in certain subsets of S and their interactions.

A straightforward representation of a subset is by means of a bitmap, also
referred to as a bit-vector, which we have encountered already in the example
of Section 3.4.1. A subset C € S will be represented by the bitmap B(C) =
biby - - - b, of length n, in which b; = 1 if and only if a; € C. For example, if
n = 10 and C = {a», a¢, a7}, then the corresponding bitmap is

B(C) = 0100011000.

For the entire set, one gets B(S) = 1111111111 and for the empty set B(J) =
0000000000. Intersection, union, and complementation are handled with the
corresponding Boolean operators:

BXNY)=BX)ABY),
BXUY)=BX)Vv BY),
BX) = BX),

where X denotes the complementing set S \ X, b = 1 — b is the complement-
ing bit of b, and the complement of a bit-vector is the vector of the bit-
complements.

If the size of the set n is relatively small, it may fit into a computer word
(32 bits) and all the operations can then be performed in a single step, but even
for larger n, the necessary operations are simple loops and easily parallelized.

114
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8.1 Representing a Set by a Bitmap 115

It will be convenient to prepare a set of masks I, ..., I,, which are bitmaps
representing the singletons {a,}, ..., {a,}, respectively, that is, I; = 1000 - -,
L, =0100---, 5 =0010---, etc. Some of the basic operations can then be
translated as follows:

add element a, to the set X BX) «— BX) Vv I,
delete a, from X BX) «— BX) AT
check whether a, € X if ( BX)AL)=1,

check whether Y C X if (BX)ABY))=B(Y)

This set representation is familiar to all users of the Unix operating system,
in which the access rights to a given file are represented by a string of the form
-rwxXrw-r—, for example. This would mean that the owner may read, write
and execute the file, other members of the group the owner belongs to may
only read or write, and the rest of the users has only read access. In fact, the
access rights may be written as a bitmap of length 10, since the interpretation
of each bit position is fixed. For example, the third bit from the left indicates
whether the owner has write permission. The preceding string would thus be
0111110100. Indeed, it is customary to set the access rights by the chmod com-
mand, using the octal representation of the 9 rightmost bits. For example the
command setting the given string would be

chmod 764 filename.

Another instance of representing a set by a bitmap has been encountered
in Section 3.2: the rows of the adjacency matrix of a graph give the sets of
outgoing edges, whereas the columns correspond to the incoming edges for all
the vertices.

8.1.1 Application: Full-Text Information Retrieval

Computers were initially just large machines performing calculations, and it
took some time to realize that they can also be used to manipulate large texts.
This might seem obvious for somebody growing up with internet access, but
in the 1960s when large Information Retrieval Systems were built, this was a
small revolution. The basic algorithms in these systems process various sets,
which is why they are a good example for the topic of this chapter.

The general problem can be described as follows. In the background, a large
corpus of natural language texts 7 is given and may be pre-processed. The
system is then accessed by means of some guery Q, and the task is to retrieve
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116 8 Sets

all the passages that satisfy the query. For example, the query could be
Q = information AND (processing ORr retrieval), (8.1)

and it could retrieve all the documents of 7' containing the first term and at least
one of the other two. As extension, if the number of text passages satisfying Q is
too large, one could be interested only in the most relevant results. To continue
the example, one might restrict the retrieval to documents containing one of the
phrases information processing or information retrieval, and not just happen
to include the terms without any connection between them.

The algorithms to be used actually depend on the size of the underlying
textual database. For small enough texts (and the definition of what small means
clearly changes with time), a brute-force approach may be feasible, using a
fast string matching algorithm, like the one of Boyer and Moore presented in
the first chapter. For larger corpora, even a fast scan may take too long. The
solution, called inverted files, is then to build the following auxiliary files.

¢ Adictionary D, containing the lexicographically sorted list of all the different
terms in 7'; and

¢ A concordance C, containing, for each term x € D, the sorted list L(x) of
the exact references of all occurrences of x in 7. These references may be
given as coordinates, which can be just document numbers, or when more
fine grained queries are to be supported, the coordinates can be tuples, as
(document, paragraph, sentence, word), or in any other hierarchical form.

The algorithm processing a query Q would then access the dictionary D with
all the terms of Q and get there pointers to their coordinate lists in C. These
lists have then to be merged or intersected, according to the Boolean structure
induced by the query. For the example query, the sought list would be

L(information) N (L(processing) U L(retrieval)).

In the case more precise metrical constraints are supported, the intersec-
tion is more involved. Suppose the query is X [¢] X', meaning that we are
looking for occurrences of X and X’ within the same sentence, but at most £
words apart, with £ = 1 standing for adjacent terms. Thenif (d, p, s, w) € L(X)
and (d’, p’,s’,w’) € L(X"), this pair of coordinates should be retrieved if it
satisfies

d=d n» p:p/ A s=s A |w_w/|§£

For queries caring only about the document level, bitmaps acting as occur-
rence maps can be used, as explained in Section 3.4.1: the length of each bitmap
will be the total number of documents in the system, and the bit in position i of
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8.2 Union-Find 117

the bitmap B(A) of term A will be set to 1, if and only if the term A appears in
document i. The query (8.1) would then be processed by evaluating

B(information) A (B(processing) Vv B(retrieval)),

and the list of document indices to be retrieved would just be the list of the
indices of the 1-bits of the resulting bitmap.

8.2 Union-Find

In many applications involving sets, the scenario is the following. Given is
aset S ={xy,...,x,} of n elements and its partition into k disjoint subsets
S1, ..., Sk that is,

S:USi and SiNS;=0 for i#j.

Two operations are to be supported:

(1) Find(x): given an element x € S, find the index of the (unique) subset S; C
S to which x belongs, i.e., x € Sj;

(ii) Union(S;, S;): merge the subsets S; and §; into a single subset and return a
pointer to the merged set.

If the partition is given and static throughout the process, one could use a
simple array R of integers to implement the Find operation, by defining

R[i]=j ifandonlyif x; €S; forl <i<n, 1 <j<k

This would enable a constant time evaluation of Find(x). A Union(i, j) request,
however, would force a linear scan of the array, to change all i entries to j or
vice versa, and would thus cost 2(n).

To improve the time complexity of the Union command, one could think of
representing each set S; in the partition as a circular linked list with a sentinel
element containing the index i of the subset. The lists can then be concatenated
in time O(1) as already mentioned in Section 2.4.1, but given an element x,
one needs to follow pointers until getting to the sentinel element to retrieve the
name of the set in a Find command, so the number of steps may be the length
of the subset, which could be Q(n).

This dilemma should remind a similar one of the beginning of Section 4.1,
concerning the efficient implementation of a data structure supporting both effi-
cient searches and updates. The compromise there was to pass to a tree struc-
ture, and a similar idea will be useful also for the present case.
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Figure 8.1. Representing disjoint sets by rooted trees.

8.2.1 Representing a Set by a Forest of Rooted Trees

Each element of the set S will be associated with a node in some tree. A set
in the partition will be represented by a rooted tree, which is a tree in which
every node has only one outgoing pointer, to its parent. Figure 8.1 displays three
such rooted trees. Using again the notation v, to design a node containing the
value x, the root of the leftmost of the trees in Figure 8.1 is vy4, and it has two
children, the leaf v4 and vy, which has a single child v}9. Note that the pointers,
symbolized by the solid arrows, are pointing upward, so it is easy the reach the
root from any node in the tree, but there is in fact no way of passing from a root
to any of its offsprings.

We shall use the convention to name a set according to its root. The three
trees in Figure 8.1 therefore represent the sets Sy4, S1g and Sg. To implement the
Find operation, an array of pointers is used, allowing direct access to each of
the nodes. This array is shown on the left-hand side of the figure. For example,
to process Find(x3), the array is accessed at entry 3 that contains a pointer to the
node v3. From v3, one follows then a series of parent pointers, passing through
vi9 and vy, until reaching v4, which is recognized as the root, because its out-
going pointer is NIL. The conclusion is that x3 € S14. Similarly, one would get
that xy9 € Sig and that xg € Sg, so there is no danger of confusing an element
and the set it belongs to. The number of steps needed for Find(x) is thus related
to the depth of x in its tree.

The merging of two sets for the Union(S;, ;) command is achieved in
O(1) time by letting one of the roots point to the other root. For example, for
Union(Sy4, S;3), one could set either

parent(vy4) <— Vi3 or parent(vig) <— V4. (8.2)
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Figure 8.2. Worst case for Find.

Suppose the first possibility is chosen and that a Find(x3) command is issued
again. This time the pointer chain would not stop at v4, but continue to the new
root v;g of the merged set, resulting in the new conclusion that x3 € Sis.

It should be noted that we restrict our attention here only to the Union and
Find commands, and shall not deal with other operations like inserting or delet-
ing nodes into one of the trees. We may therefore assume that the given form
of a tree has been achieved by a series of Union operations, where initially the
partition of the set S was into n singletons {x}, ..., {x,}. A second observa-
tion is that our discussion in terms of trees is for convenience only, and that
the forest may well be represented simply by an array P of parent indices. For
example, the array for the forest of Figure 8.1 would be

1 2 3 4 5 6 7 8 9 ..~ 17 18 19 20 21 22

1419119141810 |5 |9 18-~ 3]0 1]5]6]18

with the NIL pointer represented by the value 0, for example for P[6].

So far, the solution suggested by these rooted trees does not seem satisfac-
tory. While Union can be performed in O(1), Find might require €(n), so this
does not improve on our previous attempts. There is, however, still a degree of
freedom that has not been exploited: there are two possible choices in (8.2) for
merging two sets, and we might take advantage of that.

To see how the two ways of merging two trees can influence the depth of
the merged tree, consider the tree labeled A in Figure 8.2, representing a tree
of depth m — 1 with m nodes, which is the worst possible form in this context.
There is only one way of getting such a tree by Union operations: the last step
must have been the merging of a single node, like the tree labeled B, with a tree
of depth m — 2, like the tree labeled C. Moreover, the Union must have been
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120 8 Sets

performed by letting the root of C point to that of B, as indicated by the broken
line arrow in the figure. Had we chosen to let B point to C, the resulting tree
would be like the one labeled D, and not A.

This leads to the intuition that to avoid degenerated trees and thereby restrict
the depth of the trees, one should prefer, in the Union steps, to let the smaller
tree point to the larger one.

The question is then, how should one define which of two trees is the smaller
one? Two plausible definitions come to mind: referring to the depth or to the
number of nodes. That these are not equivalent can be seen by inspecting again
the trees of Figure 8.1. The left tree S14 has 8 nodes and depth 4, whereas the
middle tree Sig has 10, thus more nodes, but is only of depth 2. So how should
we decide to perform the merge? Since the purpose is to restrict the depth of
the trees, it seems natural to take the depth as criterion for smallness. We shall,
however, do exactly the opposite.

The total number of steps to be performed depends obviously on which ele-
ments will be searched for. Lacking any reasonable model for these elements,
we shall assume that all the nodes will appear once in a Find command, and use
the total number of steps in these n Find operations as comparative measure.

Let us compare the two possibilities for merging the leftmost trees of Fig-
ure 8.1. If v;g will point to vy4, the depth of the merged tree will remain 4 as for
S14, a Find on any of the 8 nodes of S;4 will take the same number of steps as it
did before the merge, but a Find for any of the 10 nodes of S;g will require one
more step than before, as the search will have to traverse the additional pointer
from vg to vi4. The increase caused by the merge is thus of 10 steps. On the
other hand, if v4 will point to vg, the depth of the merged tree will become 5,
a Find on any of the 10 nodes of S;g will take the same number of steps as it
did before, but a Find for any of the 8 nodes of S14 will require an additional
step, giving together a total increase of just 8.

The simple explanation for this fact is that the depth of a tree may be deter-
mined by a single leaf on the lowest level, while the complexity of applying
Find should depend on the levels of all the nodes, according to our model. The
conclusion is that when applying Union, the smaller tree in terms of number of
nodes should point to the larger one.

8.2.2 Depth of Trees in Union-Find Forests

Even though the criterion for deciding how to merge the trees is based on the
number of their nodes, we are still interested in a bound on the depths of the
resulting trees, since this is also a bound on the complexity of the Find opera-
tion. Fortunately, a precise bound can be derived.
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Figure 8.3. Schematic of inductive step.

Theorem 8.1. If the Union operations are implemented by letting the tree with
the smaller number of nodes point to the tree with the larger number of nodes,
then the depth of a tree with m nodes is at most |log, m].

To get a logarithmic depth might have been expected, but why should the
base of the logarithm be 2? The log, n depth we encountered earlier was due
to the fact that the trees were binary; m-ary trees, like the B-trees of Chapter 6,
had a depth of O(log,, n). Our rooted trees are not binary, and in fact, there is
no limit on the number of children a node can have, since no explicit pointer to
the children is kept. So what is the explanation of the base 2 of the logarithm?
We shall return to this question after the proof.

We saw already in Section 5.2 that a theorem with such a formulation might
be hard to prove, which is why it will be convenient to formulate another, equiv-
alent, theorem, by changing our point of view. Instead of assuming the number
of nodes is given and deriving an upper bound on the depth, we assume that the
depth is given and derive a lower bound on the number of nodes.

Theorem 8.1, If the Union operations are implemented as described earlier,
then the number of nodes in a tree of depth / is at least 2.

Proof By induction on the depth A. For each depth, let us consider the minimal
tree, defined as a tree with smallest number of nodes among all trees attaining
this depth. This is no real restriction, because if one shows a lower bound on
the number of nodes for a minimal tree, this bound holds even more so for
nonminimal trees of the same depth.

For h = 0, the only possible tree consists of the root alone, like the tree
labeled B in Figure 8.2. Indeed, it has 2° = 1 node. This is enough to prove the
basis of the induction. Just for the exercise, let us also check the case & = 1.
A tree of depth 1 must have at least one node on level 1, and one (the root) on
level 0, like the leftmost tree in Figure 4.3. The number of its nodes is 21 =2,
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Assume now the truth of the statement up to depth 7 — 1 and let us show it
for h. Let T be a minimal tree of depth /. Since any tree is the result of a Union
of two other trees, let us call L and R the two trees merged to yield 7. More
precisely, we assume that as a result of the Union, the root of L points to that
of R. as depicted in Figure 8.3.

The depth of T being A, this can be obtained either if R itself is already of
depth A, or if L has depth 2 — 1. The first possibility has to be ruled out: R being
a subtree of 7', it has obviously less nodes, contradicting the assumption that
T is minimal. It follows that the depth of L must be & — 1, so the inductive
assumption can be applied to yield |L| > 2"~!, where |X| denotes the number
of nodes in a tree X.

What is the depth of R? If it were & — 1, we could reach the desired conclu-
sion, but R can be much more shallow. Nevertheless, we can bound its size, not
by the inductive hypothesis, but by the rules of the Union algorithm. Since L
points to R, the latter must have at least as many nodes as the former.

Summarizing, given any tree G of depth h, we get

|Gl = IT| = ILI + IRl = |L| + L] = 2"~ " 2" = 2", (8.3)

where the first inequality is due to the minimality of T, the second to the rules
of Union, and the third to the inductive assumption. [ ]

The proof also solves the riddle posed earlier about the base 2 of the loga-
rithm. Although the unified trees are not necessarily binary, the Union opera-
tion itself is a binary operation in the sense that it is always applied on a pair of
trees. This implied the doubling of the number of nodes with each new level,
as shown in eq. (8.3).

Note that a consequence of the theorem is that not all the shapes of trees are
possible. In particular, the leftmost tree of Figure 8.1 cannot be obtained by the
given Union commands, because with depth 4, it would need at least 16 nodes.
The smallest tree of depth 2 cannot consist just of a chain of 3 nodes, as tree A
of Figure 8.2, but needs at least 4 nodes, as the rightmost tree in Figure 8.1.

There is still an open question: how do we know the size of each tree? A
tree is identified by its root, but there are no outgoing pointers from there. Even
if there were, it would not be reasonable to evaluate the size on the fly. The
solution is to keep track of the sizes of the trees from the beginning. A field
size(x) will be added to each node, indicating the number of nodes (including
itself) in the (sub)tree rooted by x. Initially, all the sets are singletons and all
sizes are 1. In a Union, when x will be set to point to y, the only node for which
the size field needs an update is the root y of the unified tree, for which

size(y) = size(y) + size(x).
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Figure 8.4. Path compression.

8.2.3 Path Compression

The performance of the Find can be improved at almost no cost with the follow-
ing simple amendment, known as path compression. Consider the tree labeled
A of Figure 8.4 and suppose the command to be executed is Find(x3) as before,
which leads us to the emphasized node in the tree. The algorithm inspects then
all the nodes on the path from v3 to the root vy4. If there is subsequently another
Find(x3) command, does it make sense to traverse the same path again, includ-
ing vi9 and vy ?

In binary search trees we would like to have as many nodes as possible close
to the root, but the space there is limited; hence, most of the nodes have to be
at logarithmic depth, which implies a logarithmic search time. However for the
special trees of this chapter, the shape of the tree is not useful in itself, but
rather a byproduct of the way a Union is performed. From the point of view of
optimizing the Find, it would be preferable if all the elements in a tree would
directly point to the root, which is possible since there are no limitations on
incoming edges.

The idea is thus to take advantage of the fact that the Find command visits a
chain of nodes, by letting all these nodes ultimately point to the root of the tree.
The tree labeled B of Figure 8.4 shows the modified tree, in which v; and vy
point directly to the root vy4 (v is also on the path, but its parent pointer was
already to the root). The tree labeled C is the same tree, but redrawn in the more
standard way to emphasize how path compression will result in a tendency of
the trees to get flatter.

For any Find(v) command, there is hardly any loss caused by the additional
pointer updates, but there is a large potential gain, not only for the nodes on the
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124 8 Sets

path from v to the root, but also for all the nodes in the subtrees rooted at any
of the nodes on this path. For the preceding example, if one searches for v;;
after the search for vs, the root will be reached by 2 parent-pointers, instead of
4 without path compression.

Evaluating the depth of the trees for this case is not a simple task. It clearly
depends on which elements have participated in a Find command, so the worst
case did not change. On the other hand, in the long run, all the trees might end up
with depth 1, if there are enough Find queries. We give here the complexity of
the procedure without proof or details: using an appropriate model, the average
cost of a Find on a set of n elements will be O(log* n). The function log* (also
called iterative logarithm or log star) is the number of times the function log,
can be applied iteratively until the result is < 1. For example, reading right to
left,

0.54 = log,(1.45 = log,(2.73 = log,(6.64 = log,(100)))),

thus log*(100) = 4. This function grows extremely slowly: the lowest argu-
ment for which log* will be 5 is 2! = 65536, and it will stay at value 5 for all
reasonable numbers (up to 29333%). For any practical use, we can thus consider
log* n as being a constant, even though theoretically, it tends to co.

The following table summarizes the complexities of applying a single
Union-Find operation on a set of n elements. The values correspond to worst
cases, except the Find in the last line:

Union Find
Simple array O(n) o)
Linear linked list o(l) O(n)
Rooted trees o(l) O(n)

Smaller tree pointing to larger O(1)  O(logn)
With path compression O(1) O(og*n) average

8.2.4 Formal Algorithms

The formal Union-Find algorithms, including all the variants mentioned earlier,
are given in Figure 8.5.

It uses the array implementation of the trees, so the parameters are indices
in {1, ..., n} rather than nodes or sets. The field size(x) of a node v, is imple-
mented here as an additional array size[]. The first while loop in Find reaches
the root of the tree. At the end of this loop, the index of the root is stored in
y. The second loop implements path compression and traverses again the path
from v, to v, letting each node now point directly to the root.
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Union(v, w) Find(x)

if size[v] < size[w] then y<—x
Plv] «— w while P[y] # 0 do
size[w] <— size[w] + size[v] y <— Pyl
return w while P[x] # y do

else 7<— X
Plw] «— v x <— P[x]
size[v] <— size[v] + size[w] Plz] <—y
return v return y

Figure 8.5. Formal Union-Find algorithms.

Exercises

8.1 The game of Hex is played on a honeycomb like board, representing a
2-dimensional matrix of n x n hexagonal cells. Two cells are considered
adjacent if the hexagons share a common side. The players B and W alter-
nate to pick at each turn one of the free (gray) cells, which is then colored
black, respectively white. The winner is the first to build a sequence of adja-
cent cells of the same color that connects opposing edges of the matrix, for
example NW to SE for B, or NE to SW for W. A possible situation after 9
turns for each of B and W is shown in Figure 8.6.

Figure 8.6. The game of Hex, withn = 11.

Show how to implement a program that checks after each turn whether
the last move was a winning one.
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126 8 Sets

8.2 The Union algorithm sets the smaller tree as a subtree of the larger one,
where small and large are defined in terms of the number of nodes. If
instead small and large are defined in terms of the depths of the trees, how
will this affect the bound on the depths of all the trees in the forest?

8.3 The Minimum Spanning Tree problem for a graph G = (V, E) with weights
w(x,y) on its edges (x,y) € E has been presented in Section 3.1.1. One
of the algorithms solving it is due to J. B. Kruskal. The edges are first
sorted into nonincreasing order according to their weights, and the tree T
is initially empty. The edges are then considered in the given order, and an
edge is adjoined to T unless it closes a cycle. The algorithm stops when
there are |V| — 1 edgesin 7.

(a) What is the complexity of Kruskal’s algorithm when BFS or DFS is
used to check whether an edge closes a cycle?

(b) What is the complexity when Union-Find is used instead?

(c) What is the connection between the trees in the Union-Find forest
and those forming the connected components of 7 at each stage of
Kruskal’s algorithm?

8.4 The expected depth of the trees when path compression is used has been
stated previously to be bounded by log* n. Another analysis shows that
the bound is a(n) = A~!(n, n), which is known as the Inverse-Ackermann
function, which also grows extremely slowly. One of the definitions of Ack-
ermann’s function is

n+1 ifm=0,
A(m,n) = Am—1,1) ifm>0 A n=0,
A(m —1,A(m,n — 1)) otherwise.

Show that the elements A(n, n) forn =0, 1,2, 3, are 1, 3, 7, 61, respec-

tively. The next element in the sequence would already be A(4,4) =
226563(\ _ 3
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Hash Tables

9.1 Calculating instead of Comparing

In what we saw so far, the search time for an element could be reduced from
O(n) to O(log n), which is a significant improvement. However, even logarith-
mic time might be, for certain applications, too high a price to pay. Consider,
for instance, a very large computer program, with thousands of variables. We
sometimes write quite complicated arithmetic expressions, involving many of
these variables, and having to search for the values of each of them may impair
the execution time.

We can get faster access by changing the approach altogether. In previous
chapters, an element x was sought for by comparing its value to that of some
elements stored in a list or a tree, until x was found or could be declared as
missing. The new approach is to access the data structure at an address which
is not the result of a comparison, but which can be calculated by means of x
alone.

The basic idea is not new and is familiar to everybody. Many institutions,
like schools, stores, hospitals, or clubs, used to assign membership numbers to
their students, clients, patients, or members. If a group had n adherents, these
numbers were 1 to n, and information about member i was stored in a table
T at entry T[i]. With the growing number of such organizations, it became
unpractical to manage different indices for a single person, and it was preferred
to use some official, unique, identification number, which is provided in many
countries to each of their inhabitants as ID or Social Security number. These
numbers need to be larger and consist generally of 8 to 10 digits.

It is obviously not reasonable to allocate a table with a number of entries
of the order of 1 billion, only to get direct access to some n elements by using
their ID numbers as index, when n may be a few hundred. The 8- to 10-digit ID
number should thus be shortened. This has been realized by bank tellers long

127
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128 9 Hash Tables

ago, when they had to compile, by hand, a list of the check numbers for a batch
of checks: they do not use the full check numbers, but rather only their, say,
three rightmost digits, hoping that there are no clashes.

This simple idea has then been generalized as follows. We assume that the
identifiers of the elements, large numbers or character strings, are drawn from
some very large, or even infinite universe {/; we further consider a table 7" with
M entries, into which the information about the elements has to be stored. The
problem is to find an appropriate function

hetd — {0,1,...,M—1)

so that the element identified by X should be stored in T at A(X). Additional
constraints on the function / are as follows:

(1) It should be easy to evaluate (X ) for any X.
(i) The values h(X) should be evenly distributed over the possible table
entries.

If the first condition is not met, the evaluation of A(X) might take longer than
the sequence of comparisons it was designed to replace. The second condition
is needed to assure that there are not too many collisions. Hoping that there will
be no collisions at all is not realistic: the universe U is often much larger than
the set {0, 1, ..., M — 1}, so the function A cannot be injective, and since we
have generally no control of which subset of I/ will be chosen, we shall have
to cope with pairs of different identifiers X and Y, such that #(X) = A(Y).

The challenge is therefore to come up with a good compromise between
the two demands. If the choice of the function # is too simplistic, like in the
example of the bank teller, for which 2(X) = X mod 1000, the distribution of
the h(X) values can be strongly biased for certain applications. The problem
with considering only the last few digits is that all the other digits of X have
no influence on /(X). This could give biased results for subsets of ¢/ in which
mostly these other digits vary. We would prefer a function for which every bit
in X is significant, and the resulting value should be obtained by reshuffling
all the input bits in some sophisticated way, that is nevertheless fast to imple-
ment. Such functions are therefore known under the name of hashing or hash
functions, and the tables storing elements at indices obtained by applying hash
functions are called hash tables.

Our study of hashing will first concentrate on possible functions, and then
deal with various strategies to handle the unavoidable collisions. We also
assume for the moment that elements may be added or searched for, but not
deleted from the table. Deletion is problematic for hashing, and we shall deal
with it later.
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9.2 Hash Functions

The following is an example of a simple hash function, known as Middle square
method and attributed to John von Neumann. Starting with a natural number
n > 0, its hash value should fit into a table of size 2™, for some given integer
m, so that the index should consist of m bits. One can, of course, represent n
in its standard binary form in k = 1 4 |log, n] bits, and take a subset of m of
these bits. Taking the rightmost m = 3 bits was the check number example, and
any other proper subset would have the same flaw of not letting all the input
bits influence the hash value. To overcome this, take first the square of n. If
the binary form of n is n = by - - - byb1 by, then the rightmost bit of n? is b%.
The next to rightmost bit is b1by @ bob;, where & stands for addition modulo
2, and will always be 0. The closer the bit position i is getting to the middle of
the 2k bits representing 12, the more bits of the representation of 7 are involved
in the determination of the bit at position i. The hash function will therefore be
defined as the middle m bits of the 2k bits of nZ. Formally, let ¢ = k — % be the
number of bits to be ignored at the right end of n?, then

h(n) = (1n*/2"]) mod 2™.

For example, consider n = 1234567 and m = 16 bits. The number of neces-
sary bits to represent 1 is k = 21. Squaring n, one gets n> = 1524155677489,
which is

010110001011011110110000011111101100110001

in binary. The decimal value of the emphasized middle 16 bits is 62991, so we
conclude that £(1234567) = 62991. The middle square method has been sug-
gested as a pseudo random number generator, but it fails many randomness tests
and is not recommended. It is brought here only as example for the construction
of hash functions.

The next example, taken from the data compression component of some
operating system, will illustrate the choices in the design of a hashing function.
The universe U consists of all the possible character pairs, and they are to be
hashed into a table 7" with 2048 entries. An index into 7 is accordingly of length
11 bits, but, using the standard 8-bit AscII representation for a character, the
input consists of 16 bits. Figure 9.1 shows the evaluation of the hash function
for the pair (Y, V).

The characters are first converted into their binary Ascu equivalents and then
moved together, so that the overlapping part is of length 5 bits. Then some
Boolean operation should be applied: an OR operation would produce too many
1-bits, and an AND operation would favor 0-bits, so a better choice seems to be
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Y 01011001
v 01010110
h(YV) 01010011110

Figure 9.1. Example of hashing two characters to 11 bits.

to apply XOR. The mathematical definition is thus
h(x,y) = (8 X x) XOR Y,

where the multiplication by 8 simulates a left shift of 3 bits.

While at first sight this function seems to fulfill all the constraints, applying
it to an input file consisting mainly of textual data gives disastrous results: prac-
tically all the items are then squeezed into just one quarter of the table, between
indices 512 and 1023. The reason for this strange behavior is that the AscI1 rep-
resentations of most printable characters, including all lower and upper case
letters, start with 01 in their two leftmost bits. Since the overlapping part of
the two bit-strings in the definition of the hash function 4 covers only the five
rightmost bits of the first parameter, most of the resulting 11-bit values will
remain with this 01 bit-pattern in their two leftmost bits, as seen in the example
of Figure 9.1.

To rectify this deficiency, the bit-strings are cyclically shifted so as to move
the leading 01 bits to the overlapping part; they then get a chance to be modified
by the x0OR operation. Figure 9.2 shows the result of this amended function, in
which the first parameter is cyclically shifted left by 4 bits, and the second
parameter by 5 bits. The previously leading O1 bits are emphasized to show
their new positions.

The mathematical definition of the modified function is

hx, y) = (((x mod 16) + [x/16]) x 8) xor ((y mod 32) + [y/32]).

The resulting function takes only slightly more time to be evaluated, as a cyclic
shift is a basic operation in assembly languages, but the distribution of the val-
ues over the possible table entries will be much more uniform, even for purely
textual input.

The simplest way of adapting the range of a hash function to fit a given
table size M is to use the remainder function A(X) = X mod M, returning

Y 10010101
v 11001010
h(YV) 10001100010

Figure 9.2. Example of improved hashing of two characters to 11 bits.
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9.2 Hash Functions 131

values in the range [0, 1, ..., M — 1]. We saw already that the usefulness of
such a function may depend on the value of M. For instance, as explained
earlier, M = 1000 is not a good choice. For similar reasons, M = 1024 is not
much better: even if there is no obvious connection between the digits of X
and A(X) = X mod 1024, notice that 1024 = 2% is a power of 2, so if X is
given in binary, A(X) is again just the extraction of the 10 rightmost bits.
Returning to the previous example, the binary representation of X = 1234567
is 100101101011010000111, and that of X mod 1024 = 647 is 010000111.

Actually, M does not need to be a power of any number to yield a skewed
distribution for certain input sequences. If M is even, then every even input
value X would imply that X mod M is even. So if all the elements to be hashed
happen to be even, half of the hash table, the entries with odd indices, would
be empty! If M is a multiple of 3, a similar bias can be observed, and in fact, M
should not be chosen as a multiple of 2, or 3, or 5, or any other smaller constant.
This restricts the potential choices for M only to numbers that are not multiples
of any others — that is, M should be a prime number.

Background Concept: Prime Numbers

A prime number is an integer larger than 1 that is divisible only by 1 and
by itself. Many properties of prime numbers were known already to the
Ancient Greek, but only in the last 100 years or so has their usefulness
been discovered for many applications, in particular in cryptography. A
natural number that is not prime is called composite.

There are infinitely many prime numbers, and the number of prime
numbers up to n is approximately ;. The difference between consecu-
tive prime numbers can become arbitrarily large, but can be as small as
2, for example, for 99989 and 99991. Such pairs are called twin primes,
and it is not known whether there are infinitely many of them.

The simplest way to check if a number p is prime is by trying to divide
it by smaller primes 2, 3, 5, up to ./p. If no divisor has been found, then
p must be prime. This procedure is, however, not feasible for the large
primes, spanning hundreds of bits, used in cryptographic applications. To
check whether n = 249 — 3 is prime (it is not!), one would need about 22%
divisions, which requires billions of CPU-years even on the most powerful
computers. Fortunately, there are probabilistic algorithms allowing to test
the primality of a number in logarithmic time.

The suggested algorithm is therefore to choose a prime number M which
is close to the size we intended to allocate to the hash table, and to use as
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Figure 9.3. Distribution of hash values for King James Bible.

hash function
h(X) =X mod M.

This is an interesting case of a data structure for which it might be worth not
to exploit all the available memory to get a better performance. For example, if
there is enough space for 1000 entries, it may be better to prefer M = 997.

The following test shows the superiority of a prime sized hash table. The
King James Version of the English Bible is used as input, viewing it as a
sequence of blocks of length 4 characters each. There are 813352 such blocks
B, of which 27590 are different ones, and using the AscI1 representation of each
character, each block is considered representing a 4-byte = 32 bit integer. The
hash functions are B mod 200 and B mod 199. Figure 9.3 plots the number of
hashes to entry 7, for 0 < i < 200, for both functions.

The solid line corresponds to the prime value M = 199, and can be seen
fluctuating around the expected value 27590/199 = 139. The lighter, broken,
line corresponds to the nonprime size M = 200: the fluctuations are much
more accentuated, and there are peaks at regular intervals of size 8, both above
and below the average middle line. Such regular patterns are contradicting the
expected uniformity.

And what if the element to be hashed is not a number, but a character string?
This may happen, as in the example of variable names in a large computer
program. There is an obvious way to convert a character string into an integer,
using a standard encoding of the characters, like Asci. The C Programming
language even identifies characters with small integers from 0 to 255. To get
the number N corresponding to a character string S, just concatenate the ASCII
encodings of the individual characters of S and consider the resulting bit-string
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9.2 Hash Functions 133

as the binary representation of N. For example, for S = AB, we have Ascii(A) =
65 = 01000001 and asci(B) = 66 = 01000010; the binary representation of
N is thus 0100000101000010, so N = 16706.

This works for input strings of any length, just that the numbers to be
manipulated may get out of control. Taking, for instance, the string A-LONG-
EXAMPLE-STRING as input, the corresponding integer N would be 168 bits
long and correspond, in decimal notation, to

95256212776338074265 619361 588 642035558 695416974 919.

Most programming languages are not able to process such numbers with their
standard tools. What comes to our rescue are the handy properties of modular
arithmetic.

Background Concept: Modular Arithmetic
Let p be a fixed integer larger than 1 we shall call the modulus. For any
natural number n, n mod p is defined as the remainder of the division
of n by p, thatis nmod p=r if 0 <r < n and n can be written as n =
kp + r for some integer k. As the modulus is assumed to be fixed, we
may abbreviate the notation by setting 7 = n mod p, and call it the modulo
function. The following properties follow directly from this definition,

First note that 7 = 7, implying that the modulo function can be applied
once or more times without changing the result. It follows that for all inte-
gers n and m,

n+m=n+m and nXm=nxm,

which enables the decomposition of one operation on large arguments
into several operations on smaller ones. For example, for p = 13, let us
calculate 29 x 72 = 2088. Most of us will find it difficult to multiply these
number in their heads, and even more so to divide the result by 13 to find
the remainder. Applying the modulo repeatedly simplifies this task to

I9xT72=3xT7=21=8,

for the evaluation of which we need no paper or pencil.

For the evaluation of a large integer, originating from a character string,
modulo p, suppose the string is S = c;¢,— - - - cac1c0, Where the ¢; are
characters we shall identify with numbers between 0 and 255, like in C.
The numerical value N of S can be written as

N = ¢,256" + ;12561 + -+ - 4 ¢2256% + ¢1256 + co.
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By Horner’s rule, this can be rewritten as
N = (- ((¢256 + ¢,-1)256 + ¢,-2)256 + - - - )256 + co.

When evaluating N, we may apply the modulo function on each of the
nested parentheses, yielding

N = (- ((c256 + c;_1)256 + ¢;2)256 + - - - )256 + co,

so that at no stage of the calculation does the current value exceed p?.
Returning to the string A-LONG-EXAMPLE-STRING and choosing the
modulus as the prime number p = 2'® — 39 = 65497, we get that

N = (- ((65-256 + 45)256 + 76)256 + - - - )256 + 71 = 20450,

where all the operations could be performed with 32-bit integers. The
general algorithm is given by

N modulo p

a<—20
fori <— rto 0 step —1

a <— (ax256+c,~) mod p
return a

9.3 Handling Collisions

For a small enough set of arguments, it may be possible to model a custom
tailored hash function that is injective and thus avoids any collision. Refer, for
example, to the first 80 digits of & following the decimal point, and consider
them as a sequence of 20 four-digit numbers that we wish to hash into a table
of size 33, filling the table only up to about 60%, so there is ample space. The
numbers are

1415, 9265, 3589, 7932, 3846, 2643, 3832, 7950, 2884, 1971,
6939, 9375, 1058, 2097, 4944, 5923, 0781, 6406, 2862, 0899.

It may take a while and require several trial and error iterations, but an
appropriate injective function can certainly be found. Here is a possible one:
denote the four digits of a given number by m, ¢, x and i, from left to right,

Downloaded from http:/www.cambridge.org/core. Columbia University Libraries, on 31 Dec 2016 at 09:30:23, subject to the Cambridge Core terms
of use, available at http:/www.cambridge.org/core/terms. http://dx.doi.org/10.1017/CB0O9781316676226.010


http:/www.cambridge.org/core/terms
http://dx.doi.org/10.1017/CBO9781316676226.010
http:/www.cambridge.org/core

9.3 Handling Collisions 135

then

h(mexi) = <3m n GJ + {%J + (x+ P = c)) mod 33.

The sequence of the hash values for the preceding numbers is then

12, 13, 4, 1, 20, 29, 21, 24, 31, 18,
2, 23, 7, 17, 10, 28, 16, 19, 30, 11.

Suppose, however, that we would like to extend the sequence to include also
the following four-digit number of the digits of r, which is 8628. Applying
h gives h(8628) = 21, which collides with 4(3832). To repair this, the whole
work of the hash function design has to be restarted from scratch. Just choosing
the function at random will most probably not help: the number of functions
from a set of size 21 to a set of size 33 is 332!, and the number of one-to-one
functions for such sets is % The probability of choosing an injective func-
tion, by selecting arbitrarily one of the possible functions, is the ratio of these
numbers, which is 0.0002.

We have generally no a priori knowledge about the distribution of the ele-
ments to be stored in a hash table, but even if they are chosen at random from
a much larger set, there are high chances that some of the numbers may cause
a conflict, as illustrated by the following famous fact.

Background Concept: The Birthday Paradox

What is the probability that in a random group of 23 people, there are
at least two which share the same birthday? Most of us would estimate
it to be very low, yet it can be shown to be larger than % that is, it is
more likely to occur than not. This seems to be so surprising that many
are reluctant to accept it, even after having seen the mathematical proof,
which explains it being named a paradox.

Consider the complementing event of all the people in a group hav-
ing different birthdays. More generally, a set of n elements is given, from
which an element should be drawn at random k times, and we ask what
the probability would be that all k elements will be different.

The probability for the second element not to be equal to the first is %
The probability for the third element to be different from both the first and
the second is % and in general, the probability of the event E;, defined
as the ith element being different from the preceding ones, is ”’}‘1—“ All

the events E,, ..., E; should occur simultaneously, and since they are
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mutually independent, the probability of all £ elements being different is

k—1 .
() () TH(-2) o

n n n il n
This is a product of factors that all seem close to 1, and if there are just a
few factors, the product would still be close to 1. But in fact, the factors are
slowly decreasing, while their number grows. There will thus be an index
for which the product will not be so close to 1 any more. More formally,

let us just take the last § factors. Each of the left out factors being smaller
than 1, the product will increase:

k=1 i) kl( i) k1< k/2> ( k/2>k/2
I—-)< 1—-—-)< l—|=(1—-— .

Substituting k = 2./n, we get

<1 LYY ! 0.368
- — — - =0.368.
\/ﬁ n— 00 e

This shows that it suffices to choose randomly just of the order of /n
elements out on n, for large enough n, to get already collisions with prob-
ability larger than % In particular, for n = 365 and k = 23, the exact value
of the product in (9.1) is 0.493, so the probability of two people in a group
of 23 having the same birthday is 0.507. For a group of 40 people, it would
already be 0.891.

As example, consider the 25 first Nobel laureates, all those who got the
price in the years 1901-1904. Among them, Elie Ducommun (Peace) and
Svante Arrhenius (Chemistry) were both born on February 19. Moreover,
Henri Becquerel (Physics) and Niels Ryberg Finsen (Medicine) shared a
birthday on December 15.

The conclusion is that some strategy is needed resolving the case h(X) =
h(Y) for X # Y. One of the possibilities is to use the hash table as an array of
size M for header elements, each pointing to a linked list. An element Y with
h(Y) = k will be appended at the end of the list headed by the kth element, as
shown in Figure 9.4. To search for an element X, we first evaluate £ = h(X)
and then search in the list headed by £. In the worst case, all the elements might
hash to the same location, but if the assumption of the even spread of the hash

values holds, the average search time will just be e where n is the number
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Figure 9.4. Collision resolution by chaining.

of elements to be inserted. If n and M are of the same order of magnitude, the
average search time will be O(1).

This approach is called chaining and has the advantage that the number of
treated elements n might even exceed the size M of the table, so there is no
need to have an exact estimate of n prior to the initialization of the hash table.
However, for certain applications, one may wish to save the wasted space of
the pointers, and prefer to store all the elements directly in the table itself. This
can be achieved by the following methods, called open addressing.

The function A(X) returns a value between 0 and M — 1 that can be used
as an index into the hash table 7. If the spot is empty, X will be stored in T
at index A(X). Refer to Figure 9.5 to see what to do in case another element
Z hashes to the same value h(Z) = h(X), and should therefore be stored in the
same place. A similar situation arises when we arrive to our assigned seat in
the cinema, but find it occupied. Our reaction then probably depends on the
size of the occupant; if he seems considerably stronger than us, we rather find
an alternative place to sit. Here, too, Z will just move, for example, forward,
to the closest free table entry, leaping over a block of occupied ones, shown
in gray in the figure. In the example of Figure 9.5, the next spot is also occu-
pied, by Y, so Z can only be stored in the following one. If the bottom of the
table is reached, consider the table as cyclic and continue from the top. This
is easily implemented by indexing the table entries from O to M — 1 as shown,
and incrementing the index by 1 modulo M during the search for an empty
spot.
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M -1

Figure 9.5. Open addressing using following empty location.

This works fine as long as only a small part of the table entries is used.
When the table starts to fill up, the occupied cells will tend to form clusters.
The problem is that the larger the cluster, the higher the probability of a new
element being hashed into one of its locations, so the higher the probability of
this specific cluster getting even larger — this contradicts the requested uniform
spread of the values.

A better idea thus seems to be looking for an empty cell in jumps of size
k, for some fixed number k > 1 of table entries. If k is chosen prime to M,
that is, if the greatest common divisor of k and M, Gep(k, M), is 1, then this
jump policy will get us back to the starting point only after having visited all
the entries in the table. This is yet another incentive to choose M as a prime
number, since then any jump size & is prime to M, so every k is appropriate. In
the example of Figure 9.6, M = 13 and k = 5. Since h(Z) = 5 is occupied by
X, the current index is repeatedly increased by k. The sequence of the checked
indices, called the probe sequence, is 5, 10, 15 mod M = 2, and finally 7. This
is the first empty location in the order imposed by the probe sequence, so Z will
be stored there.

The truth is, that this last change is only a cosmetic one: there will still be
clusters just as before, they might only be harder to detect. To see this, consider
a probe sequence visiting the entire table. For the example with M = 13 and
k = 5, one such sequence could be 5, 10, 2,7,12,4,9, 1,6, 11, 3, 8, 0. This is in
fact a permutation of the table indices 0 to M — 1, and if we would rearrange the
table entries in the order given by this permutation, the same clustering effect
we observed earlier would also be evident here.
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Figure 9.6. Open addressing using a probe sequence in jumps of size k.

To avoid these clusters, one can replace the fixed jump size k used in the
case of a collision, by one which also depends on the element to be inserted.
In fact, this suggests using two independent hash functions /;(X) and hy(X),
which is why the method is called double hashing. The first attempt is to store
X at the address

L «— h(X).
If this entry is occupied, a jump size is defined by
k «— hh(X),

such that 1 < k < M. The following attempts to store X are then, in order, at
addresses

@+k)ymodM, {L+2k)ymodM, [£+3k)modM,...,

until an empty location (£ 4 rk) mod M is found at the (r 4 1)st index of the
probe sequence. The search for an element X is done accordingly. One first
checks whether X is stored at /;(X), and if not, one defines k as h,(X) and

checks at addresses /1 (X) + ik, fori = 1,2, , ..., until X is found or an empty
location is encountered. In the latter case, the conclusion is that X is not in the
table.

What would be a good choice for a second hash function h,(X)? The
requested range of values is between 1 and M — 1 (a jump size of 0 or M would
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results in a probe sequence of identical indices), so
h(X)<«—14+Xmod M —1)

seems to be appropriate. But M has been chosen to be prime, thus M — 1 will be
even, and we saw already that the function 2(X) = X mod Q, for a composite
number Q, is not recommended. This leads to the suggestion of using

hh(X) «— 1+X mod M,

where M’ is the largest prime smaller than M. The largest possible range for
hy(X) will then be obtained for M’ = M — 2. Indeed, such pairs of twin prime
numbers, differing only by 2, do exist, as mentioned earlier.

Summarizing, to apply double hashing, we first choose a pair of twin primes
M and M — 2, close to the size we wish to allocate for the hash table. The
functions can then be defined as

hi(X) «<— X mod M
hh(X) «— 14+ X mod (M — 2).

9.4 Analysis of Uniform Hashing

The idea of double hashing can be extended to the use of three, four, or more
hashing functions. Ultimately, this leads to a theoretical method, called uni-
form hashing, in which the number of independent different functions used,
fi, f2, f3, ..., 1s not bounded. In practice, the two functions used in double
hashing give already satisfying results, and the additional overhead of using
more hash functions is not worth their marginal expected improvement. Nev-
ertheless, we shall use uniform hashing as a theoretical model to evaluate the
performance of double hashing, which has been shown to give very similar
results, though using a more involved analysis.

Consider then an infinite sequence of hash functions f;(X), for i > 1. We
assume that they all behave well, that is,

Vi>1 Vjel0,...,M—1) Prob(f;(X) = j) = 7
and that they are mutually independent. Deviating from the notation used ear-
lier, for which &, (X) was an address in a table of size M, and h,(X') was a leap
size, we shall now adopt a more symmetric definition, in which all the f;(X)
are possible addresses in the table, so that in fact f1(X), f2(X), f3(X), ... is the
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probe sequence for X. The insertion algorithm is accordingly to try the loca-
tions f;(X) in order, until the first empty space is found. This also explains why
infinitely many functions are needed, and not just M: there is a (low) proba-
bility that f1(X) = f>,(X) = -- -, so one cannot assure that all the table entries
have been checked, for any finite sequence of tests.

The quantities to be evaluated are the numbers of trials needed to insert a
new element or to search for an element in the table. The analysis will be based
on the following observations.

(i) A first observation is that the number of trials needed to insert some ele-
ment X is equal to the number of trials to find X in subsequent searches.
Moreover, even the sequences of comparisons will be identical, and they
are a prefix of the probe sequence of X.

(i) The number of collisions during an insertion depends on the number of
elements already stored in the table. When the table is almost empty, there
are good chances to find an empty spot already at the first trial. However,
when the table is almost full, many more comparisons might be needed
to get to an entry that is not yet occupied. If there are already n elements
stored in the hash table, define

as the load factor of the table. We expect the number of trials for insertion
to be a function of o, where 0 < o < 1.

(iii) There is a difference between a successful and an unsuccessful search.
An unsuccessful search is equivalent to the insertion of a new element.
The number of trials is thus equal to the number of trials for insertion
at the current load factor «. For a successful search, however, the number
depends on when the given element has been inserted, and does not depend
on the number of elements stored in the table at the time of the search. This
is quite different from what we saw for search trees in Chapters 4, 5, and 6!

9.4.1 Insertion

Define C,, for 0 < n < M, as a random variable representing the number of
comparisons needed to insert an element into the hash table in which n elements
are already stored. Theoretically, C, can be 1, or 2, or in fact any number, since
the number of collisions is not necessarily bounded. We are interested in the
mean value, or expectation, of C,, usually denoted by E(C,,). By definition, this
expected value is the weighted sum of the possible values the random variable
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C, can assume, where the weights are the probabilities, i.e.,

(o]

E(C,) = Zi Prob(C, = i).
i=1
Abbreviating Prob(C,, = i) by p;, and repeating the summation technique, used
in the analysis of Heapify in Chapter 7, of writing a summation in rows and
summing then by columns, we get

i~
EC) =) ipi= p
= +p2+p
+p3+p3+p3
+

The first column of this infinite triangle is just Y .-, p; = 1, the second column
is Y o) pi = Prob(C, > 2), etc., yielding

oo

E(C,) = Z Prob(C, > i).

i=1
But the event C,, > 2 means that there has been a collision in the first trial, and
this event occurs with probability «. The event C,, > 3 means that there were
collisions both in the first and the second locations, so the probability of the
event is o>, where we have used the assumption that f; and f, are independent.
In general, we get that the ith term will be o, so that

EC)=14a+a’+a>+---.

Background Concept: Infinite and Finite Summations

In the analysis of algorithms, one often encounters summations that are
not given explicitly, but rather using an ellipsis (- - - ) from which a general
term is supposed to be inferred. The following technique might be use-
ful for getting a closed form of such summations. The example we shall
follow here is a finite geometric progression,

Av=l+a+a’+ - +a" 9.2)

We try to create another identity that should be similar to, but different
from, (9.2). If we have similar equations, it might be possible to subtract
them side by side and get thereby some useful information, as because
of the similarity, many of the terms may cancel out. This leaves us with
the problem of how to generate the other equation.
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The use of ellipses is generally restricted to cases in which the reader
may derive some regularity from the context. This is not unlike the num-
ber sequences given often in IQ tests, in which you have to guess the
next element. So the next term in 6 4+ 7 + 8 + - - - should apparently be
9,and 3+ 6+ 9+... is probably followed by 12. In our case, it seems
that each term is obtained from the preceding one by multiplying by «.
This suggests to try to multiply the whole identity by «, to get

A, =a+a*+a’ 4 a"h 9.3)
Subtracting (9.3) from (9.2), each side of the equation separately, yields
Ay —aA, =1—ao"",

in which there are no more ellipses. The left-hand side is (1 — a)A,, so
two cases have to be considered. If « = 1,then A, =1+ 14+ ---+1=
n + 1. Otherwise, we can divide by (1 — «) to get

1 — Otn+1

A, =
l -«

Returning to the expectation of C,, the number of comparisons to insert the
(n + 1)st element into a hash table,
1 M

E(C,) = lim A, = = ,
( ) ninolo l—«o M—n

as o < 1 because we assume that the table is not full. For example, if the table
is filled to about half, that is ¢ = % then we expect about 2 comparisons only.
Note in particular, that this number does not depend on M, the size of the table!
Even if both the table size and the number of inserted elements grow linearly,
but keeping a constant ratio, the insertion time will be O(1).

9.4.2 Search

As mentioned, the number of comparisons for an unsuccessful search is also
given by C,. For a successful search, we have to decide which of the stored
elements will be sought. As measure for the search performance, we shall use
C,, for 1 <n < M, defined as the average of the number of searches, assuming
that each of the n elements currently stored in the table is equally likely to be
the target,

o G+C+ 4G
n n .
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144 9 Hash Tables

Using the fact that the expectation is a linear function, this implies

B 1 M M M
EC)= - EC)= (143t s+t
j=0

M—1" M—2 M—_ntl
MES L M % 1
T on M—j n i’
j=0 i=M—n+1

where the last equality follows from a change of parameters i = M — j and
from reversing the order of summation. This is a part of the harmonic series
> % which is known to be divergent. The question is, at what rate it goes to
infinity. This is a good opportunity to recall a useful tool for the approximation
of similar discrete sums.

Background Concept: Approximating a Sum by an Integral
Let f be a monotonic function defined on the integers, and let a and b be
two given integers, with a < b. A sum of the form

b
S=f@+fla+)+--+fb) =Y f)

does frequently occur in the evaluation of the complexity of an algorithm.
To approximate S, we assume that f can be extended to be defined on
all the reals in the range (a — 1, b 4 1), not just on the integers, which is
often the case for functions typically appearing in complexity expressions.
We also assume that the function f is integrable on the given range.

A graphical interpretation of the sum S can be seen in Figure 9.7. The
function is monotonically decreasing in our example, and the quantities
fla), fla+1),..., f(b) are shown as bars connecting the x-axis with a
point of the graph of the function. The problem is that we have not been
taught to evaluate sums of lengths. But we know how to evaluate areas.
This leads to the following idea, suggested in Figure 9.8.

Extend the bar of length f(i) to its left, forming a rectangle of width 1
and height f(i). The area of this rectangle is thus f(i) x 1 = f(i), soitis
equal to the length of the bar. Of course, the purist will object that lengths
and areas cannot be compared, since they use different units, neverthe-
less, the number measuring the length is equal to the number quantifying
the area. Repeating for all i from a to b, we get thatthe sum § = Zf:a f@
we wish to estimate is equal to the area in form of a staircase, delimited
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TN
N

a b

Figure 9.7. Graphical interpretation of § = Zﬁ;a f(i) = sum of the lengths of the
bars.

by the broken line in Figure 9.8. But this staircase is completely below the
graph of the function f, so the area of the staircase is smaller than the
area below f, with appropriate limits, which is given by a definite integral:

area of broken line

b
S = < / F(x)dx. 9.4)
a—1

staircase

This gives an upper limit for the sum S. To get a double sided approx-
imation, apply the same procedure again, extending this time the bars
to the right, yielding the dotted line staircase of Figure 9.8. Note that
the areas of both staircases are the same: just imagine the dotted line

. = == broken line: below f

-------- dotted line: above f

S b o o - o

a—1 a a+1 b+1

Figure 9.8. Replacing a sum of lengths by sums of areas.
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146 9 Hash Tables

staircase to be pushed to the left by one unit — it will then overlap with
the broken line staircase. Now it is the area below the function that is
bounded by the area below the dotted line staircase, but the limits have
slightly changed. We get that

b+1

/f(X)dx <S8 =

area of dotted line
. . 9.5)
staircase

A nice feature of this approximation is that it uses the integral of the
same function twice, so only one primitive function has to be calculated.
If F(x) is the primitive function of f(x), we get

F(b+1)—F(a) = § < F(b)—F(a—1).

If f(x) is increasing instead of decreasing, the inequalities in (9.4)
and (9.5) are reversed. If the function is not monotonic, we may try to
approximate it separately on subranges on which it is monotonic, but
care has to be taken to add the correct quantities when collecting the
terms.

For the part of the harmonic series, we use the fact that the primitive function
of f(x) = % is F(x) = Inx, the natural logarithm, and we get

Mo
In(M+1)—InM—n+1) < Y~ < In(M)—In(M—n).

. 1
i=M—n+1

The sum is therefore approximated quite precisely as belonging to

M+ 1 M
In ,In )
M—-—n+1 M—n

which is a very small interval for large enough M and n. Substituting in the
expression for E(C)), we conclude that

M
M 1 M M 1 1
E(C)=— -~ —1 =—1 .
€ n Z i n n(M—n) an<1—a>

i=M—n+1

For example, if the load factor is 0.9, the expected number of comparisons
is only 2.56. Even for a table filled up to 99% of its capacity, the average
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insert X insert Y delete X search Y

Figure 9.9. The problem with deletion in open addressing.

successful search does not take more than 4.65 trials, whereas a new insertion
would be expected to require about 100 attempts.

9.5 Deletions from Hash Tables

So far, we have considered only insertions and searches. If an element should
be removed, and the hash table is managed by means of chaining, the deletion
of an element is done just like for the linked lists studied in Chapter 2. For open
addressing. deletion is more problematic.

Figure 9.9 shows what might happen if an element to be deleted is just
erased from the table. Proceeding from left to right, suppose an element X is
inserted at 1(X), and that later, a second element Y is added, hashing to the same
address, so that it will be stored elsewhere, say at the second address in its probe
sequence. Suppose now that we remove X. A subsequent search for Y will fail,
because it will try to locate Y at its first potential location h(Y) = h(X), and
since the spot is empty, it will erroneously conclude that Y is not in the table.

The problem can be overcome, if we define each entry of the table to be in
one of three possible states: it may be either free (white), or occupied (black)
or erased (gray). An erased cell will act like a free one for insertions, but like
an occupied one for searches. That is, a new element may be inserted in the first
free or erased entry encountered when scanning the element’s probe sequence,
but a search for X has to continue as long as the inspected entries are occupied
or erased, until either X is found, or a free cell is reached for an unsuccessful
search.

If the number of deletion is not large, this is actually a good solution. How-
ever, in a highly dynamic application, with many insertions and deletions, there
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148 9 Hash Tables

will be no free cells left in the long run, only occupied or erased ones, and the
average search time may significantly increase.

9.6 Concluding Remarks

Summarizing this chapter, hash tables may be very efficient in many applica-
tions, though not in all of them. Their use is widespread, not only as a stand
alone technique, but also as a standard building block in many others. If they are
managed with care, they allow the reduction of insertion and access times from
logarithmic to constant time. Here are just a few of the interesting applications
of hashing.

(i) Deduplication: Consider a large backup system, in which the entire avail-
able electronic storage of some corporation has to be saved at regular time
intervals to prevent the loss of data. The special feature of such backup
data is that only a small fraction of it differs from the previously stored
backup. This calls for a special special form of data compression, known
as deduplication: trying to store duplicates only once. The challenge is, of
course, to locate as much of the duplicated data as possible.

A standard deduplication system achieves its goal in the following way.
Partition the input database into blocks, apply a hash function on each of
them, and store the different hash values, along with the address of the
corresponding block, in a hash table. For an update, we assume that a new
copy of the data is given, which is also partitioned into similar blocks. The
hash value of each of these new blocks is searched for in the table, and if
it is found, there is a good chance that the new block is an exact copy of a
previous one, so all one needs to store is a pointer to the earlier occurrence.

(i1) String matching: The basic problem of finding a string S of length m in
a text 7' of length n has been treated in Chapter 1. The following proba-
bilistic algorithm is due to R. M. Karp and M. O. Rabin. Let 7; denote the
substring of 7' of length m starting at the ith character of T, that is,

T =TLHT[i+1]---Tli+m—1] forl <i<m-—n+1.

Instead of comparing S to 7; for all possible values of i, which would
require O(m) comparisons for each i, apply a hash function % and com-
pare h(S) with A(T;), which can be done in O(1) if the hash values are
small enough, say up to k < 64 bits. The overall complexity is then only
O(n), because h(S) is evaluated only once, and, for a good choice of 4,
h(T;) can be derived from A(7;_;) in constant time. A good hash function
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could be 4(X) = X mod P, where P is a randomly chosen prime number
with k bits. For large enough £, it can be shown that the probability of an
error is negligible.

(iii) Bloom filters: Another efficient way to check the membership of an ele-
ment in a set, a problem we dealt with in Chapter 8. It uses a bit-vector
A of size n bits and k independent hash functions A, .. ., A, each return-
ing integers between 1 and n. For each element x added to the set, the
bits in positions A (x), ..., hx(x) of A are set to 1. Membership tests are
then executed similarly: given an item y, one checks whether all the bits
in positions /1 (y), ..., hi(y) are set. If not, then y cannot be in the set; if
yes, then y might be in the set, but there is no evidence, as the bits may
have been set by a combination of other items. If m items are to be stored,
one can adapt the parameters n and k to the required efficiency and error
probability.

(iv) Signature files: Two approaches for the processing of information retrieval
systems have been mentioned in Section 8.1.1: the one, for smaller texts,
based on pattern matching, as in Chapter 1, the other, for larger corpora,
by means of inverted files. Actually, there is a third alternative, adapted to
intermediate text sizes, known as signature files, and they are an extension
of Bloom filters.

The text is partitioned into logical blocks A;, like, say, one or more
paragraphs. Each block is assigned a bit-vector B(A;) of length n bits and
Bloom filters are used for each different significant word in A; to set a part
of the bits in B(A;) to 1. The parameters n and k are chosen as a function
of the average number of terms in the blocks, so that the number of 1-bits
in each vector is about 7. Typical values could be n = 128 and k = 2 or 3.
To process a query, each of its terms is hashed with the same functions,
yielding a query-vector Q of length n. This helps to filter out a (hopefully
large) part of the potential blocks to be retrieved. For each i, if

Q AND B(A;) # O, (9.6)

that is, if the 1-bits of Q are not a subset of those of B(4;), then the block
A; cannot contain all the terms of the query. If there is equality in (9.6),
this does not assure that the block A; does contain all the terms, but if the
number of such blocks is low, each of them can be individually checked
for the occurrence of the terms of Q.

On the other hand, the following situations are not handled well by hashing
techniques, so if one of them occurs, it might be a better idea to choose some
alternative.
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150 9 Hash Tables

(1) The worst case for hashing occurs when all the items hash to the same
location. If this is not unreasonable, hashing should be avoided, as the
corresponding insertion and search times may be linear in the number of
stored items.

(i1) Open addressing requires that the number of elements to be inserted in the
table does not exceed its size M. If it does, the table cannot be extended,
a new table has to be allocated and all the elements need to be rehashed.
This problem does not apply to chaining.

(iii) The only information gained from an unsuccessful search is that the item
is not in the table. Consider the case of a list L of numbers and the problem
of finding the element in L which is closest to some given number x. This
is easily solved with an ordered list or a search tree, but a hash table may
only locate the element itself, if it is in L. Thus hashing is not suitable for
approximate searches.

(iv) In a range query, we want to retrieve all the elements in a list L between
some constants @ and b. When using a sorted list, we may locate the limits
and return all the elements between them. For a search tree, the procedure
is more involved, but two searches in the tree suffice to delimit the sought
elements. In a hash table, locating a and b alone does not help.

Exercises

9.1 Every French child learns the following test, which helps detecting multi-
plication errors, in school. The test is based on a hashing function 4. Given
are two numbers X and Y we wish to multiply. To verify whether the calcu-
lated product Z = X x Y is correct, we apply # to the three numbers, and
check if

h(h(X) x h(Y)) = h(Z).

If the numbers differ, we must have made a mistake. If there is equality,
the result is (most probably) correct. The function 4 is simply defined as
taking repeatedly the sum of the digits, until only one digit is left, where 9
counts as 0.

For example, if X = 123456 and Y = 98765432, then Z =
12193185172992, and

WX)=h21) =3, h(¥)=h@4) =8,  h(Z)=h(60) =6,

and indeed, (3 x 8) = h(24) = 6 = h(Z). To understand why the test is
working, note that the digit 9 has no influence on the calculated result of the
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function A, for example 4(49) = h(13) = 4. The test is accordingly known
under the name la régle par neuf, the rule by nine.

Give a simple mathematical expression for 4(X) and deduce from it the
correctness of the test.

9.2 Consider the n = 21 numbers extracted from the expansion of 7 and listed
at the beginning of Section 9.3: 1415, 9265, ..., 0899, 8628. Store them
in a hash table of size 31 by means of double hashing using the functions

h(X)=Xmod31  hy(X)=1-+X mod 29.

Evaluate the actual value of C,, and compare it to the theoretical expected
value for this number of items if uniform hashing had been used. Hint: To
check your results, the ratio of the two numbers should be 1.131.

9.3 Give an estimate for the following sums:
n n n
Zilog i Zi3«/;, Zarctani.
i=2 i=1 i=1
9.4 The following hash function / has been suggested to store a set of real
numbers x such that 0 < x < 1 in a table of size N: h(x) = |Nx%]. If the
input values are uniformly distributed on the interval [0, 1], is it also true
that the hash values #(X) are uniformly distributed on the range [0, N]?
What is the conclusion?

9.5 Using uniform hashing, you would like to store 1000 elements in a hash
table of size M.

(a) What should be the size M of the table if you wish to get an average of
2.5 comparisons for the last inserted element?

(b) If you choose M = 1500, what is the average number of trials to find
one of the stored elements, if they all have equal chance to be the ele-
ment to be searched for?
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10
Sorting

10.1 A Sequence of Sorting Algorithms

Arranging the elements of a data set according to some specific order is one of
the most basic tasks a program might perform, and there are even claims that
most of the CPU time of many computers is spent on sorting. Although the
relevant algorithms cannot be identified with some specific data structure, the
topics connected to sorting are important enough to deserve being treated here
in their own chapter. There is no intention to compile an exhaustive inventory
of sorting techniques, but rather to study some noteworthy ones and related
matters.

There is no need for the existence of a computer to understand the impor-
tance and advantage of keeping some items we wish to process in order, and
the action of sorting is probably as old as mankind. Here is a several thousand
years old written evidence:

He searched, beginning with the oldest and ending with the youngest, . . .
Genesis 44:12, New American Standard Bible

To facilitate the discussion, we shall use numerical data in our examples,
to be arranged into ascending sequences, but the order could of course also be
reversed, the data can be alphabetic, and moreover, the same set of items may
be arranged differently according to varying criteria. For example, the orders
of months

January, February, March, April, May, June;
April, February, January, June, March, May;
February, April, June, January, March, May;
May, June, March, April, January, February

152
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10.1 A Sequence of Sorting Algorithms 153

are, respectively, chronological, alphabetical, sorted by the lengths of the
months or by the lengths of their names.

Some sorting methods have already been mentioned earlier: Mergesort in
Chapter 2 and Heapsort in Section 7.5. Both have a worst case time complexity
of O(nlogn) for an input of n elements, which, as we shall see, is the best one
can expect. The simpler methods, however, those used in real life applications
rather than in programs, are generally less efficient and require up to Q(n?)
comparisons. Examples are the way a card player incrementally updates her
or his hand by adding new cards into their proper place (Insertion sort), or
arranging a team of game players by their increasing heights, allowing only
neighbors to swap places (Bubble sort).

The following technique generates a sequence of sorting methods with grad-
ually improving performances. For all of them, the input sequence is supposed
to be given in an array A of size n. We start with a method of repeatedly remov-
ing the largest element from the remaining set, using i — 1 comparisons to find
the maximum in the ith iteration, and storing the removed items in the order of
their processing in another array B. This is called Selection sort and requires
m-D+m-2)+ - = Z?:_ll i = O(n*) comparisons.

A better performance can be achieved by partitioning the set A; into i/n
subsets of 4/n elements each (rounding, if necessary). The maximal element m
can then be retrieved in two stages. We first find the maximum in each subset,
using /n — 1 comparisons for each of them, and define the set A, of these
maxima. The maximum element of A; is then the maximum of A,, which again
can be found in time /7 — 1. So the total time to find m is

Vnx(n—1)+/n—1=n—1,

just as before. However, for the second element of A;, we need only to locate
the subset from which the maximum originated, repeat the search in this subset,
as well as again in A,. This takes only 2(y/n — 1) comparisons.

As example, refer again to the expansion of 7 and take the 25 first pairs of
digits after the decimal point, yielding the set A; of Figure 10.1. The number of
comparisons to get m = 93 is 24, but for the second largest element, we retrieve
again the maximum of the last subset {69, 39, 75, 10}, after having removed 93,
and then from the updated set A,, {92, 89,79, 84, 75}.

All the subsequent elements can be found similarly in 2(,/n — 1) compar-
isons, so the total time for sorting the set is

m—1+m—1)x2(/n— 1)~ 2ny/n.

To further improve the complexity, we can try a similar solution in three
instead of only two stages. The set A; is partitioned into subsets of size /7, so

Downloaded from http:/www.cambridge.org/core. Columbia University Libraries, on 31 Dec 2016 at 09:32:01, subject to the Cambridge Core terms
of use, available at http:/www.cambridge.org/core/terms. http://dx.doi.org/10.1017/CBO9781316676226.011


http:/www.cambridge.org/core/terms
http://dx.doi.org/10.1017/CBO9781316676226.011
http:/www.cambridge.org/core

154 10 Sorting

the number of subsets will be ﬁz. The maximum elements of these subsets are
stored in A,, which in turn is partitioned itself into /n subsets of size /n, and
their maxima will form the set A3, as can be seen in Figure 10.2. The largest
element is now found by

IR = D+ S = D+ a1 =n—1

comparisons, as in the 2-stage algorithm. To find the second largest element,
one only needs to re-evaluate the maximum of one subset of size /n for each
level, thus using 3(/n — 1) comparisons. The same is true also for the subse-
quent elements. For the example in Figure 10.2, after removing the global max-
imum 93, the three processed subsets to find the second element are {39, 75}
inAj, {71,75, 10} in A, and A3 = {92, 84, 75}. The complexity of this 3-stage
approach is therefore

(n—1+m—1)x3(In—1)~3nn.

In fact, since increasing the number of stages seems to reduce the number
of requested comparisons, there is no reason to stop here. In the general case,
k layers representing the sets A, Ay, . .., Ay are constructed, and the set A;, for
1 <i < kis partitioned into n*~/k subsets of size n'/*. The maximal element
of each of the subsets of A; is taken to form the set A;;; of the next layer. The
number of comparisons to find the global maximum is then n — 1, and for the
subsequent elements it is kn'/¥, yielding a total complexity of about kn'*1/* for
the k-layer sort. This is a decreasing function of k, which suggests to let k grow
as large as possible. There is, however, an upper limit for k, because the size
of the subsets in the partitions is n'/* which is also a decreasing function of k.
To have any comparisons at all, this size has to be at least 2, and from n'/* =2
one can derive that the largest possible value of k is log, n.

For our example of 25 elements, the number of layers will be [log, 257 =5,
and each subset will be of size 2, as depicted in Figure 10.3. In fact, if the
maximum element 93 is added as a single element in an additional layer Ag,
this structure can be seen as a binary tree in which each node is the maximum
of its two children — this is the definition of a heap. Finding the maximum
element is equivalent to building the heap, and can be done in time O(n), but
then repeatedly removing the maximal element requires only one comparison
for each of the log, n layers, for a total of O(nlogn) comparisons. Building a
heap and then maintaining the heap property while removing the elements in
order is the basic idea of Heapsort we have seen in Section 7.5.

There are some technical differences between the heaps we studied in Chap-
ter 7 and the heap resulting from the preceding derivation process, as given in
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Az
Ay
A

As
Ay
As
Ay
Aq

92 89 79 84 93
14 15 92 65 35 | 89 79 32 38 46 | 26 43 38 32 79 |50 28 84 19 71 |69 39 93 75 10

Figure 10.1. Partition into /7 subsets of /7 elements.

92 84 93
92 89 79 46 79 84 71 93 10
14 15 92 | 65 35 89 | 79 32 38 | 46 26 43 | 38 32 79 | 50 28 84 |19 71 69 | 39 93 75 | 10

Figure 10.2. Partition into /" subsets of /7 elements.

92 93
92 79 93 10
92 89 46 79 84 93 10
15 92 89 79 46 43 38 79 84 71 69 93 10

14 15| 92 65 | 35 89 | 79 32 | 38 46 | 26 43 | 38 32| 79 50 | 28 84 | 19 71 [ 69 39 | 93 75 | 10

Figure 10.3. Partition into subsets of two elements — Heapsort.
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Figure 10.3. All the elements of the original set A; appear here in the lowest
layer, and the other sets contain just copies of some of the elements, whereas
the heaps of Chapter 7 had no duplicates. The difference has thus some similar-
ity with the difference between B-trees and BT -trees of Chapter 6. Moreover,
the update process here proceeds bottom-up in each iteration. By contrast, the
definition in Chapter 7 insisted on representing a heap as a full binary tree,
so to remove the root, it was swapped with a leaf and the comparisons were
performed top-down. Nevertheless, the algorithm and its complexity are essen-
tially the same.

Summarizing, we have seen a family of connected sorting procedures, start-
ing with the trivial Selection sort which requires quadratic time, and leading
naturally to Heapsort with its optimal worst case complexity of O(nlogn).

10.2 Lower Bound on the Worst Case

An obvious question arises, and not only for sorting algorithms: how can we
know that an algorithm we found for a given problem is reasonable in terms of
its time complexity? Sorting by Bubblesort in time O(n?), for instance, might
have looked as a good solution before a better one, like Mergesort, has been
discovered, with time O(nlogn). So maybe somebody will come up with an
even faster sorting procedure?

This is not just a theoretical question. If I found some solution to a problem,
but my boss is not satisfied with its performance, I might invest a major effort
to design an improved algorithm, which may not always be justified. If one
can prove mathematically that the suggested solution is already optimal, the
waste of time could be avoided. However, it is often not possible to show such
optimality, and then we might settle for finding a so-called lower bound for a
given problem.

A lower bound for a problem P with input size n is a function B(n) such that
it can be shown that no algorithm solving P in time less than B(n) can possibly
exist. Note that this does not imply the existence of an algorithm that does solve
P in time B(n). For example, it might be possible to show that a lower bound for
P is n?, but that the best known algorithms for its solution require €2(n*). Much
of the research in Computer Science strives to reduce, and possibly, close, this
gap between a lower bound and the complexity of the best known algorithm.
Sorting is one of the problems for which this goal has been achieved.

In what follows, we show how to derive a lower bound for the time com-
plexity of sorting, but the technique is general enough to be applied also
to other computational problems. We also restrict the discussion to sorting
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10.2 Lower Bound on the Worst Case 157

techniques based on comparisons between the elements, and all the sort algo-
rithms mentioned so far belong to this class. There are, however, sorting meth-
ods like Radix sort or Counting sort, that place an element according to its
own value rather than comparing it with another element, and the lower bound
that we shall derive does not apply to them. For example, for comparison
based methods, the input {4, 9,7} is equivalent to {40, 90, 70} and even to
{40, 90, 54}, as they all exhibit the same order: the smallest element first, then
the largest, finally the middle one. The sequence of comparisons will thus be
the same. For Radix sort. on the other hand, 4 is treated differently from 40.

Suppose then that a sequence of n different elements a;, as, . . ., a, is given
that should be arranged into increasing order. It will be convenient to reformu-
late this sorting task as finding the permutation {7 (1), 7(2), ..., w(n)} of the

indices {1, 2, ..., n} for which
Ar() < Ag@) < - < dz®m)-

Obviously, if the permutation is known, the actual sorting is just a matter of
re-arranging the items in a linear scan.

To abbreviate the notation, we shall identify a given permutation of the ele-
ments ay, dy, . . ., a, by the ordered string of the indices of the terms. For exam-
ple, if n = 4 and the order of a given permutation is a, < a4 < a; < as, it will
be represented by the string 2413.

A common pitfall for showing lower bounds is to claim that the task can
“obviously” only be done is some specific manner, which requires a complexity
of at least Q2(f) for some function f. This is generally wrong, as there might be
infinitely many options to tackle the problem. The difficulty of showing a lower
bound is thus that the proof has to encompass all the possible algorithms, even
those that have not yet been invented! The proof must therefore refer generically
to all these algorithms and cannot restrict the discussion just to some specific
ones.

We shall therefore describe a sorting algorithm by the only information we
have about it: that it consists of a sequence of comparisons. Indeed, most of
the methods mentioned earlier can be specified by some comparison pattern.
Writing i: j as a shorthand for the comparison between A[i] and A[j], some of
these sequences are as follows:

for Bubblesort — 1:2,2:3,3:4,...,(n— 1)n, 1:2, ...,
for Mergesort — 1:2, 3:4, 1:3, 5:6, 7:8, 5:7, 1:5,9:10.. ..,

for Quicksort (to be seen later) — 1:2, 1:3, 1:4, .. ..
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""""""""""""""""""""" [ I B ¢ B (D)

Figure 10.4. Example of a decision tree for sorting three elements.

However, not all sorting methods follow such well defined and regular com-
parison patterns, and most of the procedures do not even have names. In partic-
ular, the best methods for sorting a small set of items might be custom tailored
to the size n of the set and not a particular case of any of the known general
algorithms.

The tool by means of which the lower bound will be derived is called a
decision tree. This is a binary tree corresponding to a specific sorting algorithm,
that is, to a specific sequence of comparisons. Figure 10.4 is an example for a
small decision tree, corresponding to the algorithm of sorting three elements
ai, ay, az using the sequence of comparisons 1:2, 2:3, 1:3. Each level of the
tree corresponds to one of the comparisons, in order, and the nodes on level
i of the tree contain the state of our knowledge after the first i comparisons.
In particular, the root, on level 0, reflects the fact that there has not been any
comparison yet, so we have not gained any information so far.

The knowledge is described as a set of permutations. The root contains all
the n! permutations of the numbers {1, . .., n}, 3! = 6 in our example. If it is not
a singleton, the set of permutations P, in a node v on level i — 1 is split pursuant
to the ith comparison into two nodes that will be the children of v on level i:
if the comparison is k: £, one of these nodes will contain the permutations in
P, for which a; < ay, and the other node will contain the complementing set,
those permutations of P, for which a; > ay; the edges leading to these children
nodes will be labeled accordingly. For example, let v be the left node on level 1
of the tree in Figure 10.4 that contains the permutations P, = {123, 132, 312};
the second comparison is 2:3, hence P, is split into {123} for which a, < a3,
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and {132, 312} for which a, > a3, and these sets are stored in the left and right
children of v on level 2, respectively.

The state of knowledge at a given node w on level i is a consequence of
the decisions written as labels on the path from the root to w, which is why
this is called a decision tree. For example, let w be the node on level 2 with
P, = {213, 231}. The decisions leading to w are a, < a; and a, < a3, which
are not enough to completely sort the three elements, because there are two
permutations, 213 and 231 that are compatible with these outcomes of the first
two comparisons. If the decisions had been a; < a; and a3 < a,, that would
lead us to the node storing just one permutation 321, so in this case, the two
first comparisons are sufficient to determine the order.

The aim of a sorting algorithm is to perform sufficiently many comparisons
such that each leaf of the corresponding decision tree will contain just a single
permutation. In other words, whatever the outcomes of these comparisons, we
must be able to determine the exact order of the n elements. Note that the num-
ber of necessary comparisons is therefore the depth of the deepest leaf, which
is the depth of the tree. As can be seen, for the example in Figure 10.4, three
comparisons are sufficient: the tree has six leaves, which are emphasized, each
containing a different single one of the six possible permutations. We also see
that the first two comparisons alone are not enough: although there are some
leaves on level 2, there are also nodes containing more than one permutation,
so the sorting job is not completed.

How can this be generalized to a generic sorting algorithm? We obviously
do not know which comparisons are used, and in which order. The answer is
that we rely on certain properties of binary trees, of which decision trees are
a special case. The number of different sorting orders of the given n elements
is n!, and each of the corresponding permutations is stored as a singleton in
one of the leaves of the decision tree, thus the number of leaves of this tree
isnl.

As to the depth of the decision tree, let us again change our point of view, as
we did, e.g., in the proof of Theorem 5.1 about AVL trees in Chapter 5. There
is only one leaf in a tree of depth 0, which is a single node. There are at most
two leaves in a binary tree of depth 1, and, by induction, there are at most 2"
leaves in a binary tree of depth 4. The number of leaves of a binary tree will
thus reach n! only if 4 is large enough so that

2" > n,
from which we derive a lower bound on the depth:

h > log, n!. (10.1)
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In particular, returning to our example, after 2 comparisons, the tree has at most
4 leaves. Since there are 6 permutations, there must be at least one leaf that
contains more than a single permutation. This shows that not only this specific
comparison order fails to sort the input of three elements in two steps, but that
any sequence of two comparisons will equally be unsuccessful. To give a larger
example, the number of permutations of 5 elements is 5! = 120; after any 6
comparisons, the decision tree will only have 2° = 64 leaves, so there is no way
to sort 5 elements in 6 comparisons. Are 7 comparisons enough? It could be,
since 27 = 128 > 120 = 5!, but the technique of using the decision tree gives
no clue about if it is indeed feasible and if so, about how to do it. Actually, it is
possible to sort 5 elements in 7 steps, see the exercises.
Rewriting eq. (10.1) into a more convenient form, we get

log(n!) =1log(2-3-4---(n—1)-n) <log(n-n---n)
= log(n") = nlogn, (10.2)
which sets an upper bound. To derive also a lower bound, the symmetric tech-
nique does not succeed. In (10.2), we have replaced each factor by the max-
imum value, but if we replace it now by the minimum, we get that n! > 2",

which is true but not useful. A better bound is achieved by proceeding in
two steps:

log(n!) =1og(2-3-4---(n—1)-n)

>10g(<g+1)~(g+2)~~(n—1)~n>

u(5)- () (5 =we(5)) =55

where the first inequality is obtained by dropping the first 5 factors, and the
second by replacing each factor by a lower bound on each of the remaining
factors.

9

The conclusion is that the lower bound on the number of comparisons
needed to sort n elements is in (nlogn). Since we have already seen algo-
rithms that achieve this goal in O(nlogn), these algorithms are optimal.

10.3 Lower Bound on the Average

The worst case behavior of an algorithm is surely an important criterion, since
it provides a bound for all the cases, but for many problems, the worst case
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10.3 Lower Bound on the Average 161

scenario is unrealistic. If so, it does not seem reasonable to compare compet-
ing methods considering only extreme situations that might hardly appear in
practice, if at all. A better measure in such a context would then be the average
performance of the algorithm, which depends on all its possible instances.

Background Concept: Average Complexity of an Algorithm

The average complexity of an algorithm will be defined as an extension
of the notion of average or expectation of a random variable X. Let V be
the (finite or infinite) set of possible values X can assume. The average
or expectation of X is defined by

EX) =),V Prob(X =v).

By analogy, given an algorithm A, let V denote the set of all possible
inputs of A. The average complexity of A is defined by

E(A) = Z (number of steps executed)Prob (the in.put> . (10.3)
= by A on input v of Aisv

For the evaluation of such an average, it is thus mandatory that the
probability of occurrence of each of the possible inputs be given. The
evaluation also requires the calculation of the number of steps in the
execution of the algorithm on each of these inputs. Refer, for example, to
the sorting problem, and consider again the decision tree of Figure 10.4.
Each possible input corresponds to one of the permutations, which in turn
are identified with the leaves of the tree. If £ denotes the set of leaves of
the decision tree, eq. (10.3) can be rewritten as

the input of A is ordered
by the permutation in £

E(A)= depth(¢) Prob (

tel

) . (10.4)

For example, if the probabilities of the permutations in the leaves of Fig-
ure 10.4 are, from left to right, 0.1, 0.4, 0.2, 0.1, 0.05, and 0.15, the corre-
sponding average is

01x2404x3402x3+0.1x3+0.05x34+0.15x2=2.85.

Lacking any other information, one often assumes that all the possible
inputs are equally likely. This is not a part of the definition of an average,
and it has to be stated explicitly if such uniform distribution is assumed.
For the sorting problem, it would mean that each permutation appears
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162 10 Sorting

with probability % For the example of Figure 10.4, assuming equal prob-
abilities would yield an average of

1 16
8(2~|—3+3+3+3+2)=z=2.67.

To derive a lower bound on the average complexity of any sorting algorithm,
we again refer to the decision tree as a model for comparison based sorting
methods. We also assume that all the n! possible input permutations appear
with equal probability % Let A be such a sorting algorithm, let 7 be the cor-
responding decision tree, and denote by L the set of the leaves of 7. We then
get from eq. (10.4) that according to our assumptions

E(A) = i' > " depth(e). (10.5)
" eer
We are confronted with the same problem as in the worst case analysis of
the previous section: the right-hand side of eq. (10.5) includes the sum of the
depths of all the leaves of the decision tree, but the shape of this tree varies with
the different sequences of comparisons. The solution, as before, is to consider
properties that are common to all binary trees, and thus in particular to decision
trees.
Let T be a complete binary tree with m leaves, that is, all internal nodes of
T have two children. Define

D)= > depth(¢)
£e{leaves of T'}
as the sum of the depths of all the leaves of T, which is a function depending
on the shape of the given tree. To get a function which is independent of the
shape, and only relies on the number of leaves, we further define

d(m) = min{D(T) | T has m leaves}.

For example, the tree T in Figure 10.5(d) has D(T)=1+2+4+3+4+3 =9,
and that in Figure 10.5(e) 2 + 2 + 2 4 2 = 8. Since these are the only possible
shapes for complete binary trees with 4 leaves (there are symmetric shapes,
with the same depths), we get that d(4) = min{8, 9} = 8.

To study the general behavior of the function d, we start with the first values.
The trees in Figure 10.5 appear with the number m of their leaves above them,
and with the depths written in the leaves. For m = 1, 2, 3, there is only one
option for a complete binary tree (again, up to symmetry) and the trees appear
in Figures 10.5(a), (b), and (c), respectively. The corresponding values of D, and
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©
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Figure 10.5. Complete binary trees with one to four leaves.

thus also of d, are 0, 2, and 5. We saw already that d(4) = 8, but for larger m,
there are clearly many options of tree shapes (see the discussion in Section 4.2
on the number of trees).

Let us derive a recursive formula for D. Consider the tree 7,, in Figure 10.6,
where the subscript refers now to the number of leaves in the tree. Suppose the
left subtree of 7,, has i leaves, for some 1 < i < m, and let us therefore denote
the tree by 7;; the right subtree has then m — i leaves and will be denoted 7,,,—;
accordingly. To express D(7;,) as a function of D(7;) and D(7,,—;), note that for
each leaf, its depth in the subtree is one less than its depth in the tree itself. For
example, in Figure 10.6, the depth in 7; of the leaf appearing as a small white
circle is the number of edges in the broken line showing the path from the root
of T;, indicated by a black dot, to this leaf; if the path starts at the root of T,,,
just one edge is added, so the depth of the leaf is increased by 1. Since this is
true for each of the m leaves, we get

D(T,) = (D(T}) + i) + (D(Ty—i) + m — i) = D(T;) + D(T),—;) + m. (10.6)

The formula can be verified for each of the trees with m > 1 of Figure 10.5.

Figure 10.6. Recursive evaluation of the sum of the depths of the leaves.
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164 10 Sorting

We would like to infer from (10.6) a formula for d. Since the passage from
D to d is by applying a minimum function, a first thought could lead to

d(m) = d(i) + d(m — i) + m, (10.7)

but this formula does not make any sense: the left-hand side depends only on
m, whereas the right-hand side has an additional parameter i. The reason is that
the i in eq. (10.6) is not really a parameter — it is the number of leaves in the left
subtree and therefore induced by 7,,. Formally, we should have written i(7,,)
instead of just i to make this dependency explicit. It turns out that the correct
form of the attempt in (10.7) is rather

Claim 10.1. d(m) = min (d(i)+ d(m — i) +m). (10.8)

Equation (10.8) may be mathematically sound as the free parameter i is now
bound by the additional minimum, acting like a quantifier, but the correctness
of the expression for d(m) is surely not self-evident and needs to be shown.

Proof We show that there are inequalities in both directions. Let i be an index
between 1 and m — 1. A tree T with m leaves for which D(T") = d(m) will be
called a minimal tree. Let f", and Tm,,» be minimal trees with i and m — i leaves,
respectively, and define Tm as the binary tree which has T, as its left and Tm,,-
as its right subtrees. The tree T}, is not necessarily minimal, but d(m) cannot
be larger than D(7},), which yields

d(m) < D(T,,) = D(T;) + D(T,—) +m = d(i) + d(m — i) + m

for the specific i we have chosen. But since this is true for any i in the given
range, it follows that

d(m) < 1m_in (d(i) +dm—1i)+ m)
The proof for the complementing inequality is not symmetric. Let 7;, be a
minimal tree with m leaves. Denote the number of leaves of the left subtree of

T,, by j and use the notation 7; and 7,,; for the left and right subtrees of 7,,.
The subtrees are not necessarily minimal. We therefore have

d(m) = D(T,,) = D(T}) + D(T,,—j) + m > d(j) + d(m — j) +m,

again just for the specific j mentioned. This is not true for all indices j, but
since there exists a j for which it is true, it follows that

d(m) > 113111 d@) +dm—1i)+ m),

and hence there must be equality. [ |
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The formula can now be used to discover new values of d(m), for example,

o ldi)+d4)+5=0+8+5=13
d(5) = min =12
d2)+d3)+5=2+5+5=12

d()+d(5)+6=0+12+6=18
d6)=min{ d2)+d@4)+6=2+8+6=16 § = 16,
d3)+d3)+6=5+5+6=16

but it would be more convenient to get a closed formula for d(m), and not a
recursive one. The following bound can be shown:

Claim 10.2. d(m) > mlog, m.
Proof by induction on m. For m = 1, indeed
d(l) > 1log,1=0.

Suppose then that the claim is true for 1 <i < m, and let us show it also for
i=m:

d(m) = min (d(i) +d(m — i) +m)

> 1min (ilogy i+ (m — i)logy(m — i) + m).
To find the minimum, define the function f(x) = xlog, x + (m — x)log,(m —
x) + m on all the reals 1 < x < m. The function f(x) is differentiable and its
derivative is

, 1 <x m—x )
fx)=—|-+Inx———In(m—x) ).
In2 \ x m-—x

Setting this to zero implies In x = In(m — x) and thus x = m — x, thatis, x = %
The second derivative of f(x) atx = 7 is f"(5) = ﬁ > 0, so this is a min-
imum. Plugging the index at which the minimum is reached into the formula,
one gets

m m m m m
d(m) > (E log25 + Elogzz +m) =m10g2§ +m=mlog,m. N

We can now return to the problem of finding a lower bound to the aver-
age complexity of a comparison based sorting algorithm. The quantity we wish
to evaluate is %D(T), where 7 is the decision tree of a given sorting algo-
rithm. The difficulty was that D(7") depends on the shape of the tree, which is
unknown, so the evaluation has to be based on the only information we have
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166 10 Sorting

about the decision tree, namely, the number of its leaves, n!. The conclusion is

average number of 1 1 1
) . =—D(T)> —d(n!)> —n!log, n!
comparisons for sorting  n! n! n!

= log, n! = 6(nlogn).

Interestingly, the lower bound on the average case is the same as for the
worst case! It also implies that the average case complexity for methods that
are optimal from the worst case point of view, like Mergesort or Heapsort,
must also be 6(nlogn).

10.4 Quicksort

This section presents yet another example of the Divide and Conquer family
of algorithms, a sorting technique known by its somewhat pretentious name
Quicksort, especially in view of its very slow worst case performance. The
method and some of its variants are nonetheless important enough to deserve
their own section.

Given is an array A[1] - - - A[n] of n numbers, and we shall again assume that
they are all different, to facilitate the discussion. Quicksort starts by picking
one of the elements, K, and using it to partition the array into three subsets,
which can be performed in a single linear scan of the set:

Si={xeA|x<K} the elements of A that are smaller than K,
{K} the singleton containing only K,

S5 ={xeA|x>K} the elements of A that are larger than K.

The elements are then rearranged in-place in the original array, with S| on the
left and S, on the right, as depicted schematically in Figure 10.7. The sets S; and
S, are not sorted themselves, but K is already at its intended location in the final
sorting order. All that remains to be done is thus to sort each of the subsets S;
and S, which can be done recursively. The formal algorithm, in which A[x : y]
denotes the elements of A with indices between x and y, inclusive, is given in
Figure 10.8.

S1 K Sy

Figure 10.7. Partition of the array into three subsets.
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10.4 Quicksort 167

Quicksort(A)

if |[A] > 1 then
j «— Partition(A)
Sp— A[l:j—1] Quicksort(.S1)
Sy —— Alj+1:n] Quicksort(S2)

Figure 10.8. Quicksort.

Quicksort does not specify which element K should be used for the partition
step, and therefore programmers often pick the easiest choice, which is to use
the first element A[1] of the input array. The partition can then be done by
initializing two pointers i and j, the former to the beginning and the latter to
the end of the remaining array. We wish to have the elements of §; toward the
left end of the array, and those of S, at the right end. This can be achieved by
comparing the element i points to, with K. If it is smaller, it is already in the
proper area, so we can increment i and check the next element, until an element
that is larger than K is found. At this point, we start a similar process from the
end, pointed to by j. If A[j] is larger than K, we can step backward, until an
element is found that is smaller. All one has to do to rectify the order is then
to swap the elements A[i] and A[j], and to repeat the whole process until the
pointers meet. Figure 10.9 is a schematic of one iteration of this process, where
the < and > signs indicate whether the element is smaller or larger than K; the
next iteration will start at the positions indicated by the broken line arrows.

At the end of this process, the indices i and j will have switched places,
as can be seen in Figure 10.10(a), which corresponds to the general case. Fig-
ure 10.10(b) is the special case in which K is the largest element, so to stop the
loop on i, it is convenient to use the first element after the array, A[n + 1], as
a sentinel element, a technique we have seen in Chapter 2. The other extreme
case, when K is the smallest element, is shown in Figure 10.10(c). Now it is the
loop of j that processes the entire array, but here, no sentinel element is needed,
since A[1] contains K, which will stop the iteration. Thus in all three cases, at
the end of the main loop, we have j =i — 1, and the number of comparisons

1 i ;] n
U] b
K<l<l>ll l<>>>

Figure 10.9. Schematic of the partition step.
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K i )
l<l<l<l<ll1] ell<l<l<l<l<<] sl
1 n 1 n 1 n

(a) (b) ()
Figure 10.10. At the end of the partition step.

performed is n + 1: each of the n — 1 elements A[2] - - - A[n] is compared once,
plus an additional comparison for each of the two elements pointed to by i and
Jj at the end of the main loop. The index j points then to the rightmost of the ele-
ments that are smaller than K, or to K itself, if no such smaller elements exist;
to finalize the partition into the form depicted in Figure 10.7, what remains to
be done is to swap the elements K and A[j]. The partition algorithm returns
the index j of the partition element K at the end of this step, and is given in
Figure 10.11.

10.4.1 Worst Case

The worst case will occur when the partition element is repeatedly one of the
extreme elements of the array. In that case, one of the sets Sy or S, is empty and
there is only one recursive call, but it is with a set of size n — 1. If T'(n) denotes
the worst case number of comparisons used by Quicksort on an input of size n,
one has

Tn)=n+Tn—1)= Zi:&(nz).

i=1

It is quite embarrassing that for the earlier choice of the partition element,
the worst case is attained, among others, for an input which is already sorted,
whereas in this case one would expect only very little work to be done. In
addition, such an input is not unrealistic, as the input of a sorting procedure is
often the output of some preprocessing that might already have produced some

Partition(A)
K — A[l]
An+1] «— o0 // sentinel element
i— 2 je—n
while ¢ < j do
while A[i] < K do i++
while A[j] > K do j--
it i < § swap(Alil, Aj])

i++ J--
swap(A[1], A[j])
return j

Figure 10.11. Partition step used in Quicksort.
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10.4 Quicksort 169

order. To remedy this behavior, some heuristics suggest choosing the partition
element differently, as we shall see in the following section, but the worst case
will still be 8 (n?).

10.4.2 Average Case

For the average case, let us redefine 7'(n) to stand for the average number of
comparisons required by Quicksort to sort # elements, assuming a uniform dis-
tribution on the input permutations. As boundary condition, we have 7'(1) = 0.
The number of comparisons in the partition part is n + 1, independently of the
choice of K. The recursive steps, however, are influenced by K, since its rela-
tive position, as depicted in Figure 10.7, determines the sizes of the subsets S}
and S,. Assuming a uniform distribution implies that in each iteration, K has
an equal chance to end up in one of the possible positions. For the first iteration
this means that the probability of K being in position i, for 1 <i < n, is }L; the
corresponding sizes of S| and S, are i — 1 and n — i, respectively. This can be
summarized by the formula
T 1 1nT' H+T [ 1 2nilT' 10.9
(n)=n+ +Z§( (i—D+T(n—0)=n+ +;§ (). (10.9)
To solve this recursion, it will be helpful to get rid of the fractional part, so that
only integers are manipulated. Multiplying both sides of (10.9) by n, one gets
n—1
nT(n) =n(n+1)+2>  T(@). (10.10)
i=0
We handled recursions already, but this one is different in that 7'(n) does not
justdependon T(n — 1) or T g), but rather on all of its previous values. This
should remind us the summation technique studied in Section 9.4.1: introduce
an additional equation, which is similar to, but different from, eq. (10.10). Since
the formula is true for every n, let us rewrite it for n — 1:

n—2
(n—1)T(n—1)=(n—1)n+ZZT(i). (10.11)
i=0
Subtracting (10.11) from (10.10) then yields
nTm)—(n—1DT(n—1)=2n+2Tn—1), (10.12)

in which most elements of the summation have been canceled. Rearranging
the terms, we get

nT(n)=2n+m+ 1)THn-—1), (10.13)
in which the (n + 1) is annoying, because if we had (n — 1) instead, we could

have defined G(n) = nT (n) and rewrite (10.13) as G(n) =2n+ G(n — 1),
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which is already easy to solve. To still enable a substitution, we divide the two
sides of (10.13) by both n and n + 1:

T'(n) 2 T(n—1)

— (10.14)
n+1 n+1 n
suggesting to define G(n) = Z_(:LI), which transforms (10.14) into

G(n) = L +G(n—1)

n+1
-2 1 2i6m-2)
T n+1 n "
2 2 2
= -4+ ——+ Gk for all k .
n—|—1+n+ +k+2+ (k) ora <n

The boundary condition for T implies G(1) = 0, so we get

n+1 l
G(n) = — >~ Inn,
-3
i=3
as this is the harmonic sum we have seen in the analysis of uniform hashing in
Section 9.4. Returning to the function 7', the conclusion is

T(n) = (n+ 1)G(n) € (nlogn).

Incidentally, the average case complexity of Quicksort can be used to prove
the divergence of the harmonic series: if it converges, then G(n) would be
bounded by a constant, implying that 7'(n) € O(n), but this contradicts the
lower bound on the average for sorting.

In spite of its bad worst case, the average complexity of Quicksort is the
best one could expect, which is why the method is still popular. Another reason
for the importance of Quicksort is that it is the basis for the linear time select
algorithm to be studied in the following section.

10.5 Finding the kth Largest Element

The average of a set of numbers is a widely used statistical tool, but it should not
always be applied, because it may be biased by extreme values. For instance, if
a billionaire joins a group of 99 people who earn very little, the average wealth
in the group may be more than 10 million! A more adequate measure in this and
many other cases would be the median, rather than the average. The median of a
set of different numbers is the element m that splits the set into equal halves, that
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10.5 Finding the kth Largest Element 171

is, (about) half of the elements are smaller, and half of the elements are larger
than m. The average is better known, probably because it is easier to evaluate.

A first attempt for finding the median of a set could be based on sorting
the set beforehand; the median is then stored in the middle element of the
sorted array, so there are O(nlogn) algorithms for finding the median. But
are (2(nlogn) comparisons really necessary? Sorting seems to be an overkill,
since it would yield not just the median, but also any other percentile, so maybe
if we are willing to settle for getting only the median, the complexity could be
lowered?

This leads to the idea of using just a partial sort, though there are many
possible interpretations for this partiality. For Bubblesort and Heapsort, for
instance, the last k elements are already in order after k iterations. This means
that to find the median, one could exit the sorting procedure after 5 iterations.
But for Bubblesort, this would still require 3 7, » i = Q(n?) comparisons, and
for Heapsort,n + >, plogi = Q(nlogn), so not much has been gained.

Quicksort seems to be a better choice in this context, because the partition
step in itself is already a kind of partial sort. Refer to Figure 10.7 describing
the order of the elements after the partition step. To complete the sorting, both
S and S, need to be sorted, but for finding the median, it is sufficient to sort
only one of the sets, the one containing the element indexed 5. This means that
one of the recursive calls in the algorithm in Figure 10.8 could be saved in each
iteration.

A new problem, however, arises. A recursive program is based on the
assumption that the subproblem to be solved by a recursive call is identical
to the original problem, just applied to a smaller input. For example, the first
action of Mergesort is to sort, recursively, half of the original input array. But
this assumption does not hold for the present problem. In our attempt to adapt
Quicksort to find the median, the recursive call will be either with S; or S,,
unless, of course, their sizes are equal in which case the median is K. Yet it is
not the median of S; or S, we are looking for, but the element in position %
An example will illustrate this difficulty. Suppose the set A in Figure 10.7 is of
size 101, and that |S;|, the size of S}, is 69, so that K is stored at index 70. The
median of A is the element that should be at position 50, and therefore belongs
to S;, but this is not the median of S;; the latter should be at index 35, not at
index 50.

This is one of the cases in which a more general, and thus supposedly, more
difficult, problem will actually turn out to be easier to solve. Instead of writing
an algorithm that returns the median of a set, we generalize the problem by
adding an additional parameter, and look for an algorithm Select(A, k) which,
given a set A of size n and an index k, with 1 < k < n, returns the kth largest
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Selectl(A, k)

j «— Partition(A)
if k = j then return A[j]
else
S1— A[l:j-1]
Sy — Alj+1:n]
if k < j then Select1(S1, k)
else // here k > j
Select1(S2, k — 7)

Figure 10.12. Select1(A, k) — find the kth largest element of A, first version.

element of A. Clearly,
. n
Median(4) = Select(A, E)’

so an algorithm for Select will in particular also solve the median problem, and
in fact also any percentile.

Why is it easier to solve the more general problem? Because the addition of
a parameter gives us the flexibility to use different parameters in different calls,
which enables the use of recursion where it could not be applied before.

To find the kth largest element, we start with a partition step just as for Quick-
sort. Suppose the partition element was placed at index j. Then if k = j, we
were very lucky: the partition element, that has been chosen independently of
the input parameter k, just happened to be exactly the sought element! If & is
smaller than j, then the element must be in S}, and it is the kth largest element
of S1. The third case is when k > j; then the element is in S, but it is not the
kth largest there. We know that there are j elements in A that are smaller than
any element in S,: all the elements of S| and the partition element K. Therefore
the kth largest element of A will be the (k — j)th largest element of S,. This
is summarized in the algorithm of Figure 10.12, which assumes |A| > 1 and
1 <k < |A| = n. We call it Select1 because this is only a first sketch that will
be improved later.

The Select1 algorithm of Figure 10.12 might look better than Quicksort of
Figure 10.8, because there is only a single recursive call, but remember that in
the worst case of Quicksort, when the partition element fell always at the left or
right end of the array, there was also only one recursive call. In fact, the worst
case remains the same for Select1 as for Quicksort and will take time Q(n2).

It is the fact that there are no restrictions on the choice of the partition ele-
ment which is to blame for this bad performance. If we could force it to fall
always in the middle of the array, the sizes of S| and S, would be at most '5’,
and the worst case complexity 7 (n) of Select1 would satisfy the recurrence

n n n
T(n)=n+T<§>:n+§+1+~--20(n). (10.15)
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10.5 Finding the kth Largest Element 173

But this means that we would like to choose K as the median of the set, which
is exactly the problem we started with in the first place! We circumvent this
complication by relaxing the requirement on K to be not necessarily equal to
the median, but just close to it, where the exact meaning of this closeness will
be defined later.

Instead of choosing K simply as A[1], the first element of the array, in the
Partition procedure, this command will be replaced in the improved version
called Select by the following curious steps:

(i) Choose a small, odd integer b as parameter — its value will be fixed after
the analysis.
(ii) Consider the array A as a sequence of 3 disjoint subsets of size b:
A[l:D],Alb+1:2b],...
(iii) Sort each of the b-tuples.
(iv) Define C as the set of the medians of the sorted b-tuples.
(v) Define K as the median of the set C of medians.

The parameter b should be small, so that the time for sorting a b-tuple may
be considered as constant; it should be odd to facilitate the extraction of the
median of each b-tuple. The size of the set C'is 7, thus the command in step 5
can be performed by a recursive call:

K «— Select(C, i).
2b

To understand why this strange sequence of commands is helpful, consider
the schematic of the n elements into a b x  matrix shown in Figure 10.13. Each
column represents one of the b-tuples, which we assume here already sorted in
increasing order bottom to top. The set C of the medians are the darker circles.
We further assume that the columns are arranged so that the column containing
K, the median of the medians which appears here in black, is in the center, and
that the columns in the left part have their gray median elements smaller than K,
and the columns in the right part being those with their gray median elements
larger than K.

Pick one of the (white) elements in the lower left part of the matrix, that is,
within the area surrounded by the solid black polygon. The element is smaller
than the (gray) median above it, belonging to the same column, which in turn
is smaller than the (black) partition element K. Since this is true for all the
elements in this area, we know that all these elements are smaller than K, and
thus belong to S;. It follows that there are at least % elements in S, so that S,
cannot be larger than %n. A symmetric argument shows that all the elements
in the upper right quarter, surrounded by the broken line, are larger than K and
thus in S5. Therefore |S;| > 7, implying that |$;| < %n.
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Figure 10.13. Schematic of the set A as a matrix of size b x 7.

We now understand that the ultimate goal of the complicated choice pro-
cedure for the partition element was to distance it from the extremities, and to
force it to be close to the middle in the sense that its index should be in the range
[ﬁ, 3—"] This ylelds an upper bound on the size of the input set in the recursive
call of at most Z of the size in the calling routine. Figure 10.14 summarizes the
Select algorithm.

Line 1 deals with the boundary condition to exit the recursion. It obviously
makes not much sense to apply the partition into b-tuples on very small input
sets, and the size of 50 elements has been set empirically and does not influence
the order of magnitude of the complexity. Smaller sets are just sorted by any
method, and the kth largest element can then be found by direct access. Lines
3-5 are the definition of the partition element according to the steps we saw
earlier, and the rest of the algorithm is just adapted from Select1.

Denote the number of comparisons made by Select on an input of size n

by T'(n). Remark that though Select has also another parameter k, we seek a

Select(A, k)

1 if |[A] <50 then sort(A) and return k-th element

2 else

3 sort b-tuples A[rb+1: (r+ 1)b] for 0 <r < &
4 C' «<— medians of b-tuples

5 K «— Select(C, %)

6 Si—{zeA|lz< K}

7 Sy —{rcA|lz> K}

8 if k= |S1| + 1 then return K

9 else if K < |S1|+ 1 then Select(S1, k)
10 else Select(S2,k — [S1| — 1)

Figure 10.14. Select(A, k) — find the kth largest element of A, with better worst
case.
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10.5 Finding the kth Largest Element 175

bound on 7 (n) that is independent of k. If n < 50, then T(n) < nlog, n < 6n,
according to line 1. Otherwise the following apply:

n

7 such

(i) Each b-tuple in line 3 can be sorted in O(b*) steps and there are
tuples, so the entire step requires at most bn comparisons.
(i) There are no comparisons in line 4.
(iii) Line 5 is a recursive call with a set C of size 7, which can be done in time
()
(iv) Lines 6-7 are the partition, performed by a linear scan, that is, in O(n).
(v) In the worst case, there is one more recursive call, either with S; or with

S»; in any case, the time will be bounded by 7 (32).
Collecting all the terms, we get
6n if n < 50
Tim = (10.16)
T())+T(E) +en  itn=50

for some constant ¢ > 1. This recurrence is a bit different from those we have
seen so far.

Background Concept: Recurrence Relations
Many programs are based on recursive algorithms and, consequently,
the analysis of these algorithms contains recurrence relations, of which
(10.16) is a typical example. The general solution of such relations is a
subject for an entire course and is beyond the scope of this book. We
shall just give here some useful rules of thumb.

If the function T we wish to evaluate recurs only once on the right-
hand side, like, for example, in (10.15), we might be able to get a closed
formula for T'(n) by repeatedly substituting the formula until a boundary
condition is reached. But if there are multiple occurrences of T on the
right-hand side, as in (10.16), substitution may not help, and the formula
can get longer and increasingly complicated. It then often helps to guess
the order of magnitude of T'(n), and to try to prove it by induction on n.
The problem is, of course, to know what to guess.

For recursion to work properly, the recursive call must be with an input
that is strictly smaller, in some sense, than the original one. Usually it
is with an input set that is a strict subset of the input dealt with by the
calling function. Suppose then that the recurrence relation for the given
algorithm is of the form

T(n) < T(xyn)+ T(opn) + - - -+ T(asn) + cn,
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where all «; are smaller than 1 and ¢ is some constant. Then

(i) ifo;y +o2+ -+ ay < 1, then one may guess that T'(n) € O(n);
(i) ifo; + a2 + - - - + @y = 1, then one may guess that T'(n) € 6(nlogn);
(iii) ifo; +ap + - - + a; > 1, then one may guess that T(n) € Q(n?), for
some constant d > 1.

No proof will be given here as this is just a suggestion for an educated
guess. In any case, the actual formula has to be shown by induction.

Before solving the recurrence (10.16), recall that we still have the freedom
of choosing the parameter b. The formula in (10.16) corresponds to «; = %
and oy, = %. To get a linear behavior, we would like to have o) + a» < 1, thus
b = 3 is not adequate. The smallest value for b is therefore b = 5. This means
that we use quintuples in the first partition, each of which can be sorted in 7
comparisons as mentioned earlier. The recurrence becomes

6n ifn < 50
Tm) < (10.17)
{T(g) +T(3) +cn, if n > 50.

Claim 10.3. T(n) <20cn.

Proof by induction on n. The inequality holds trivially for n < 50. Suppose
then that it is true for all values up to n — 1, and let us show it for n, where
n > 50:

n 3n

T(n) < T(S) + T(Z) +en

<4cn+15cn+cn=20cn,

where we have used the inductive assumption on £ and on 37”, which are both

strictly smaller than . This may sound trivial, but it is not: the size of a set has
to be rounded to be an integer, and, for instance forn = 2, f%} =[1.51=2,s0
it is not smaller than n. This is an additional reason for choosing the boundary
condition not at n = 1 or 2, but high enough so that [%”1 <n. [ |

We conclude that the kth largest element of an unordered set in general, and
its median in particular, can be found in time that is linear in the size of the set,
thus without sorting it. This fact has a multitude of applications, and has been
used to improve the complexity of many algorithms.
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Exercises

10.1 Show how to sort 5 elements in 7 comparisons.

10.2 You are given 12 balls that seem to be identical, but the weight of one of
the balls is different. The problem is to find this ball and to decide if it is
lighter or heavier by means of a two sided weighing scale.

(a) Give a lower bound £ on the number of necessary weighings.

(b) Show how to solve the problem in £ weighings.

(c) Change the number of balls to 13 and derive the corresponding lower
bound.

(d) Show that the problem with 13 balls cannot be solved in 3 weighings.

10.3 Give a sorting algorithm and a probability distribution of the possible
input permutations for which the average time complexity is O(n).

10.4 Assuming a uniform distribution, the average time of any sorting algo-
rithm has been shown in eq. (10.5) to be %D(T), where 7 is the cor-
responding decision tree. For the particular case of Quicksort, we saw
another formula in eq. (10.9), which had only » in the denominator, not

n!. Explain this presumed discrepancy.

10.5 You are given an unsorted array A of n numbers. Show that the task of
building a search tree for the n elements of A requires at least Q2(nlog n)
comparisons.

10.6 An additional possibility for a definition of a partial sort is to partition a
given set of n different numbers into K subsets S, ..., Sk, each of size
%, where K is an integer K > 2, such that each element in S; is smaller
than any element in S;;, for 1 <i < K. The sets S; themselves are not
sorted. Show how to perform this partial sort in time O(nlog K). Hint:
Start with assuming that K is a power of 2, then show how to generalize
to any K.

10.7 Instead of using the median of the medians of 5-tuples as partition element
K in Select, could we not simply choose K as the median of some subset
of A, for example, by

K «— Select(A[1: 4], %),

as this would also imply an upper bound of %n on the sizes of both §; and
S>? So what is wrong with this choice, which seems to be much easier to
implement?
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11
Codes

11.1 Representing the Data

You have reached the last chapter and it deals with codes, which share some
common properties with data structures as auxiliary tools in many algorithms
and programs. Studying these codes will also give an opportunity to conclude
this work by reviewing some of the data structures introduced in previous chap-
ters.

The purpose of codes is to bridge the communication gap between humans
and machines. Our civilization has generated over the years some quite sophis-
ticated natural languages, yet our computers insist on talking only binary, forc-
ing us to translate whatever information we wish to share with a computer, be
it a command or a piece of data, into some binary equivalent. This translation
is often called an encoding, the translated elements are code words and their
set form a code.

In the simplest scenario, the elements to be encoded are just the letters of
some alphabet, like {a, b, c, ..., y, z}, but one may need to encode also infinite
sets as the integers {0, 1, 2, ...}, or letter pairs {aa, ab, ...}, or sets of words
{the, of, which, .. .}. Ultimately, the set A to be encoded may be of any nature,
as long as there is a well defined way to break a given file into a sequence of
elements of 4. We shall refer to A as an alphabet and call its elements letters
or characters, even in the more involved cases, so these terms should not be
understood in their restrictive sense.

The choice of a code will be guided by the intended application and expected
properties. In many situations, it will be the simplicity of the processing of the
code that will be considered as its main advantage, leading to the usage of
some standard fixed length code, for which all the code words consist of the
same number of bits. One of the popular such codes is the American Standard
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Code for Information Interchange (ascir), for which each code word is eight
bits long, providing for the encoding of 28 = 256 different elements.

The encoding and decoding processes for fixed length codes are straightfor-
ward: to encode, just concatenate the code words corresponding to the letters of
the message, to decode, break the encoded string into blocks of the given size,
and then use a decoding table to translate the code words back into the letters
they represent. For example, the asciI representation of the word ascii is

0110000101110011011000110110100101101001,
which can be broken into
01100001 [ 01110011 | 01100011 | 01101001 | 01101001.

However, it is not always possible to use a fixed length encoding, for exam-
ple, when the set A of elements is potentially infinite, and even when it is pos-
sible, it may be wasteful, for example when we aim for storage savings via data
compression.

Of the many possible applications, we shall briefly address only on the fol-
lowing topics.

(i) Compression codes: trying to reduce the number of necessary bits to

encode the data without losing a single bit of information

(i1) Universal codes: efficiently encoding the integers or other infinite alpha-
bets

(iii) Error-correcting codes: recovering the original data even in the presence
of erroneous bits

(iv) Cryptographic codes: dealing with the possibility of two parties to
exchange messages, while hiding their contents from others, even if the
encoded messages are accessible to all

This list is far from covering all the possible applications of codes, and even
for those mentioned, it is just the tip of an iceberg: each of the preceding topics
is on its own the subject of many books and entire courses.

11.2 Compression Codes

The frequencies of the characters in a typical text written in some natural lan-
guage are not uniformly distributed, as can be seen in Table 11.1, showing the
probabilities, in percent, of some of the characters for English, French and Ger-
man. The order from left to right is by decreasing frequency in English.
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Table 11.1. Distribution of characters in natural languages

E T A O -+ J X Q V4
English 127 9.1 82 75 02 02 01 0.1
French 147 72 7.6 54 05 04 14 0.1
German 174 62 65 25 03 003 002 1.1

It therefore does not seem economical to allot the same number of bits to
each of the characters. If one is willing to trade the convenience of working
with a fixed length code for getting a representation that is more space effi-
cient but harder to process, one could use variable length codes. One can then
assign shorter code words to the more frequent characters, even at the price
of encoding the rare characters by longer strings, as long as the average code
word length is reduced. Encoding is just as simple as with fixed length codes
and still consists in concatenating the code word strings. There are however a
few technical problems concerning the decoding that have to be dealt with.

Not every set of binary strings can be considered as a useful code. Consider,
for example, the five code words in column (a) of Figure 11.1. A string of Os
is easily recognized as a sequence of As, and the string 11001100 can only be
parsed as BABA. However, the string 01001110 has two possible interpreta-
tions:

0|1001|110=ADB  or  010|0] 1110 =CAE.

The existence of such a string disqualifies the given code, because it violates
a basic property without which the code is useless, namely that the encoding
should be reversible. We shall thus restrict attention to codes for which every
binary string obtained by concatenating code words can be parsed only into the
original sequence of code words. Such codes are called uniquely decipherable

(UD).
A0 A 11 A 11 A1
B 110 B 110 B 011 B 00
c 010 c 1100 C 0011 c 011
D 1001 D 1101 D 1011 D 0101
E 1110 E 11000 E 00011 E 0100
UD prefix complete
Non-UD non-prefix non-complete
(a) (b) (c) (d)

Figure 11.1. Examples of codes.
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11.2 Compression Codes 181

There are efficient algorithms to check the unique decipherability of a given
code, even though infinitely many potential concatenations have to be consid-
ered a priori. A necessary condition for a code to be UD is that its code words
should not be too short, and more precisely, any binary UD code with code
word lengths {¢, ..., ¢,} satisfies

Zz-‘fr <1. (11.1)
i=1

For example, the sums for the codes (a) to (d) of Figure 11.1 are 0.875, 0.53125,
0.53125 and 1, respectively. Case (a) is also an example showing that the con-
dition in eq. (11.1) is not sufficient for a code to be UD.

On the other hand, it is not always obvious how to decode, even if the given
code is UD. The code in column (b) of Figure 11.1 is UD, but consider the
encoded string 11011111110: a first attempt to parse it as

1o | 1] 11| 11] 10 = BAAALO (11.2)

would fail, because the tail 10 is not the prefix of any code word; hence only
when trying to decode the fifth code word do we realize that the first one is not
correct, and that the parsing should rather be

1101 | 11| 1] 110 = DAAB. (11.3)

11.2.1 Prefix Codes

Unlike in the example of eq. (11.3), we should be able to recognize a code
word as soon as all its bits are processed, that is, without any delay; such codes
are called instantaneous. Instantaneous codes have the prefix property, and are
hence also called prefix codes. A code is said to have the prefix property if none
of its code words is a prefix of any other. For example, the code in Figure 11.1(a)
is not prefix because the code word for A (0) is a prefix of the code word for
C (010). Similarly, the code in (b) is not prefix, since all the code words start
with 11, which is the code word for A. On the other hand, codes (c) and (d) are
prefix.

The equivalence between instantaneous and prefix codes is easy to see. Sup-
pose a prefix code is given and that a code word x is detected during the decod-
ing of a given string. There can be no ambiguity in this case as we had in the
decoding attempt in eq. (11.2), because if there were another possible interpre-
tation y which can be detected later, like in eq. (11.3), it would imply that x is
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a prefix of y, contradicting the prefix property. Conversely, if a code is instan-
taneous and a code word x is detected, then x cannot be the prefix of any other
code word.

The conclusion is that the prefix property is a sufficient, albeit not necessary,
condition for a code to be UD, and we shall henceforth concentrate on prefix
codes. In fact, no loss is incurred by this restriction: it can be shown that given
any UD code with code word lengths {¢1, ..., ¢,}, one can construct a prefix
code with the same set of code word lengths. As example, note that the prefix
code (c) of Figure 11.1 has the same code word lengths as code (b). In this
special case, the code words of code (c) are obtained from those of code (b) by
reversing the strings; now every code word terminates in 11, and the substring
11 occurs only as suffix of any code word, thus no code word can be the proper
prefix of any other. Incidently, this also shows that code (b), which is not prefix,
is nevertheless UD. We shall return to this example in Section 11.3.2.

A connecting link between this chapter on codes and Chapter 4, which dealt
with trees, is the following natural one-to-one correspondence between binary
prefix codes and binary trees. We assign labels to both edges and vertices of a
binary tree in the following way:

(i) Every edge pointing to a left child is assigned the label 0, and every edge
pointing to a right child is assigned the label 1.
(i) The root of the tree is assigned the empty string.
(iii) Every vertex v of the tree below the root is assigned a binary string which
is obtained by concatenating the labels on the edges of the path leading
from the root to vertex v.

It follows from the construction that the string associated with vertex v is a pre-
fix of the string associated with vertex w if and only if v is on the path from the
root to w. Thus the set of strings associated with the leaves of any binary tree
satisfies the prefix property and may be considered as a prefix code. Conversely,
given any prefix code, one can easily construct the corresponding binary
tree. For example, the tree corresponding to the code {11, 001, 0100, 0101} is
depicted in Figure 11.2, in which the leaves labeled by the code words have
been emphasized.

Based on this bijection between general binary trees and prefix codes, we
can consider their sets as equivalent. In particular, we might be interested in the
subset of codes corresponding to complete binary trees, see their definition and
properties in Section 4.3. There are good reasons to consider complete trees:
if not all the internal nodes of the tree have two children, like certain nodes
in Figure 11.2, one could replace certain code words by shorter ones, without
violating the prefix property, i.e., build another UD code with strictly smaller
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11.2 Compression Codes 183

Figure 11.2. Tree corresponding to the code {11, 001, 0100, 0101}.

average code word length. For example, the nodes labeled 1 and 00 have only
a right child, so the code words 11 and 001 could be replaced by 1 and 00,
respectively; similarly, the vertex labeled 01 has only a left child, so the code
words 0100 and 0101 could be transformed by deleting their third bit from the
left, yielding 010 and 011, respectively.

As alternative, instead of replacing code words by shorter ones, one could
add more code words to the code: if 0100 and 0101 remain in the tree, one
could add, for instance, 011. After these amendments, the tree of Figure 11.2 is
transformed into a complete one corresponding to the code in Figure 11.1(d),
which is, accordingly, called a complete code. A code is complete if and
only if the lengths {¢;} of its code words satisfy eq. (11.1) with equality, i.e.,
>, 27% = 1. This has been shown in Theorem 4.1. An equivalent definition
is that a complete binary prefix code is a set C of binary code words which is
a binary prefix code, but the addition of any binary string x turns the set into a
code C U {x} which is not UD.

11.2.2 Huffman Coding

Figure 11.3 summarizes schematically how the class of codes under consider-
ation has been restricted in several steps. Starting with a restriction to general
UD codes, passing to instantaneous, or equivalently, prefix codes, and finally
to complete prefix codes, since we are interested in good compression perfor-
mance. Even this last set of complete codes is large enough to focus further,
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prefix

complete

Figure 11.3. Progressively restricting the set of codes.

aiming for adapting an optimal code to a given distribution of the character

frequencies.
The general problem can thus be stated as follows: we are given a set of
n nonnegative weights {wy, ..., w,}, which are the frequencies of occurrence

of the letters of some alphabet. The problem is to generate a complete binary
variable-length prefix code, consisting of code words with lengths ¢; bits, 1 <
i < n, with optimal compression capabilities, i.e., such that the fotal length of
the encoded text

Xn:wigi (11.4)
i=1

is minimized.

If one forgets about the interpretation of the ¢; as code word lengths, and
tries to solve the minimization problem analytically without restricting the ¢;
to be integers, but still keeping the constraint that they must satisfy the equality
>, 274% =1, one gets

t; = —log, (%) = —log, pi,

where W = Y "', w; is the sum of the frequencies and thus the total length of
the file, and p; = w;/W is the relative frequency or probability of the ith letter.
This quantity is known as the information content of a symbol with probability
Ppi, and it represents the exact number of bits in which the symbol should ideally
be encoded. Note that this number is not necessarily an integer. Returning to
the sum in (11.4), we may therefore conclude that the lower limit of the total
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size of the encoded file is given by

- Z w;log, p; = W( - ZP:‘ log, Pi)~
i—1 i—1

The quantity H = — ), p;log, p;, which is the weighted average of the
information contents, has been defined by C. E. Shannon as the entropy of the
probability distribution {p, ..., p,}, and it gives a lower bound on the average
code word length.

Returning to our problem, the lower bound does not really help, because we
have to satisfy the additional constraint that the code word lengths have to be
integers. In 1952, D. Huffman proposed the following algorithm which solves
the problem in an optimal way.

(i) If n =1, the code word corresponding to the only weight is the null-
string.
(ii) Let w; and w,, without loss of generality, be the two smallest weights.
(i) Solve the problem recursively for the n—1 weights w; + wy,
ws,...,w,; let « be the code word assigned to the weight
w1 + ws.
(iv) The code for the n weights is obtained from the code for n — 1 weights
generated in point 3 by replacing « by the two code words «0 and «1.

In the obvious implementation of the code construction, the weights are
first sorted and then every weight obtained by combining the two which are
currently the smallest, is inserted in its proper place in the sequence so as to
maintain order. This yields an O(n?) time complexity. One can reduce the time
complexity to O(nlogn) by using two queues, as we saw in Section 2.2.1. As
alternative, the weights could be used to build a min-heap in time O(n) (see
Chapter 7). Each iteration consists then of two min-extractions and one inser-
tion, all of which can be done in O(log n), for a total of O(nlogn).

As example, suppose we wish to build a Huffman code for certain countries
according to the number of their Nobel laureates. The ordered frequencies are
given in Figure 11.4 next to the name of the countries. In each iteration, the
two smallest numbers are removed from the list, and their sum is inserted in
the proper position, until only two frequencies remain. If 437 is assigned the
code word @ = 0, then the code words for 241 and 196 are 00 and 01, and the
other code words are derived similarly in a backward scan of the columns. The
final code appears in the leftmost column of Figure 11.4, and the corresponding
Huffman tree, showing the frequencies in its nodes, is in Figure 11.5.
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1 USA 353 353 353 353 353 353 353 353 437
000 UK 125 125 125 125 125 125 196 241 353
010 Germany 105 105 105 105 105 116 125 196
0010 France 61 61 61 61 91 105 116

00110 Sweden 30 44 47 55 61 01

00111 Switzerland 25 30 44 47 55

01100 Japan 24 25 30 44

01101 Canada 23 24 25

01110 Russia 23 23

01111 Austria 21

Figure 11.4. Huffman code on Nobel laureates distribution.

The decompression of a Huffman encoded string, or actually of any binary
string S, which is the encoding of some text according to a prefix code C, can be
conveniently performed by repeatedly scanning the tree 7 corresponding to C.
As initialization, a pointer p points to the root of 7 and an index i is used to iden-
tify the currently scanned bit of the encoded string. We assume that the leaves
of the tree store the corresponding characters in their value fields. In the tree
of Figure 11.5, the “characters” are country names and appear underneath the
corresponding leaves. For example, the encoding of the countries of the Nobel
Prize laureates in Chemistry and Physics for 2015 would be 000110110001101,

Switzer
land

Sweden Japan Canada Russia Austria

Figure 11.5. Huffman tree of the code of Figure 11.4.
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Decode(S, T)

p «— root(T)
for i < 1 to | S|
if S[7] =0 then
p «— left(p)
else p «— right(p)
if p is a leaf then
output value(p)
p «— root(T)

Figure 11.6. Decoding a string S using the tree T of the corresponding code.

to be decoded as UK, USA, USA, Japan, Canada. The formal decoding, with
parameters S and 7, is given in Figure 11.6.

The fact that Huffman’s construction yields an optimal tree is far from being
obvious. The proof is based on the following claims concerning optimal trees
in general. Let 7} be an optimal tree for a set of n > 2 weights {wy, ..., w,}.
To simplify the description, we shall refer to the w; as probabilities, but the
claims are true for any set of weights. Denote the average code word length by
M, = Z;’:l w;l;, where [; is the length of the code word assigned to weight w;.

Claim 11.1. There are at least two elements on the lowest level of 7.

Proof Suppose there is only one such element and let y = a, - - - a,, be the cor-
responding binary code word. Then by replacing y by a; - - - a,— (i.e., drop-
ping the last bit) the resulting code would still be prefix, and the average code
word length would be smaller, in contradiction with 7}s optimality. n

Claim 11.2. The code words c; and ¢, corresponding to the smallest weights
w; and w, have maximal length (the nodes are on the lowest level in 7).

Proof Suppose the element with weight w, is on level m, which is not the lowest
level €. Then there is an element with weight w, > w, at level £. Thus the tree
obtained by switching w, with w; has an average code word length of

M, — wl —wom~+ wm + wrl =My — (L — m)(w, — wy) < My,
which is impossible since 7; is optimal. n

Claim 11.3. Without loss of generality one can assume that the smallest
weights w; and w, correspond to sibling nodes in 7.

Proof Otherwise one could switch elements without changing the average code
word length. n

Theorem 11.1. Huffman’s algorithm yields an optimal code.
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Wiy .- Wy w1 + W2, W3, ..., Wy
w1 + w2
]Wl M2 = Afl - (U)l + UIQ)
w1 + W, W3, ..., W, Wi, ...,Wp,
wy + wa oXe
w1 wWo
M3 < M> M, = Ms + (w1 + wg) < My

Figure 11.7. Proof of the optimality of Huffman codes.

Proof By induction on the number of elements n. For n = 2, there is only one
complete binary prefix code, which therefore is optimal, namely {0, 1}; this is
also a Huffman code, regardless of the weights w; and wy.

Assume the truth of the theorem for n — 1. Let 7 be an optimal tree for the
weights {w, ..., w,} as the tree mentioned in the earlier claims. We shall show
that a Huffman tree built for the same set of weights yields the same average
code word length M}, which shows that it is optimal.

It will be convenient to follow the description of the following various trees
referring to their schematic in Figure 11.7. The weights appear above the trees,
and the average code word length below them.

Consider the tree 7, obtained from 77 by replacing the sibling nodes cor-
responding to w; and w, by their common parent node «, indicated by the
black dot in Figure 11.7, to which the weight w; + w; is assigned. Thus the
average code word length for 75 is M, = M| — (w; + wy). There is no reason
to believe that 7, should be optimal for the weights (w; + w;), w3, ..., Wwy.
We started from an optimal tree 7}, made some very local transformation on its
structure, affecting only a few nodes, and assigned, seemingly arbitrarily, n — 1
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new weights to the n — 1 leaves of T,. Why should such a minor modification
of the tree keep the optimality of the tree we started with?
Nonetheless, we shall prove that this is precisely the case.

Claim 11.4. T, is optimal for the weights (w; + wy), ws, ..., Wy,.

Proof 1f not, let T3 be a better tree with average code word length M3 < M,.
Note that while 7, is almost identical to 7}, the shape of 75 can be entirely
different from that of 75 and thus also from that of 7}, as shown in Figure 11.7.
Let B be the leaf in 73 corresponding to the weight (w; + w,). Consider the
tree T, obtained from 73 by adding children to 8, thereby transforming it into
an internal node, and assigning the weight w; to B’s left child and w, to its
right child. Then the average code word length for 7 is

My = M3 + (wy +wy) < My + (w1 + wy) = My,

but this is impossible, since 7} is a tree for n elements with weights wy, ..., w,
and 7; is optimal among all those trees, so 7; cannot have a smaller average
code word length. n

We may now return to the proof of the theorem. Using the inductive assump-
tion, the tree 75, which is optimal for n — 1 elements, has the same average code
word length as the Huffman tree for these weights. However, the Huffman tree
for wy, ..., w, is obtained from the Huffman tree for (w; + w»), ws, ..., w,
in the same way as T} is obtained from 7,. Thus the Huffman tree for the n
elements has the same average code word length as T}, hence it is optimal. W

11.3 Universal Codes

Huffman’s solution is not always applicable, for example, when the set to be
encoded is the set of the integers. Of course, the specific set we deal with will
always be finite, however, we may sometimes wish to prepare a fixed code for
all the possible elements, so the set for which code words have to be gener-
ated may not be bounded. In that case, using the standard binary representa-
tion of an integer is not possible: the number 13 can be represented as 1101
in binary, but we have to decide if to use 1101 as a code word, or maybe
rather 01101 or 0001101. The set of the code words without leading zeros
{1, 10, 11, 100, 101, ...} is not a prefix code and is not even UD! It can be
turned into a UD code by adding leading zeros to form a fixed length code, but
how many bits should then be used?

Let us reconsider the problem of encoding a string by means of a dictionary
we studied in Section 3.4.2. Given is a text 7 and a dictionary D, and the
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problem is to parse T into a sequence of elements of D, so that T can be
replaced by the correspondent sequence of pointers to D. We mentioned that
the problem of finding a good dictionary D is difficult, but J. Ziv and A.
Lempel suggested that T itself could be used as the dictionary! All one needs
to do is to replace substrings s of 7' by pointers to earlier occurrences of s in 7'.
The form of these pointers will be pairs (off, len), where off gives the offset of
the occurrence, that is, how many characters do we have to search backward,
and len is the number of characters to be copied. Here is an example, due to F.
Schiller:

von-der-Stirne-heill-rinnen-muf3-der-Schweifl3- ..
could be replaced by
von-der-Stirne-heilR-rin(11,2)(23,2)mu(11,2)(27,5) chw(23,4) - - -

The question is how to encode the numbers off and len, since they could,
theoretically, be as large as the length of the text up to that point. One usually
sets some upper bound on off, which effectively means that we are looking
for previous occurrences only within some fixed sized window preceding the
current position. This size might be, say, 16K, so that log, 16K = 14 bits suffice
to encode any offset. Similarly, one could impose an upper limit on len, of,
say, 256 characters, so that it can be encoded in 8 bits. But most of the copied
items will be shorter, thus using always the maximum is wasteful. Moreover, a
longer copy item is not unrealistic, because overlaps are allowed. For instance,
a string of k identical characters ccc:- - - C (often Os or blanks) can be encoded
by c(l,k—1).

The solution we seek should thus be able of encoding any integer in some
systematic way. A simple way could be a unary encoding, using the code
words

1,01, 001, 0001, 00001, 000001, ..., (11.5)

that is, the length of the nth code word will be n, which is not reasonable for
most applications. We shall rather aim at getting a code word of length O(log n)
to represent n. Infinite code word sets with such a property have been defined
by P. Elias as being universal codes.

11.3.1 Elias Codes

The two best known codes devised by Elias have been called y and §. To
build the code word for an integer n > 1 in Elias’s y code, start by using its
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standard binary representation without leading zeros, B(n). The length of B(n)
is [log, n] + 1 bits. Consider B(n) without its leading 1-bit, and precede this
string by an encoding of its length, using the unary encoding of eq. (11.5). For
example, B(100) = 1100100, so the encoding of (decimal) 100 will be the suf-
fix of length 6 of B(100), preceded by six zeros and a 1-bit: 0000001100100.
B(1) = 1, hence the suffix is empty and the string to be pre-pended is 1, thus
the y code word for 1 is 1 itself.

For decoding, the code word is scanned from its left end up to the first occur-
rence of a 1. If m zeros have been read, we know that the length of the code
word is 2m + 1, of which the rightmost m + 1 are the standard binary represen-
tation of the sought integer. Some sample code words of Elias’s y code appear
in the second column of Table 11.2.

Because of the unary encoding of the length, the y code is wasteful for large
integers, which led to the definition of the § code. We again start, as for y, with
B(n) without its leading 1-bit, but instead of using a unary code for the length
part, the length will be encoded using the y code. This time, it will be the length
of B(n) including the leading 1-bit, because otherwise, the length to be encoded
for the integer 1 would be zero, and the y and § codes are only defined forn > 0.
Taking the same example as before, the suffix of length 6 of B(100) = 1100100
will be preceded by the y code word for |[B(100)| = 7, which is 00111, thus the
8 code word for 100 is 00111100100.

Decoding the § code word of some integer x is done in two stages. First
a y code word is detected. Since y is a prefix code, this can be done, e.g., by
some tree traversal, and no separating bit is needed. If this code word represents
the integer m, then m — 1 more bits bb; - - - b, have to be read, and x is the
integer such that B(x) = 1b1b; - - - b,,—;. For example, if the given code word
is 0001010111101000, its only prefix representing a y code word is 0001010,
which is the y encoding of the integer ten. We then read the next 9 bits, precede
them by a leading 1-bits, and get 1111101000, which is the binary representa-
tion of (decimal) 1000. Sample code words of Elias’s § code appear in the third
column of Table 11.2.

The length of the § code word for n, 2|log,(|log, n] + 1)] + 1 + [log, n],
is therefore asymptotically smaller than that of the corresponding y code word,
which is 2[log, n] + 1, but that does not mean that § codes are always prefer-
able to y codes. The integers to be encoded do generally not appear with a
uniform distribution, and it will often happen that the smaller values are much
more frequent than larger ones. Yet, it is precisely for these small values that
y has shorter code words than §, and there are probability distributions on the
integers for which the average code word length will be shorter for y than
for §.
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Table 11.2. Elias’s y, Elias’s 8, and Fibonacci codes

Index Elias’s y Elias’s § Fibonacci
1 1 1 11

2 010 0100 011

3 011 0101 0011
4 00100 01100 1011
5 00101 01101 00011
6 00110 01110 10011
7 00111 01111 01011
8 0001000 00100000 000011
9 0001001 00100001 100011
15 0001111 00100111 0100011
16 000010000 001010000 0010011
17 000010001 001010001 1010011
100 0000001100100 00111100100 00101000011
128 000000010000000 00010000000000 00010001011

1000 00000000011111101000 0001010111101000  000001000000001 1

It should also be mentioned that encoding the integers is not restricted to
numerical applications only. Consider a large corpus of textual data written in
some natural language. A popular way to encode it is by generating a code
for all the different words, rather than just for the different characters. This
extended “alphabet” may consist of hundreds of thousands of different terms,
and using Huffman coding according to their probabilities of occurrence in the
text yields quite good compression performance. The advantage of using this
particular dictionary is that large texts are often the heart of some Information
Retrieval system, as those mentioned in Section 8.1.1. Such systems need the
list of the different terms anyway in their inverted files, so there is no additional
overhead in using the list also for compression.

It will often be convenient not to generate a new optimal Huffman code after
each update of the text, but to use a code that is fixed in advance. The encoding
algorithm would then be as follows:

(i) Sort the different terms by nonincreasing frequency.
(i) Assign the ith code word of some universal code, which is the encoding
of the integer i, to the ith term of the sorted list.

For example, the most frequent words are, in order,

for English: the, be, to, of, and, a, in, that, have, I, ...
for French: le, de, un, étre, et, a, il, avoir, ne, je, ...
for German: der, die, und, in, den, von, zu, das, mit, sich, ...
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11.3 Universal Codes 193

The first terms in English, the, be, and to, could then be encoded with a
y code by 1, 010, and 011, respectively.

11.3.2 Fibonacci Codes

An alternative to Elias codes with interesting features is to base the code on
the Fibonacci numbers we have seen when studying the depth of AVL trees
in Section 5.2. The standard representation of an integer as a binary string is
based on a numeration system whose basis elements are the powers of 2. If the
number B is represented by the k-bit string by_ by - - - b1 by, then

k—1
B= Z b2,
i=0

But many other possible binary representations do exist, and let us consider
those using the Fibonacci sequence as basis elements. Recall that we have
defined the Fibonacci sequence in eq. (5.7) as

{F(0),F(1),F2),F@3),...}=1{0,1,1,2,...},

but the sequence of basis elements should be {1, 2, 3, 5, .. .}, thus it should start
with index 2.

Any integer B can be represented by a binary string of length » — 1,
¢,Cr—1 - - - C2, Such that

B= Z ciF (i).
=2

The representation will be unique if one uses the following procedure to pro-
duce it: given the integer B, find the largest Fibonacci number F(r) smaller
or equal to B; then continue recursively with B — F(r). For example, 31 =
21 + 8 4 2, so its binary Fibonacci representation would be 1010010. As a
result of this encoding procedure, there are never consecutive Fibonacci num-
bers in any of these sums, implying that in the corresponding binary represen-
tation, there are no adjacent 1s.

This property can be exploited to devise an infinite code whose set of code
words consists of the Fibonacci representations of the integers: to assure the
code being UD, each code word is prefixed by a single 1-bit, which acts like a
comma and permits to identify the boundaries between the code words. The
first few elements of this code would thus be

{u1, us, ...} = {11,110, 1100, 1101, 11000, 11001, ...},
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where the separating 1 is put in boldface for visibility. A typical compressed text
could be 1100111001101111101, which is easily parsed as uguzusue; us. Though
being UD, this is not a prefix code, in fact, this is the code in the example in
Figure 11.1(b). In particular, the first code word 11, which is the only one con-
taining no zeros, complicates the decoding, because if a run of several such code
words appears, the correct decoding of the code word preceding the run depends
on the parity of the length of the run, as we have seen in eqs. (11.2) and (11.3).

To overcome this problem, the example in Figure 11.1(c) suggests to reverse
all the code words, yielding the set

{v1,va, ...} = {11,011,0011, 1011, 00011, 10011, ...},

which is a prefix code, since all code words are terminated by 11 and this sub-
string does not appear anywhere in any code word, except at its suffix. This
code is known as Fibonacci code and a sample of its code words appears in the
last column of Table 11.2.

One of the advantages of a Fibonacci code is its robustness against errors. If
a bit gets lost, or an erroneous bit is picked up, or some bit value is swapped, the
error will not propagate as it might for other variable or even fixed length codes.
For Fibonacci, at most three code words can be affected, and mostly only one
or two. For example, if the emphasized, third bit of v3v;v, = 0011-11-011
is turned into a zero, the string would be interpreted as 00011-1011 = vsvy.

The length of a Fibonacci code word is related to the fact that F (i) ~ ¢’/ V53,
where ¢ = 1.618 is the golden ratio, see eq. (5.9). It follows that the number of
bits needed to represent an integer n using the Fibonacci code is 1.4404 log, n,
similarly to the formula for the depth of an AVL tree we saw in eq. (5.2). The
Fibonacci code word for n is thus about 44% longer than the minimal log, n
bits needed for the standard binary representation using only the significant
bits, but it is shorter than the 2 log, n bits needed for the corresponding Elias y
code word. On the other hand, even though the number of bits is increased, the
number of 1-bits is smaller on the average: while in a standard binary repre-
sentation, about half of the bits are 1s, it can be shown that the probability of a
1-bit in the Fibonacci code words is only about %(1 - Ls) = 0.2764, so even
when multiplied by 1.44, this gives an expected number of only 0.398 log, n
1-bits, rather than about 0.5 log, n. This property has many applications.

11.4 Error Correcting Codes

Our next topic considers a different application of codes: if the previous two
sections focused on producing an encoding that is inexpensive in the number
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11.4 Error Correcting Codes 195

of necessary bits, we now concentrate rather on the correctness of the data. The
assumption is that for some reason, the decoder might get an erroneous string,
which is not identical to the one produced by the encoder. We still wish to be
able to recover the original message, if possible. For simplicity, we assume that
there is only a single wrong bit, which corresponds to a scenario of a so low
probability p for an error, that the possibility of two or more errors might be
neglected.

Often the knowledge about the occurrence of an error, rather than its exact
location, is sufficient. This can be achieved by adjoining a single bit, often
called parity bit, consisting of the XOR, or equivalently, the sum modulo 2, of
the given n data bits. For example, if we wish to encode the number 1618, its
11-bit standard binary representation would be 11001010010, but we would
add as the twelfth bit the XORr of these bits, which is 1, getting

1618 — 110010100101,

where the parity bit has been emphasized. To decode such an Error detection
code, we again apply XOR, but on all the bits, including the parity bit. We should
get 0. If not, one of the bits has been changed, possibly the parity bit itself. There
is no way to know which one of the bits is in error, but the very fact that we
know that some error has occurred is enough for the decoder to ask the encoder
to resend the data.

11.4.1 A Sequence of Error Correcting Codes

A simple way to enable even correction, not only detection, is to transmit every
bit three times. The original data can then be recovered, even if there is a single
error, by using the majority rule for every bit-triple. But one can do better than
adding 2n check-bits to n data bits.

Organize the n data bits into a square with side length /n bits, and add a
parity bit for each column and each row. A single error in any of the » data bits
can then be located by intersecting the row and the column corresponding to the
only affected parity bits. We thus got error correction at the price of additional
2./n bits.

A further step would then be to rearrange the data into a cube of side length
/n. Three vectors of parity bits are then needed, each of length /z and each
corresponding to a partition of the cube into planes according to another dimen-
sion. Each parity bit will now be the XOR of one of the 2-dimensional planes,
that is, of v/n? bits. A single error in one of the data bits will affect exactly three
of the parity bits, and the location of the erroneous bit is at the intersection of
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Figure 11.8. Layout of eight data bits in a three-dimensional hypercube with six
parity bits.

the three corresponding planes. With such a layout, only 3./n additional bits
are needed.

For the general case, the data bits are arranged into a k-dimensional hyper-
cube with side length n'/*. The number of vectors of parity bits will be k, and
each bit will be the xoring of all the data bits of a (k — 1)-dimensional hyper-
plane, all the bits of the same vector corresponding to the n'/* disjoint (k — 1)-
dimensional hyperplanes forming the original hypercube, and each of the k
vectors corresponding to such a partition in a different dimension. The number
of parity bits is kn'/¥. Figure 11.8 shows a 3-dimensional hypercube with side
length 2, and its partition into two 2-dimensional planes in each of the three
dimensions: left-right, nearfar, top—bottom.

What value should be chosen for k? Note that this is almost an identical
derivation to the one in Section 10.1, leading from a simple selection sort to
heapsort. The same function kn'/* had to be optimized, and the solution was
to use k = log, n. This corresponds to a log, n-dimensional cube of side length
2 bits, which is the smallest possible side length. The number of parity bits
should thus be 2 log, n.

Figure 11.8 is the hypercube corresponding to n = 8, each vertex corre-
sponding to one of the n data bits and being labeled by the 3-bit binary rep-
resentation of its index i, 0 < i < 23; vertices are connected by edges if and
only if they correspond to numbers differing exactly by a single bit in their
binary representations.
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11.4 Error Correcting Codes 197

For the parity bits, the left-right dimension corresponds to the first (right-
most) bit in the binary representation, that is, left is the xoring of all the data bits
having a O in the first bit of the binary representation of their index, and right is
the Xoring of the complementing set of those with 1 in the first bit. Similarly,
the near—far dimension corresponds to the second bit, so near is the Xoring of
the bits indexed 0, 1, 4, and 5 (0 in the second bit), and far is the XOring of the
complementing set. Finally, the top—bottom dimension corresponds to the third
(leftmost) bit. Summarizing, each of the 2 log, n = 6 parity bits is obtained by
XORing a subset of % bits, as follows:

left 0,2,4,6 right 1,357
near 0,1,4,5 far 2,3,6,7
bottom 0,1,2,3 top 4,5,6,7.

Here is an example of how the parity bits can be used to correct a single
error. Suppose the data bit indexed 6 is flipped. This will have an effect on all
the parity bits that include 6 in their lists: left, far, and top. Rearranging the bits
from left to right and reconverting to the corresponding O and 1 values, one
gets: top, far, left = 110, which is the binary representation of 6, the index of
the wrong bit.

If the side of the hypercube is longer than 2 bits, we need to know the index
of the projection of the erroneous bit on each of the dimensions. But if the
side length is just 2, we are left with a binary choice, as the possible indices
in each dimension are just O or 1. Therefore, it suffices to keep only the par-
ity bits corresponding to 1 values, that is right, far, and top. This corresponds
to indicating only the 1-bits of the index of the wrong bit, which is enough to
recover it, unless its index is O and thus has no 1-bits. In addition, one also
needs to deal with the case in which no error has occurred. To solve both prob-
lems, one might reduce the set of data bits and index them only by the nonzero
values. This method of adding log, n parity bits defined according to the binary
representation of the indices of the n data bits is known as Hamming code. R.
Hamming also suggested to store the parity bits interleaved with the data bits
at the positions whose indices are powers of 2.

11.4.2 Hamming Code

Here is a more standard definition of the Hamming code. Given are n = 2™ — 1
bits of data, for some m > 2. According to Hamming’s scheme, they are
indexed from 1 to n, and the bits at positions with indices that are powers of 2
serve as parity bits, so that in fact only n — m bits carry data. The ith parity bit,
which will be stored at position 2=V fori=1,2,...,m, will be set so that the
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XOR of some selected bits will be zero. For the parity bit at 2/~!, the selected bits
are those whose indices, when written in standard binary notation, have a 1-bit
in their ith bit from the right. That is, the parity bit stored in position 2° = 1
is the x0OR of the bits in positions 3, 5, 7, .. ., the parity bit stored in position
2! = 2 is the XOR of the bits in positions 3, 6,7, 10, 11, ..., and so on.

An easy way to remember this procedure is by adding a fictitious first 0-
bit, indexed 0, and then scanning the resulting binary string as follows. To get
the first parity bit, the one stored in position 2° = 1, compute the XoRr of the
sequence of bits obtained by repeatedly skipping one bit and taking one bit.
This effectively considers all the bits with odd indices (the first of which, with
index 1, is the parity bit itself). In general, to get the second, third,. . ., ith parity
bit, the one stored in position 2~!, fori = 1, 2, ..., m, compute the XOR of the
sequence of bits obtained by repeatedly skipping 2/~ bits and taking 2/~! bits.

Continuing our earlier example, consider n = 15 = 2* — 1 bits, of which
only 15 — 4 = 11 contain data, and assume the data is the standard 11-bit binary
representation of 1618, namely 11001010010. This will first be stored as a
string in which the bit positions indexed by powers of 2 are set to 0 and the
11 information bits are filled, from left to right, in the remaining positions.
Adding the 0-bit at position O yields

0001010001010010, (11.6)

where the zeros in the positions reserved for the parity bits have been empha-
sized, and the leftmost 0 is smaller to recall that this bit does not carry infor-
mation. The parity bits in positions 1, 2, 4 and 8 are then calculated, in order,
by xoring the underlined bits in the following lines:

0001010001010010,
0001010001010010,
0001010001010010,

0001010001010010,

which yields, respectively, the bits O, 1, 0, 1. The final Hamming code word is
therefore

0o0110100110100T10. (11.7)

Figure 11.9 is an example of how the Hamming code is able to recover
from a single bit-flip. Suppose the data is the 11-bit representation of 1618,
as given, with the 4 parity bits, in eq. (11.7), and suppose there is an error at bit
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Figure 11.9. Example of correcting a single bit error in position 13.

position 13, that is, the 0-bit there has turned into a 1-bit. The bits appear in the
upper line of the body of the table, while the indices appear in the header line.
The leftmost column is the index of the given parity bit, and for each of these,
the underlined bits are those taken into account when calculating the parity
bit. The column headed number gives the number of 1-bits in the set of under-
lined bits, and the last column is their parity (1 if odd, O if even).

The bits in the last column, read bottom up to correspond to the bits indexed
8421, are 1101, which is the standard binary representation of the number 13,
the index of the error. We thus know that this bit is wrong, can correct it, and
end up with the original data, as requested. If there is no error, all the calculated
parity bits would be 0, yielding 0000 in the last column — an indication that the
correct data has been received.

11.5 Cryptographic Codes

Cryptography is a fascinating field of research and has undergone radical
changes in the past few decades. It is beyond the scope of this book, and we
shall just give very simple and historical examples to show the existence of
cryptographic codes. It should be mentioned that many of the modern crypto-
graphic methods are based on advanced mathematical tools, and in particular
on prime numbers, which we have seen in Chapter 7 in the context of hashing.
The relevant prime numbers are huge, using hundreds of bits, like, for example,
2393 — 93, for which sophisticated programs are needed to even know that they
are really prime.

Methods for encoding information so that its true content can be understood
only by an intended partner, but remains hidden to any occasional or malicious
eavesdropper, have been used for thousands of years. Their usefulness and even
necessity are obvious, not only to keep military secrets, but modern life, and in
particular commerce and banking related transactions we wish to perform from
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our wireless phones, would be jeopardized if it were not possible to keep the
data confidential.

The general paradigm is to be given two complementing encoding and
decoding functions £ and D, both depending on some key K that is supposed
to be kept secret. A message M, called the cleartext in the particular jargon of
the cryptographers, is encrypted by applying

C= &M),

thereby producing the ciphertext C, which, in itself, should look like some ran-
dom bunch of symbols and, at least apparently, not convey any information.
Nonetheless, whoever is in possession of the secret key K may apply the inverse
function for decoding, and get

Dg(C) = Dx(Ex(M)) = M,

that is, reproduce the original message M.

The challenge is to find appropriate pairs of functions £ and D. Modern cryp-
tography even considers public key encryption, in which the encoding function
£ is not hidden, but known to everybody, and yet its corresponding inverse func-
tion D can only be derived by somebody who knows the secret key K. These
keys are chosen long enough, say of 1000 bits, so that an attempt to try all the
possible variants, 2'°%° in our example, may safely be ruled out.

Before the advent of the modern methods, that are often based on the diffi-
culty to solve certain computationally hard problems, the encoding and decod-
ing functions were much simpler. One of the oldest examples is a so-called
Caesar’s code: indexing the alphabet {A, B, C, ..., Z} by {0, 1, 2, ..., 25}, the
secret key K is just one of these numbers, and

Ex(x) = (x + K) mod 26,

that is, in the encoding, each character is shifted cyclically K positions for-
ward in the alphabet. For example, if K = 5 is chosen, then the encoding of the
cleartext

SECRETKEY
would be the ciphertext
XJHWJYPJD. (11.8)

If it is known that a Caesar’s code is used, an enemy could try all the possi-
ble shifts, since there are only 26 possibilities, until a reasonable cleartext is
obtained. Moreover, the enemy would then not only know the specific message
at hand, but also the key K, which enables the decoding also of subsequent text
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11.5 Cryptographic Codes 201

enciphered in the same way. This action of revealing or guessing the secret key
is called breaking the code, and it is one of the objectives of the enemy.

Caesar’s code is a particular case of a more general class called a substitu-
tion cipher, in which a permutation of the alphabet is given, and each character
is replaced by the one with the same index in this permutation. In this case,
the secret key is the used permutation or its index, and it cannot be found by
exhaustive search, since the number of possibilities is 26! >~ 4 - 10%°. Never-
theless, a substitution cipher is not really secure, because if a long enough text
is given, one could analyze the frequency patterns of the occurrences of the
characters, and compare it with the known probabilities in the given language.
For example, even for a short text like that displayed in eq. (11.8), the most
frequent character is J, which we would guess to be a substitute for the most
frequent character in English, which is E.

The idea of Caesar’s code has been taken one step further by B. Vigenere,
who suggested using a different shift for every character of the text, according
to the key K which is now chosen as some secret string. So if the secret key
is SECRETKEY, the first nine characters will be shifted cyclically by 18, 4, 2,
17, 4, 19, 10, 4, and 24 positions, respectively. The shifts for the subsequent
characters of the cleartext are obtained by repeating this sequence as often as
necessary. In the resulting ciphertext, the same letter can represent different
cleartext characters, depending on their position, so that a frequency analysis
is not possible. However, other attempts to break the code may be successful
in what is called a cryptographic attack.

An example of encoding using a Vigenere cipher is given in Table 11.3. The
chosen cleartext encodes the fact that we are at the end of this book. In the spirit
of enciphering the information, let us first translate this idea into French, using
the string

C’est fini.

Itis common practice to translate everything to upper case and to remove blanks
and punctuation signs. We then have to choose a key K. This is very similar to an
almost daily request we are confronted with, namely of choosing a password for
the numerous applications on our computers and cellular phones. Most of these
passwords are somehow related to our names, birth dates or telephone numbers,
which is why hackers can so easily break into our digital accounts. Many appli-
cations therefore urge us to use “stronger” passwords, and often even suggest
some randomly generated ones, which, in principle, are impossible to guess.
So let us use here also such a random string, for example, RKAOGWOS. The
resulting ciphertext appears in the last line of the table, and should be void of
any meaning (is it?).
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202 11 Codes

Table 11.3. Example of a Vigenere encoding

Cleartext C E S T F I N 1

Secretkey R K A O G W O S

Ciphertext T O S H L E B A
Exercises

11.1 For each of the codes Elias-y, Elias-8, and Fibonacci,

(a) derive a formula for the number n; of code words of length j, for all
possible values of j;
(b) use n; to prove that the codes are complete by showing that

[o.¢] [o.¢]
Yo=Y "n2 =1,
i=1 j=1

where ¢; is the length in bits of the ith code word, as used ineq. (11.1).

11.2 Show that the average code word length L for a Huffman code built for
the set of probabilities {p;, p2, ..., p,} satisfies

H<L<H-+1,

where H = — Y, p;log, p; is the entropy as defined in Section 11.2.2.

11.3 In a prefix code no code word is the prefix of any other, and one could
similarly define a suffix code in which no code word is the suffix of any
other. The set of reversed code words of any prefix code is thus a suffix
code. A code that has both the prefix and the suffix properties is called an
affix code, in particular, every fixed length code is an affix code.

(a) Give an example of a variable length affix code. Note that it might not
be possible to find an affix code if the alphabet is too small. Hint: Try
a code with nine code words.

(b) Show that the number of different variable length affix codes is infi-
nite.

(c) Affix codes are called never-self-synchronizing codes. Show why.

11.4 Suppose that instead of using a binary alphabet {0, 1} to encode a mes-
sage, one could use some alphabet {o, oy, ..., o} with r symbols, for
r> 2.
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Exercises 203

(a) Extend Huffman’s algorithm to produce an optimal r-ary code for a
given set of probabilities {p1, pa, ..., pn}, by working with r-ary trees
in which every node can have up to r children.

(b) Consider the following algorithm. Given a set of probabilities
{p1, P2, ..., pn}, produce first an optimal 4-ary code, then replace,
in each code word, the four symbols {«1, ..., a4} by {00, 01, 10, 11},
respectively. Show that the resulting binary code is not always opti-
mal, and formulate a condition on the distribution for which this algo-
rithm does produce an optimal code.

11.5 Show how, by the addition of a single bit, one can turn a Hamming code
from an error-correcting code for a single error into a code capable to
correct a single error and to detect a double error.

11.6 What is the shape of the Huffman tree if the weights of the characters are
the first n nonzero Fibonacci numbers 1, 1,2, ..., F(n)?

11.7 This extends exercise 4.4 of the chapter on trees. Given are n ordered inte-
ger sequences Ay, ..., A,, of lengths ¢, ..., £,, respectively. We wish to
merge all the sequences into a single ordered sequence, but without con-
straints on adjacency, so that at each stage, any pair of sequences may be
merged. The number of steps needed to merge a elements with b elements
is a + b. Find an optimal way to merge the n sets, that is, such that the
number of comparisons is minimized.
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Appendix

Solutions to Selected Exercises

1.2

Jjl 1 2 3 4 5 6 7 8 9 10 11
Sjj{A B R A C A D A B R
Mo[jl |17 16 15 14 13 12 11 13 12 4 1

Jjl 1 2 3 4 5 6
Sj1|A A B A A A B A A B A A
Aofjl )18 17 16 15 14 13 8 14 13 8 2 2

~
oo
Nl
—_
[=)
—_
—_
—_
)

1.3 The last k entries of the A, array of S all contain the value k.
1.4 Text: AAAAAAAAABBC, Pattern: BCBCBC

1.6 Define an array B and store in B[i] the sum of the first i elements of A.
Formally: B[0] = 0, and

B[i] = B[i — 1] + A[i] forl <i=<n.
Each element of the array B can thus be evaluated in O(1), and we have

sum(i, j) = B[j] — Bli — 1].

1.7
Vi Vs V3 A
Ay yes no yes yes
Ay no yes no no
Aj no no no no
Ay no no no no
205
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2.1 The idea is to scan the list with two pointers, one advancing at twice or
three times the pace of the other. Formally:

p < head q < head
while next(q) # NIL

p < next(p)

q < next(next(next(p)))
q<7p
while next(g) # NIL

print value(p)

p < next(p)

q < next(next(p))

Using the same technique, there is a cycle in the list if and only if p
and g will point to the same element in some iteration.

2.3(a) Use binary search.

(b) Use, alternatingly, one step of binary search, and one step of a linear
search from the beginning of the array.

(c) Search from the beginning in exponentially increasing steps, that is,
check atindices 1, 2, 4, ..., 2! until an index i is found for which A[2/]
is positive but A[min(n, 2'7!)] is negative. Then use binary search on
the range [2/, min(n, 2/71)].

2.4 The parking lot is in fact a stack. If the input order is 1, 3, 2, this cannot
be rectified by the use of a stack. Indeed, the cars 3 and 2 have to enter
the stack, since car 1 has to be the first to get on the highway. But then car
3 will precede car 2.

2.8(b) f(n) = 2vken
(¢) T(n) = log* n (see Section 8.2.3).

3.1 The following figure gives a counter example. There are two paths from
s to t in the graph G: the upper path has weight 10, and the lower path
weight 11. Adding 10 to the weight of each edge yields the graph G’ on
the right side. Now it is the lower path that has the smaller weight. The
shortest paths are emphasized. The reason for the failure of this procedure
is that not all the paths consist of the same number of edges, so adding
a constant weight to each edge does not have the same effect on all the
paths. For instance, the total weight of the upper path was increased by
30, and that of the lower path only by 20.

Downloaded from http:/www.cambridge.org/core. Columbia University Libraries, on 31 Dec 2016 at 09:35:16, subject to the Cambridge Core terms
of use, available at http:/www.cambridge.org/core/terms. http://dx.doi.org/10.1017/CBO9781316676226.013


http:/www.cambridge.org/core/terms
http://dx.doi.org/10.1017/CBO9781316676226.013
http:/www.cambridge.org/core

Appendix: Solutions to Selected Exercises 207

Counterexample for Exercise 3.1.

3.2(a) Set the weight of all edges touching vertex 7 to infinity.

(b) Let ¢ be the smallest difference between different weights (if all
weights are integers, then ¢ = 1), and decrease the weights of all the
edges corresponding to airline X by £, where n is the number of ver-
tices. There are at most n — 1 edges in a path, so the choice of the
shortest paths is not affected by this amendment, but it gives priority
to the edges with reduced weights.

(c) Give the same weight to all edges.

(d) There is an edge (fr,, to,) with weight 0 for every flight a, where fr,
and to, are vertices corresponding to airports. For each airport, there is
an edge (fo,, fr;,) from every incoming flight a to every outgoing flight
b.If a and b are operated by the same airline, the weight of the edge is
0, otherwise 1.

(e) Use the same graph as in point (d), but change the weight of the edge
(fr,, to,) to the length of the flight a, and the weight of (to,, fr,) to the
waiting time at the airport for the connection between a and b.

3.3 Let P be the set of all the paths from s to . We wish to maximize the
probability of getting from s to ¢ without corruption, that is, find

rgeax 1_[ p(a, b).
(a,b)eQ
Applying log and multiplying by —1, this maximization is equivalent to
finding
min Z —log p(a, b).

0P (abreo

Therefore, change the weight of the edge (a, b) to — log p(a, b); now the
problem can be solved by applying algorithm A.

3.4 Define a graph G = (V, E). The vertices correspond to countries, and
there is an edge (x,y) € E if and only if x and y have a common

Downloaded from http:/www.cambridge.org/core. Columbia University Libraries, on 31 Dec 2016 at 09:35:16, subject to the Cambridge Core terms
of use, available at http:/www.cambridge.org/core/terms. http://dx.doi.org/10.1017/CBO9781316676226.013


http:/www.cambridge.org/core/terms
http://dx.doi.org/10.1017/CBO9781316676226.013
http:/www.cambridge.org/core

208 Appendix: Solutions to Selected Exercises

border. The problem is to find a color assignment to the vertices, that is,
a function f: V — {1, 2, ..., k}, such that

Xy eE — f(x)# fO).

It should be noted that while every map can thus be transformed into a
graph, it is not true that every graph corresponds to a map. The subset of
graphs corresponding to maps is called planar graphs. Such graphs can
be drawn in a way that avoids the crossing of edges. For example, the
full graph with four vertices is planar, but the full graph with five vertices
is not. The four-color problem relates to planar graphs. For nonplanar
graphs, the question whether the vertices can be colored by four colors is
apparently also very difficult.

4.2 The following figure displays the only binary tree with the given traver-
sals.

Tree with in-order traversal BG L F I KA CN HJ E M D and post-order traversal
LFGKCNAIJDMEHB.

It is not always possible to determine the tree on the basis of its pre-
order and post-order traversals alone. The two trees in the following fig-
ure have both A B as pre-order and B A as post-order traversal.

4.5 Use in-order traversals of the trees to get the ordered lists of their ele-
ments. Then merge the lists and store the merged list, in order, in an
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array A at positions A[1] to A[m — 1], where m = 2" =k + £ + 1. The
full binary search tree storing the merged list has value A[7] as its root,
the two children of the root hold the elements with indices % and %", and
in general, the 2' elements on level i, for i =0, 1,...,n — 1, are those
with indices

=iy ot for0 < j < 2N,
5.2 Note that we need a lower bound for N(k):
N(k)=Nk—-1)+Nk—-2)+1
> 2N(k —2) > 4N(k — 4) > - > 2'N(k — 2i)

M2 — /2 = 1.414%,

5.6(a) (FF) — A1 (g).

(b) A'6 = (4%)”.

(©) A% = ((422)%.

(d) A’ = A* x A. A2 = A® x A*. For general k, write k in its standard
binary representation as a sum of powers of 2.

(e) If k is a power of 2, one can evaluate A¥ in log k steps. This is called
repeated squaring. For general k, one first prepares B[i] = A% for0 <
i < logk, using B[i] = (B[i — 11)%, and then multiplies the elements
B[i] with indices corresponding to the positions of the 1-bits in the
binary representation of k, overall O(log k).

5.7 One such tree is given in the following figure. It is a minimal AVL tree of
depth 4. Deleting the black node requires 2 rotations. In general, deleting
one of the leaves of a minimal AVL tree of depth k + 2 may lead to k
rotations.

Minimal AVL tree requiring two rotations for deleting the black node.
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6.1(a) No. The insertion may imply a node split, but the deletion does not
necessarily then imply a fusion: it might be possible to do a balancing
step with the other sibling node (not the one created by the split, since
it is also only about half filled).

(b) No again. An element x which is not in one of the leaf nodes is replaced
by its successor. Re-inserting x will place it in a leaf, and it might
remain there if there are no splits.

6.2 First extract the maximal element of A or the minimal element of B and
call it s; it will serve as a separator. Denote the root nodes by R4 and Rg,
respectively.

If A and B have the same height £, create a new root R containing only
s, and let R4 and Rp be the children of R. Perform a balancing step with
R, R4 and Rp (which, depending on the number of elements in the nodes,
may lead to merging the 3 nodes into one new root).

If the height &’ of B is less than &, let D be the rightmost node of A on
level h — I, and let E be the parent node of D. Insert s as the rightmost
element in £ and add Ry as the rightmost child of E. Now perform a
balancing step with E, D and Rg; this may involve adding elements to R,
or splitting £, which in turn may trigger more updates.

6.3(a)
C 8 15 24 52 > (80 103 ) (122 130 256 D
(b)

24 112

122 130 256

(©)

52 112
( 8 15 24 ) ( 78 80 103 ) (_ 122 130 256 O
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(d)

24 80 122

(8 15 ) (52 78) (103 112 ) ( 130 256 )

(e) If the order of the tree is 4, the deletion of 40 does not trigger any
change in the structure, since the number of elements in a node should
then be between 1 and 3.

7.1(a) The depths of both A and B are k — 1.
(b) The depth of C will be k.
(c) Extract the last element of B (rightmost on lowest level) and call it x.
Create a new binary tree with x as root and A and B as subtrees. Apply
heapify on x. Complexity O(k) = O(logm).

7.2(a) Correctness does not change, the n/2 first iterations are just redundant,
so it is less efficient.
(b) Does not work. Counterexample: a vector with elements 5, 4, 3,
7.

7.4(a) The search-min-heap is:

( 10,6 ) ( 17,8 ) (41,12) 52,9
(26,16) (38,14)

(24,34 )
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The search-max-heap is:

(b) and (c) For the search-min-heap: find the element (s, s9) with minimal A-
value and make it the root of the tree. Partition the rest of the set into
L, those having smaller s values than sy, and R, those with larger s
values than sg. These will be the left and right subtrees, which are
constructed recursively.

8.2 Interestingly, the bound will still be logarithmic.
8.3(a) Sorting the edges, E log E, applying BFS or DFS on a graph with at
most V edges in each of the E iteration, for a total of
ElogE 4+ EV = O(EV).
(b)
ElogE 4+ ElogV = O(ElogE).
(c) The connected components in the Union-Find forest are trees and are

the same components (contain the same nodes) as those in Kruskal’s
algorithm, but the trees may differ.

9.1 h(X) =X mod9. Let X = ZLO d;10', so that d,d,_; - - - dad;dy is the
decimal representation of X. But A(10°) = 1 for all i, and we get that
h(X) = h(}"i_ydi10") = h(>"|_, d;) is just the sum of the digits.

9.4 No. The probability of choosing x in [0, %) is 1 but then x? € [0, i), SO

the lower quarter of the table has a higher chance of being chosen. The
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distribution is therefore not uniform, so the function is not suitable as a
hash function.

10.1 Denote the elements by A, B, C, D, E. Compare A with B and C with D.
Without loss of generality, A > B and C > D. Compare A and C and
assume A > C. Insert E into the sorted list A > C > D, using binary
search. That is, compare E to C, and if it is smaller, compare with A,
otherwise, compare with D. This takes 2 comparisons. This yields one of
4 possible orderings: EACD, AECD, ACED, or ACDE. We know already
that B is smaller than A, so the sort is completed by inserting B in the cor-
rect place to the right of A for any of the preceding four orderings. That
is, B has to be inserted into CD, ECD, CED, or CDE. This can again be
done in two comparisons by binary search.

10.2(a) Each weighing has three possible outcomes, the number of possible
answers is 24 (12 balls times 2 possible choices for each), so the lower
bound of comparisons is £ = [log; 247 = 3.

(b) (1) Compare 4 against 4 balls. (1a) If they are equal, we know that the
different ball is in the remaining 4. (2) Compare 3 of the remaining with
3 good balls. (2a) If they are not equal we know already if the different
ball is lighter or heavier, so (3) we choose 2 of them and compare
them 1 to 1. (3a) If they are equal, the different ball is the remaining
one, otherwise (3b) we see which one is the different one. (2b) If the
second comparison gave equality, the different ball is the only one left
out. So we use (3) one test to see if it is lighter or heavier.

(1b) If in the first comparison we got inequality, we know that
the remaining 4 balls are good. Denote the 12 balls as 0000, LLLL,
HHHH, according to whether we know if they are good, or possibly
light or possibly heavy. (2) The second weighing will be LLLH against
000L, leaving HHHO aside. (2a) If there is equality, the different ball
is among HHHO, so it must be one of the HHH and it must be heavy.
(3) Test H against H to find the different one, as earlier. (2b) If LLLH
is lighter than O00L, the different ball is one of the 3 L balls on the left,
so we need only one more test to find which. (2c¢) If LLLH is heavier
than O00OL, either the H on the left is heavier, or the L on the right is
lighter. Compare one of them against a O ball.

(c) £ = [log;26] = 3.

(d) If we start by weighing at most 4 against 4 and have equality, we are
left with at least 5 balls, and thus 10 possibilities, which cannot be
resolved in 2 weighings that have only 9 possible outcomes. If we start
by weighing at least 5 against 5 and get inequality, we also have at least
10 possibilities.
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10.3 Suppose the probability for getting an input that is already sorted is 1 —
m Then it is worth checking whether the input is sorted by a linear
scan, and otherwise apply some other sort (e.g., mergesort). The expected

complexity is then

1 1
(1 — ) O(n) + ——— O(nlogn) = O(n).
nlogn nlogn

10.5 If a search tree can be built in less than order of nlogn, and in-order
traversal of the tree, which can be performed in O(n), would give the
elements in sorted order in time less than nlogn + n, contradicting the
lower bound 2(n log n) for comparison based sorting.

10.6 If K = 2™, find the median and partition into two sets by comparing to
the median, in time cn, for some constant ¢ > 1. Then do the same for
each half, in time cg + c% = cn again. Then repeat for each quarter, etc.,
in log K iterations of O(n) each.

If K is not a power of 2, let L = 2M°2XT be the next highest power of 2.
Add ( )n dummy elements of value co. Partltlonlng the n + ( )n =
(L )n elements into L subsets of equal size % effectively partitions the n

K
real elements into K subsets of equal size.

10.7 The recurrence for T (n) would then be

Tn)<T (g) +T <%n> +cn

instead of eq. (10.17). This is the case o) + o = % + ?T > 1, so T(n)
would not be linear in n.

11.1(a) For the Fibonacci code, the number n; of code words of length j is
F(j—1),forj=>2.
(b) Denote the sum Y2, n;27/ = 372, F(j — 1)27/ by A. We the can
derive the following equation:

A=F(1)27%+ ZF(j —1)27/

j=3
1 o0
:Z-{-Z(F(j—Z)—i—F(j—S))Z‘f
j=3
_! il (]—1)2J+Z F(]—1)2/
4 2
J= j=1
= +1A+ A
427 "4

which implies A = 1.
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11.3(a) 10,111,011, 001, 000, 1101, 1100, 0101, 0100.

(b) The example shows that at least one such code exists. Let us show
that for every given affix code, there is another affix code with a larger
number of code words. LetA = {ay, ..., a,} be an affix code. Consider
theset B = {by, ..., by,} defined by by =a0,by_1 =a;1forl <i<
n. B is an affix code with a code word set twice as large as A.

11.5 Add the xOr of all the bits as additional parity bit X. Denote the vector
of Hamming parity bits by B. If X = 0 and B = 0, then there is no error.
If X = 0 and B # 0, there is a double error, which cannot be corrected. If
X =1, then there is a single error at address B.

11.7 The number of comparisons to merge the n sets is ) ._, n;{;, where n;
is the number of times the sequence A; participates in a merge. This is
exactly the same minimization problem as Huffman’s. The optimal solu-
tion is therefore to repeatedly merge the two shortest sequences.
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Dijkstra, 47
Heapsort, 110
Karp—Rabin, 148
Knuth—Morris—Pratt, 2
Kruskal, 126
Mergesort, 26
probabilistic, 148
allocation
linked, 16
sequential, 15
alphabet, 4
amortized analysis, 89
Asci, 129, 132, 179
asymptotic notation, 20
AVL tree, 65-82, 86, 159
balance factor, 71
deletion, 77
depth, 66
insertion, 71
rotation, 75

B*-trees, 96-98
deletion, 97
insertion, 96

BT -trees, 93-95, 156
deletion, 95

insertion, 94
search, 95

B-tree, 83-100, 156
deletion, 90
depth, 86
insertion, 86

background concept
approximation of a sum, 144
asymptotic notations, 20
average complexity, 161
binary search, 15
birthday paradox, 135
depth of a tree, 65
Fibonacci sequence, 70
mergesort, 26
modular arithmetic, 133
number of binary trees, 53
prime numbers, 131
proving properties of trees, 67
recurrence relations, 175
summation, 19, 142
swapping two elements, 108

BFS, see search

big-O, 20

binary representation, 133

binary search, 15

binary search tree, 58

binary tree, 52, 182
complete, 56
full, 56, 103
number, 53

birthday, 135

bitmap, 114
compression, 41
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Bloom filters, 149
Boyer,J S., 1
bubblesort, 153, 157

C programming language, 132
Caesar’s code, 201
Catalan numbers, 54
chaining, 137
character frequency, 179
chmod command, 115
ciphertext, 200
circular list, 29
cleartext, 200
cluster, 138
code
affix, 202
breaking, 201
complete, 183, 202
compression, 179
cryptographic, 179
error-correcting, 179
fixed length, 178
Hamming, 197
robustness, 194
unary, 190
universal, 179
variable length, 45, 180
codes, 178-203
complete code, 183
complexity, 5, 161
compression
bitmaps, 41
data, 129, 148
concordance, 116
counting sort, 157
cryptography, 199

De Bruijn sequence, 48
decision tree, 158
deduplication, 148

8-code, 190
Ay,5
Ay, T
depth

node, 57
deque, 30

derivative, 165

DFS, see search

dictionary, 44, 116, 189
Dijkstra, E. W., 47

divide and conquer, 15, 26, 166
doubly linked list, 29
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edge, 33
Elias code, 190
Elias, P., 190
entropy, 185, 202
error-correcting code, 199
error correction, 194
error detection, 195
expectation, 141, 161
expression
arithmetic, 22, 56
extraction
queue, 17

Fibonacci
code, 193
numbers, 81
sequence, 70

fields, 14

FIFO, 17

game of Hex, 125

y-code, 190

geometric progression,

142

geometric series, 110

golden ratio, 70

graph, 33-49
exploration, 40
planar, 208
representation, 38
tree, 35

greedy, 44

Hamming code, 197
Hamming distance, 43
Hamming, R., 197
harmonic series, 144, 170
hashing, 127-151
deletion, 147
double, 139
insertion, 141
search, 143
uniform, 140, 151, 170
worst case, 150
heaps, 101-113, 154
array implementation, 105
construction, 106
max-heap, 112
min-heap, 112
ternary, 113
heapsort, 110, 153, 154, 166,
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Huffman code
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Huffman coding, 183-189
Huffman, D., 185

in-order, 55
induction, 57
infix, 23
information content, 184
information retrieval, 41, 115, 149,
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insertion

queue, 17
insertion sort, 153
instantaneous code, 181
inverted files, 116

k-largest element, 170
k-layer sort, 154
Karp, R. M., 148
Kruskal, J. B., 126

Landis, E., 65
Lempel, A., 190
LIFO, 21
linear lists, 14-32, 33
cycle, 206
linked list, 16
list
neighbors, 39
load factor, 141
log*, 124, 126
lower bound, 156

matrix, 30

adjacency, 38, 115

sparse, 31
maximum flow, 37, 47
median, 170
mergesort, 26, 153, 157, 166
merging

sequences, 64

trees, 64
middle square method, 129
minimum spanning tree, 36, 43, 126

Index 219

modulus, 133
Moore, R. S., 1

natural logarithm, 146
Nobel laureates, 136, 185
node

balancing, 90

merging, 91

splitting, 87
notation

asymptotic, 20

Polish, 22

reversed Polish, 23

Q,21

open addressing, 137
operand, 56
operator, 56
overflow, 17

parity bit, 195
parsing, 44
password, 201
path compression, 123
m, 134, 151, 153
pop, 22
post-order, 55
postfix, 23
pre-order, 55
prefix, 23
prefix code, 18, 181
prefix property, 181
prime

twin, 140
prime number, 131, 199
primitive function, 146
priority, 24
priority queue, 101
probe sequence, 138
problem

four color, 48
program stack, 25
pseudo random number, 129
push, 22

query, 115
range, 150

queue, 16, 41
extraction, 17
insertion, 17

quicksort, 157, 166-170
worst case, 168, 169
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regle par neuf, 151
Rabin, M. O., 148
radix sort, 157
records, 14
recursion, 25
reduction, 36
remainder, 130

search, 126
approximate, 150
binary, 15
breadth first (BFS), 40
depth first (DFS), 40

search tree
binary, 58, 123
deletion, 61
higher-order, 83
insertion, 60
search, 59

selection sort, 153, 196

sentinel, 24, 29, 63, 167

sequence
De Bruijn, 48
Fibonacci, 70

set, 114-126
merging, 118

Shannon, C. E., 185

shortest path, 36, 45

signature files, 149

singleton, 115, 158

sorting, 152-177
average, 160
worst case, 156

stack, 21, 41
string, 1

string matching, 1, 116, 148

summation, 19
swap, 108, 167

text, 1

6,21

tree
AVL, see AVL trees
data structure, 50-64
decision, 158
depth, 65
graph, 35
height-balanced, 66
red-black, 80
rooted, 118
ternary, 64, 113

twin prime, 131

UD, see uniquely decipherable

Union-Find, 117-124
uniquely decipherable, 180
universal codes, 189-194
Unix, 115

vertex, 33
Vigenere, B., 201
von Neumann, J., 129

XOR, 42, 108, 130, 195

Ziv, J., 190
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